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 Introduction Overview Welcome to Microsoft Visual Studio 2008 Programming. This is a book about doing software development with Microsoft’s latest development studio—Visual Studio 2008. All code samples in the book were built with either Visual Studio 2008 Professional or Visual Studio Team System 2008. We’ve been using Visual Studio 2008 in production since its first beta versions, and will probably continue to do so for quite some time. In this book we have covered a number of what some people would consider to be rather disparate or strange topics, such as Active Directory and XSLT. We have covered topics that are important and useful to developers, but that many developers are either unaware of or just haven’t looked at yet. Visual Studio 2008 leverages new functionality available in. NET Framework 3.0 and .NET Framework 3.5, but can target .NET Framework 2.0, too. This is of enormous benefit when developing and deploying applications; we can use the latest and greatest tools to develop our applications, but can deploy them to computers that aren’t necessarily running the latest versions of everything. This means far fewer headaches for developers and support staff. Visual Studio 2008 can also target different processor architectures. From the same interface we can compile an application to target 32-bit x86 processors, 64-bit x64 processors, or 64-bit IA64 processors. This can sometimes be an ultimate quick-fix for applications with high memory usage. Processor manufacturers these days have effectively stopped producing “faster” processors and have opted instead to produce processors with an ever-increasing number of cores. This presents an amazing opportunity that has largely been left untapped by application developers. Applications that don’t “do” multithreading are potentially wasting an enormous amount of processing power. So in this book we also cover multithreading. While multithreading is not a feature or technology specific to Visual Studio 2008, it’s something that you’ll really want to implement in your own applications, and we show you how using Visual Studio 2008.
 
 Another technology often overlooked (avoided?) by developers is Active Directory (AD). If you’re developing Windows (or web) applications in a corporate environment, then chances are you’re connected to AD. This is a great directory service built by Microsoft that unfortunately is underutilized. Engineers very often view AD as the thing that needs to be installed on Windows servers before they can provide domain support. On the other hand, developers generally don’t view AD at all. AD is actually a very efficient data store in its own right, providing support for the creation of millions upon millions of objects with a myriad of properties based on complex data types. You can even extend AD objects and add your own properties to them. Our goal in this book is to present tools and concepts that perhaps you didn’t know about or hadn’t the time to look into, and that will expand your horizons as a developer. Soon you’ll be writing multithreaded, AD-aware database tools to produce XML result sets and transform them with XSLT into XHTML for users to digest.
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 Who Should Read This Book? You don’t necessarily need a solid knowledge of software development to read this book, but it would certainly help. Any developer with enough experience or knowledge to build simple object-oriented or database-connected applications should find the book easy enough to get through. We don’t explain what += and &= mean, for example, but neither do we assume that you have an intimate knowledge of application design patterns. Experienced developers will also find the book of benefit on topics that they haven’t looked at yet. You can’t be an expert on every new technology that comes out, but books like this will help you at least stay on top of the ones that interest you.
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 Chapter 1: New Language Features Overview Visual Studio 2008, along with its two primary language components, Visual C# 3.0 and Visual Basic 2008, includes a plethora of new features. Many of these features are used throughout this book in production-ready code. This chapter introduces some of these new features and demonstrates how to use them: Extension methods Partial methods Nullable value types Member initialization Collection initialization XML literals Language Integrated Query (LINQ) Anonymous types Lambda expressions Implicitly typed variables
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 Extension Methods Extension methods allow the developer to “extend” the functionality of a type in the .NET Framework. You can now add methods as required to existing types. As an example, imagine that you have a method to implement Pascal casing for strings. There are three ways you could use this code in your application: Note Pascal casing, also called “upper camel casing,” is the naming convention in which a group of related words is joined together without spaces and the first letter of each word is capitalized (for example, UpperCamelCase).
 
 Add a method to a class, pass strings to the method, and either return a string as a return value or pass the values back out by reference through a parameter. Create a new class that inherits from the String class that just adds the new Pascal casing method. Extend the String class. Hopefully, the last option has intrigued you. There’s nothing necessarily wrong with the first two options, but extending the String class is a more elegant solution to this problem. The code sample that follows uses two extension methods on the String type. It also uses a shorter form of the ToPascalCase() method to omit the Return statement. To test this sample, create a new Windows Forms application. Add a code file called Utilities.vb, and add the two sections of code to the Form and Code File, respectively. (Feel free to replace the author’s
 
 name with your own name in the code; this has no bearing on the extension methods.) When you run the application, it displays the name using Pascal casing. Visual Basic .NET calls the extension method ToPascalCase() on the String type, which in turn calls the ToProperCase() extension method on each word that comprises the text. Imports WindowsApplication1.Utilities.StringUtilities Public Class Form1 Private Sub Form1_Load(ByVal sender As Object, ByVal e As System.EventArgs) Handles MyBase.Load Dim strTest As String = "jamie plenderleith" MsgBox(strTest.ToPascalCase()) End Sub End Class Imports System.Runtime.CompilerServices Namespace Utilities Module StringUtilities _ Function ToPascalCase(ByVal Text As String) As String For Each Word In Split(Text, " ") ToPascalCase &= Word.ProperCase & " " Next End Function _ Function ProperCase(ByVal Text As String) As String Return UCase(Mid(Text, 1, 1)) & LCase(Mid(Text, 2)) End Function End Module End Namespace The following are some important things to note about extension methods: In Visual Basic .NET, extension methods can only be declared in a module. The instance of the object on which it is being called is passed as the first parameter, so this parameter cannot be declared as Optional or as a ParamArray. Thus, in the following example, the numbers 0, 1, 2, 3, 4, and 5 are passed as the parameter n to the IsEven() extension method. It doesn’t look that way when you’re calling the method, but that’s what’s going on under the hood.
 
 Dim MyIntegers() As Integer = {0, 1, 2, 3, 4, 5} For Each n In MyIntegers MsgBox(n.IsEven()) Next Module IntegerUtilities _ Function IsEven(ByVal n As Integer) As Boolean Return n Mod 2 = 0 End Function End Module The C# programming language affords us a little extra usability with extension methods. The extension method does not need to be declared inside a module, but rather any static class that is accessible to where you want to make the extension method call. The way an extension method is declared in C# also differs from the way it is declared in VB.NET. For example, the following is an extension method that can be called on arrays. There is nothing particularly interesting about this code sample (it purely acts as a wrapper to the Array.Copy() method), but note the first parameter to the Slice() method. static class Extensions { public static T[] Slice(this T[] source, int index, int count) { if (index < 0 || count < 0 || (source.Length - index) < count) throw new ArgumentException(); T[] result = new T[count]; Array.Copy(source, index, result, 0, count); return result; } And here is a sample piece of C# code implementing this: private void Form1_Load(object sender, EventArgs e) { string[] StringSet = { "1", "2", "3", "4", "5", "6" }; string[] StringSubset = StringSet.Slice(2, 3); foreach (string s in StringSubset) { MessageBox.Show(s); } }
 
 TeamUnknown Release
 
 0 Chapter 1 - New Language Features Microsoft Visual Studio 2008 Programming by Jamie Plenderleith and Steve Bunn McGraw-Hill/Osborne © 2009
 
 Partial Methods Visual Studio 2005 introduced the concept of partial classes. A class needn’t be declared entirely within a single file. A class can span multiple files, or a class can span multiple class definitions within a single file. Visual Studio 2008 introduces the concept of partial methods. They don’t work exactly the same way as partial classes, but they’re closely related. Partial methods allow a developer to declare a method, but to have the body of the method implemented elsewhere. If the method is actually implemented elsewhere, then that implementation of the code will be executed. If the method is not implemented elsewhere, then references to the method are silently removed from code. It’s similar to marking a method as Overridable in a base class, and then just not overriding it in a derived class. If you do override the method, then well and good, you have a new implementation. If you don’t override the method, then you still have the original implementation of it in the base class. But what if you don’t want it to have any base/default implementation at all? This is where partial methods are useful. They are also useful for code generators. The code generator can generate a class that has some properties and methods. The properties and methods can then call to other properties and methods. If the code generator marks the methods as Partial, then it can make a call to them in code. If the developer hasn’t written an implementation for the method, then nothing happens. If the developer has written an implementation of the method, then all sorts of things might happen. It can also be useful, in a similar scenario, to enable lightweight event handling. Here is an example of partial methods in use: Public Class Customer Sub Update() Try '' Attempt update of customer object
 
 '' Catch ex As Exception DisplayError(ex) End Try End Sub Partial Private Sub DisplayError(ByVal ex As Exception) End Sub Private Sub DisplayError(ByVal ex As Exception) '' Log to Event Viewer '' End Sub End Class If you remove the actual implementation of DisplayError()—that is, the last method declaration—then nothing will happen if an exception occurs in the Update() method, because there’s still the partial implementation of it. Another scenario in which using partial methods would be advantageous is when you are debugging, as shown in the following example: Partial Private Sub TraceMessage(ByVal Message As String) End Sub #If Debug Then Private Sub TraceMessage(ByVal Message As String) System.Diagnostics.Debug.Print(Message) End Sub #End If Sub UpdateObject() TraceMessage("Entered UpdateObject()") '' Do Something '' TraceMessage("After Action 1") '' Do Something Else '' TraceMessage("After Action 2") End Sub If the Debug constant has been set to True, then the TraceMessage() method receives an implementation. If it hasn’t been set to True, then it doesn’t do anything. Using partial methods here looks a lot better than littering your code with #If…#End If calls on every second line.
 
 Or, how about executing different code based on whether you’re debugging an application in your lab or the product is installed on a customer site? Public Class Customer Partial Private Sub ErrorHandler(ByVal ex As Exception) End Sub Sub Update() Try '' perform update '' Catch ex As Exception ErrorHandler(ex) End Try End Sub #If DEBUG Then Private Sub ErrorHandler(ByVal ex As Exception) Stop End Sub #Else Private Sub ErrorHandler(ByVal ex As Exception) Utils.MailException(ex) Utils.LogException(ex) End Sub #End If End Class
 
 TeamUnknown Release
 
 0 Chapter 1 - New Language Features Microsoft Visual Studio 2008 Programming by Jamie Plenderleith and Steve Bunn McGraw-Hill/Osborne © 2009
 
 Nullable Value Types When a value type does not have a value, it defaults to whatever that value type’s default value is; for example, numeric values default to zero (0 or 0.0) and Boolean values default to False. If you need to know whether or not something was stored in a variable, a value type may not be sufficient. What if 0 is a valid value? How can you tell the difference between 0 and no value? Usually you cannot tell with a value type unless you define some particular value as a “no value” value, such as - 1 or any other arbitrary number (which you must not forget!). Otherwise, you’d use a reference type. So, declare a variable as a reference type (for example, as an object), and create some class to store the number instead. When you investigate the object reference, if it’s a null object reference, the number wasn’t stored. If there’s an object there, then the number was stored—whether it was 0 or not. Visual Basic 2008 introduces nullable value types. These were first introduced in the C (C-Omega) programming language. It’s the concept of a value type being nullable. To mark a variable as being nullable, you place a question mark on the variable name or on the type. This is similar to the parenthesis when declaring an array—it can go on either the array name or the type. A variable can also be marked as being nullable by declaring it as Nullable(Of T), as in the following example: Dim intValue As Integer? If Not intValue Is Nothing Then MsgBox("The Value Is : " & intValue) Else MsgBox("No value") End If Dim intValue2 As Nullable(Of Integer) Here’s an example of something you cannot do:
 
 Dim x? As Integer Dim y As Integer If (x Is Nothing) AndAlso (y Is Nothing) Then MsgBox("No values") End If If you look at the declaration, only the integer variable x is marked as being nullable. The integer variable y is not marked as being nullable, so this means it cannot be used with the Is operator. The closest that we could get to checking if both the x and y variables do not contain a value would be to check that y is equal to some value that we have reserved as “not having a value,” such as 0 or - 1. As an aside, one thing that some developers don’t realize is that the String type is a reference type. This means that you can check whether a String type Is Nothing (or IsNot Nothing) as you can with any reference type, as in the following example: Dim strText As String If Not strText Is Nothing Then strText = "Default Value" Else MsgBox("Length of text : " & strText.Length) End If
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 Member Initialization When creating an instance of an object, sometimes you want to populate some of the properties of the object during creation. So what do you do? Do you create a constructor that you can pass all the values into, or do you populate its properties after declaration? Visual Basic 2008 allows us to populate properties of an object while we’re declaring it. Listing 1-1 shows two examples of how one would declare a new instance of an object and give it some properties. Listing 1-2 demonstrates Visual Basic 2008’s member initialization functionality. Listing 1-1: Instantiating Objects Using Traditional Methods Class Utilities Sub SomeMethod() Dim Customer1 As New Customer Customer1.FName = "Jamie" Customer1.SName = "Plenderleith" ''or Dim Customer2 As New Customer("Jamie", "Plenderleith") End Sub End Class Class Customer Private _FName As String Property FName() As String Get Return _FName End Get Set(ByVal value As String)
 
 _FName = value End Set End Property Private _SName As String Property SName() As String Get Return _SName End Get Set(ByVal value As String) _SName = value End Set End Property Sub New() End Sub Sub New(ByVal FirstName As String, ByVal LastName As String) End Sub End Class Listing 1-2: Instantiating Objects Using Member Initialization Class Utilities Sub SomeMethod() Dim Customer3 As New Customer With {.FName = "Jamie", _ .SName = "Plenderleith"} End Sub End Class VB has had the With statement for many years, so the preceding code isn’t too interesting to VB developers. The following, however, might be interesting to C# developers: public employee createNewEmployee() { employee myEmployee = new employee() { department = "Sales", id = "jamiep12", name = "Jamie Plenderleith" }; return myEmployee; } It does bear a striking resemblance to VB’s With statement:
 
 Public Function CreateNewEmployee() As Employee Dim MyEmployee As New Employee() With MyEmployee .department = "Sales" .id = "jamiep12" .name = "Jamie Plenderleith" End With Return MyEmployee End Function
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 Collection Initialization C# 3.0 introduces a new language feature to initialize collections as they are being declared. VB9 does not support collection initialization, but VB10 should support it. The following code sample declares a simple employee class with two public properties. Then, three lists of employees—called e1, e2, and e3, respectively—are created: class employee { public string FirstName { get; set; } public string LastName { get; set; } public employee(string firstName, string lastName) { FirstName = firstName; LastName = lastName; } public employee() { } } class Program { static void Main(string[] args) { List e1 = new List(); e1.Add(new employee("F1", "L1")); e1.Add(new employee("F2", "L2")); e1.Add(new employee("F3", "L3")); List e2 = new List(); e2.Add(new employee { FirstName = "F1", LastName = "L1" });
 
 e2.Add(new employee { FirstName = "F2", LastName = "L2" }); e2.Add(new employee { FirstName = "F3", LastName = "L3" }); List e3 = new List { new employee { FirstName = "F1", LastName = "L1" }, new employee { FirstName = "F2", LastName = "L2" }, new employee { FirstName = "F3", LastName = "L3" } }; } } With the e1 list, we are creating a List and then adding new employee instances to that list. We are passing the parameters for the employee via the constructor. With the e2 list, we are creating another List and then adding new employee instances to that list, but this time we are using member initialization techniques shown in the previous section to populate the public properties of the class, instead of using the constructor of the employee class. With the e3 list, we are creating another List. But instead of adding new employees instances to this list via the Add() method of the list we are passing the new employee instances inside the { } brackets while instantiating the list. In addition, we are using the member initialization techniques shown in the previous section to instantiate the employee objects.
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 XML Literals A new and invaluable feature of Visual Studio 2008—for VB.NET users only, though—is XML literals. A developer can now drop raw XML right into their code window, and the IDE will treat it as XML instead of producing its usual response—lots of red underlining and complaints! Using static pieces of XML would be pretty useless if we couldn’t easily change their contents. So, we can poke “holes” in the XML, similar to how we can poke holes in Classic ASP and ASP.NET. Here is a sample of a static piece of XML in the IDE (again, only for VB.NET!): Public Function GetBaseAccountXML() As String Return End Function And here is a more useful sample. It includes a simple method to feed information to a more useful method that returns the XML data. We can use inline XML anywhere that we need XML data. There will be more examples of inline XML later in the book. Private Sub AddDefaultBook() Dim doc = GetBook(0, "Default Book", "Not For Sale!", 0) ProcessBook(doc) End Sub
 
 Private Function GetBook(ByVal id As Integer, ByVal name As String, _ ByVal comments As String, _ ByVal price As Decimal) As XElement Return End Function As a comparison, writing the preceding method in C# would require code similar to the following. It’s not a big difference, but I’d much prefer to implement this functionality in VB.NET than in C#. private XElement _GetBook(int id, string name, string comments, decimal price) { var doc = new XElement("books", new XElement("book", new XElement( "id", id ), new XElement("name", name ), new XElement("comments", comments ), new XElement("price", price ) ) ); return doc; }
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 LINQ Have you ever wanted to write SQL-style code, but in VB.NET or C#? There are many situations in which an application needs to enumerate a collection of objects, searching for objects with particular properties and storing those in a second collection for further processing. Usually, in VB.NET or C#, this involves loops, enumerations, If statements, and so on, whereas similar code could be written in T-SQL in under a minute that’s only a few lines long and achieves the same results. Suppose that we have the following simple class with three properties, Date Of Birth, Name, and Married: Public Class Person Private _DateOfBirth As Date Private _Name As String Private _Married As Boolean Public Property DateOfBirth() As Date Get Return _DateOfBirth End Get Set(ByVal value As Date) _DateOfBirth = value End Set End Property Public Property Name() As String Get Return _Name End Get
 
 Set(ByVal value As String) _Name = value End Set End Property Public Property Married() As Boolean Get Return _Married End Get Set(ByVal value As Boolean) _Married = value End Set End Property End Class Then we create a collection—or to be more precise, in this case, an array—of People, with various properties assigned: Dim People As person() = { _ New person With {.Name = "Jamie", _ .DateOfBirth = #1/1/1975#, _ .Married = True}, _ New person With {.Name = "Steve", _ .DateOfBirth = #1/1/1976#, _ .Married = False}, _ New person With {.Name = "Justyna", _ .DateOfBirth = #1/1/1977#, _ .Married = True}, _ New person With {.Name = "Viki", _ .DateOfBirth = #1/1/1990#, _ .Married = False} _ } At this point, we have an array of Person objects contained in a People() array. A simple search we might perform on this array is to find everyone who is married. The following is a piece of code that performs the searching and adds each married person found into a List of type Person: Dim MarriedPeople As New List(Of Person) For Each Person In People If Person.Married Then MarriedPeople.Add(Person) End If Next There’s nothing wrong per se with code like this, but when the search criteria becomes
 
 more complex, you will end up writing an awful lot more code. We could write the preceding query using LINQ, and query against the same array of objects, as follows: Dim MarriedPeople2 = From MyPerson In People Where MyPerson.Married If we query the two collections we’ve generated, we see that they both contain the same members: For Each Person In MarriedPeople MsgBox(Person.Name) Next For Each Person In MarriedPeople2 MsgBox(Person.Name) Next There are three chapters dedicated to LINQ in this book: Chapter 5 (LINQ to XML ), Chapter 8 (LINQ to ADO.NET ), and Chapter 9 (LINQ to Objects ).
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 Anonymous Types C# and VB.NET now allow us to pass around anonymous types. The idea with anonymous types is that you don’t need a typed object to set properties on. The runtime will just “run” with whatever properties you set on your newly created anonymous type. Here is an example, which declares two objects as anonymous types: var obj1 = new { Name = "Object 1", Value = 7, SomethingElse = true }; var obj2 = new { Name = "Object 2", Value = 9, SomethingElse = false }; We can add any properties we want to these objects without defining what these things are. And the great thing is that we get full IntelliSense over these objects. We will use anonymous types a lot when dealing with LINQ later in the book. Note that when declaring variables in this manner, they are not loosely typed and are not using late binding. The objects are strongly typed, but to an anonymous type that is declared in the underlying IL code, and are not readily accessible/usable by name from code. So, because the anonymous type is actually a strong type (albeit, partially hidden from us), we can use this as we would any other type; for example: Module Module1 Sub Main() Dim myCity = New With {.Name = "Dublin", _ .Country = "Ireland"} Dim myPerson = New With {.Name = "Jamie Plenderleith", _ .City = myCity}
 
 Console.WriteLine("{0} is from {1}, {2}", _ myPerson.Name, _ myCity.Name, _ myCity.Country) End Sub End Module This code example produces the output shown in the following illustration:
 
 We even get full IntelliSense support over anonymous types, as shown in the following illustration:
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 Lambda Expressions Lambda expressions allow us to define inline functions in code. In the following code examples, a lambda expression in C# cubes two numbers, and a lambda expression in VB.NET squares two numbers: class Program { delegate int del(int i); static del CubeIt = x => Convert.ToInt32(Math.Pow(x, 3)); static void Main(string[] args) { int j = CubeIt(5); Console.WriteLine(j); Console.ReadLine(); } } Module Program
 
 Dim SquareIt As Func(Of Integer, Integer) = Function(i As Integer) i * i Sub Main() Dim j As Integer = SquareIt(5) Console.WriteLine(j) Console.ReadLine() End Sub
 
 End Module
 
 In the preceding examples we could have declared a normal method and used that without requiring lambda. So where are lambda expressions useful? They’re useful in situations in which you don’t necessarily want to declare an entire method to implement some piece of functionality. The following is an example of using a lambda expression (the code for which is shown in bold) where there would be no point in implementing the functionality as its own method. This will generate four participants for a fictional competition, two of whom are under 18 years of age, and then check whether each participant is old enough to participate. class Program { class participant { private DateTime _dob; private String _name; public DateTime DOB { get { return _dob; } set { _dob = value; } } public String Name { get { return _name; } set { _name = value; } } } static void Main(string[] args) { List Participants = new List(); // let's create some participants Participants.Add(new participant { DOB = Name Participants.Add(new participant { DOB = Name Participants.Add(new participant { DOB = Name Participants.Add(new participant { DOB = Name
 
 new DateTime(1980, 1, = "Participant 1" }); new DateTime(1985, 1, = "Participant 2" }); new DateTime(1995, 1, = "Participant 3" }); new DateTime(2000, 1, = "Participant 4" });
 
 1), 1), 1), 1),
 
 IEnumerable ValidParticipants; ValidParticipants = Participants.Where( p => (DateTime.Now.Subtract(p.DOB).TotalDays / 365) > 18 ); foreach (participant p in ValidParticipants) { Console.WriteLine("{0} ({1})", p.Name, p.DOB); } Console.ReadLine(); } } Instead of defining a method somewhere that decides whether someone is old enough for the competition, we are using a lambda expression to make that determination for us.
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 Implicitly Typed Variables Using implicitly typed variables can save you a lot of time while programming. The VB.NET and C# compilers can imply the type of a variable from its initial value. The variable will be strongly typed even though you haven’t provided a type during its declaration. The compiler won’t always get it right, but where it doesn’t Visual Studio 2008 will usually report these issues in the Error List window and won’t allow you to compile the application. Following is an example of using implicitly typed variables in VB.NET. This example declares and instantiates six variables and prints out their resultant types. A similar example using C# follows. Note the difference in how the variables are declared. In VB.NET we usually declare variables using Dim ObjectName As Type , and we declare variables in C# using Type ObjectName . Using implicitly typed variables in VB.NET we don’t need to include the type declaration in our VB.NET declaration (thus leaving off “As Type ”). C# is a little different, however. Because the type usually comes first in C#, we now use the var keyword instead. You can see this in the following C# code sample: Module Program Sub Main() Dim Value1 Dim Value2 Dim Value3 Dim Value4 Dim Value5 Dim Value6
 
 = = = = = =
 
 5 "Test" 5.6 True Function(x As Integer) x * x My.Computer.FileSystem.Drives
 
 Console.WriteLine("Value1 : {0}", Value1.GetType)
 
 Console.WriteLine("Value2 Console.WriteLine("Value3 Console.WriteLine("Value4 Console.WriteLine("Value5 Console.WriteLine("Value6
 
 : : : : :
 
 {0}", {0}", {0}", {0}", {0}",
 
 Value2.GetType) Value3.GetType) Value4.GetType) Value5.GetType) Value6.GetType)
 
 Console.ReadLine() End Sub End Module This code produces the following output: Value1 Value2 Value3 Value4 Value5 Value6
 
 : : : : : :
 
 System.Int32 System.String System.Double System.Boolean VB$AnonymousDelegate_0`2[System.Int32,System.Int32] System.Collections.ObjectModel.ReadOnlyCollection`1 [System.IO.DriveInfo]
 
 And here is the example of C# using implicitly typed variables: class Program { static void Main(string[] args) { var Value7 = 12; var Value8 = new System.Data.SqlClient.SqlConnection(); var Value9 = 'c'; var Value10 = 0x045; Console.WriteLine("Value7 : {0}", Value7.GetType().ToString()); Console.WriteLine("Value8 : {0}", Value8.GetType().ToString()); Console.WriteLine("Value9 : {0}", Value9.GetType().ToString()); Console.WriteLine("Value10 : {0}", Value10.GetType().ToString()); Console.ReadLine(); } } This code produces the following output:
 
 Value7 : System.Int32 Value8 : System.Data.SqlClient.SqlConnection Value9 : System.Char Value10 : System.Int32
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 Chapter 2: New Development Tools In this chapter we will take a brief look at some of the new products and technologies released both in Visual Studio 2008 and in conjunction with Visual Studio 2008, such as the new version of ADO.NET (ADO.NET 3.5), Silverlight 1.1, ASP.NET 3.5, and the newest version of Microsoft SQL Server, Microsoft SQL Server 2008. As developers, it’s not often that we work with only one product in isolation, so it’s a good idea to have at least a basic grasp of the other tools available to us. Visual Studio 2008 introduces a large number of new development features for developers, such as the capability to build Windows Presentation Foundation (WPF), Windows Communication Foundation (WCF), Workflow Foundation (WF), and LINQ applications by using Visual Basic 2008 or other .NET languages. Visual Studio 2008 targets multiple .NET Framework versions by allowing you to build and maintain applications for .NET 2.0 and .NET 3.0, in addition to providing its native and default support for .NET 3.5. Visual Studio 2008 features XAML, Workflow, and LINQ-to-SQL designers, JavaScript IntelliSense and debugging support, support for Vista UAC manifests, and an XSLT debugger. The build engine (MSBuild) is multithreaded, so multiple threads can build the project at the same time. It even supports building across multiple CPU cores. Additionally, with the introduction of .NET 3.5 SP1, Microsoft opted to allow assemblies to run from intranet network shares with local permissions, rather than restricted permissions. This was due to overwhelming demand from customers.
 
 .NET Framework 3.5 and Visual Studio 2008 With Visual Studio 2008 you can create, run, and debug any .NET 2.0, .NET 3.0, and .NET 3.5 applications. You can also target a specific version of the .NET Framework. For example, you can deploy applications built using Visual Studio 2008 onto machines that only have version 2.0 of the Framework installed. In .NET Framework 3.5, both WPF
 
 XAML Browser Applications (XBAPs) and standalone WPF applications can exchange HTTP cookies with web servers. The new .NET Framework version 3.5 includes the following new features: new classes in the .NET Base Class Library; new language features for both C# and VB.NET; support for expression trees and lambda methods; support for HTTP pipelining and syndication feeds; enhanced WCF and WF run times; asynchronous network I/O API; Language Integrated Query (LINQ) and data awareness; peer-to-peer networking stack, including a managed Peer Name Resolution Protocol (PNRP) resolver; ASP.NET AJAX; managed wrappers for WMI and Active Directory APIs; and more. Some of these new features are beyond the scope of this book.
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 ADO.NET 3.5 and Visual Studio 2008 The idea behind ADO.NET 3.5 is to extend the level of abstraction for database programming, which removes the mismatch between data models and development languages that programmers use to write software applications. There are two innovations that have made this successful: LINQ and ADO.NET 3.5 Entity Framework (EF). ADO.NET 3.5 EF is a new member of the ADO.NET family of technologies. EF allows developers to focus on data through an object model instead of through the traditional logical/relational data model. It abstracts the logical database structure using a conceptual layer, a mapping layer, and a logical layer. EF allows developers to write less database access code, reduces maintenance, and abstracts the structure of the data in a more business-friendly manner. ADO.NET 3.5 EF generates a conceptual model that code can be written against using a data provider called EntityClient. This enables developers to use strongly typed access to database entities. EntityClient is similar to other ADO.NET objects, using EntityConnection and EntityCommand objects to return an EntityDataReader instance. Compare these objects to SQLConnection, SQLCommand, and SQLDataReader objects.
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 Silverlight 1.1 and Visual Studio 2008 Silverlight is a cross-browser and cross-platform .NET plug-in that enables designers and developers to build rich media experiences and rich Internet applications (RIAs) for web browsers. Silverlight 1.1 includes a scaled-down version of the .NET Framework that contains the Common Language Runtime (CLR), WPF, the .NET FX library API, and dynamic language support, all at only about 4MB in size. Silverlight includes a built-in CLR engine that delivers a high-performance execution environment for browsers. Silverlight uses the same CLR engine that is used in the full .NET Framework today. It delivers the same type system, garbage collection, and JIT compiler. This means that the same .NET code you write can run in WPF/WCF, ASP.NET, Silverlight, and so forth. It also means you can now execute within the browser code that runs up to 250 times faster than interpreted JavaScript. Silverlight provides a managed HTML Document Object Model (DOM) API that enables you to programmatically access the content of a browser using any .NET language. Silverlight also enables you to have JavaScript code call into .NET methods you expose from within your Silverlight application. Silverlight includes a JavaScript Object Notation (JSON) serializer that supports automatic marshalling of .NET datatypes to and from JavaScript.
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 SQL Server 2008 and Visual Studio 2008 Microsoft SQL Server 2008 provides some new, powerful, and very helpful features that help developers deliver high-end database systems. Some of these features include the following: Transparent data encryption SQL Server 2008 enables encryption of entire databases, data files, and log files, without the need for application changes. Some of the benefits of transparent data encryption include searching encrypted data using either range or fuzzy searches, secure data from unauthorized users, and data encryption. Enhanced auditing SQL Server 2008 improves compliance and security by allowing you to audit activity on your data. Auditing includes information about when data has been read and any data modifications. This means you don’t need to write and maintain database logging code manually. How many times have you added DateCreated, DateUpdated, CreatedBy, and UpdatedBy columns to tables? SQL Server 2008 can define audit specifications in each database, so audit configuration can be ported with databases. Resource Governor SQL Server 2008 enables organizations to provide a consistent and predictable response to end users with the introduction of Resource Governor. Resource Governor enables database administrators to define resource limits and priorities for different workloads, which enables concurrent workloads to provide consistent performance to end users. Plan freezing SQL Server 2008 enables greater query performance stability and predictability by providing new functionality to lock down query plans, enabling organizations to promote stable query plans across hardware server replacements, server upgrades, and production deployments. Hot-add CPU Additional CPUs can be added to SQL Server 2008 while the database is in use, without requiring any hardware maintenance downtime. This
 
 obviously requires enterprise-level hardware that supports hot-add of CPUs and memory. Enhanced database mirroring When SQL Server encounters a page error while mirroring, it can automatically repair the paging error by requesting a fresh copy of the corrupted page from its mirror partner. Backup compression Administrators short on storage need not necessarily resort to NTFS compression. With SQL Server 2008 backup compression, less disk I/O is required, less storage is required to keep backups online, and backups run faster. Data compression Improved data compression enables data to be stored more effectively and reduces the storage requirements for your data.
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 Windows Vista and Visual Studio 2008 Visual Studio enables developers building WPF applications to edit XAML directly (with IntelliSense support) or design the user interface through the new visual designers. Visual Studio also provides support for taking advantage of more than 8000 new native APIs in Windows Vista. User Account Control (UAC), which was introduced in Windows Vista, is a security feature that helps prevent malicious attackers from exploiting weaknesses in applications or altering operating system settings. This is done by running most programs and processes as a standard user (limited user/restricted user/least-privileged user) even if the current user is an administrator. A process with standard user privileges has many restrictions that prevent it from making system-wide changes. With Visual Studio 2008 you can specify an application’s execution level from the Project Properties dialog box. Setting these options will cause Visual Studio 2008 to auto-generate and embed a manifest with the appropriate section into the executable.
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 ASP.NET 3.5 and Visual Studio 2008 In addition to improvements to better support Internet Information Services 7.0 (IIS7) (Microsoft’s web server under Windows Server 2008), and in addition to tool enhancements, developers get three new controls in ASP.NET 3.5: ListView, DataPager, and LinqDataSource.
 
 ListView Control The ListView control is similar to the Repeater control, and for all intents and purposes you should be able to use the ListView control in place of existing Repeater controls. How the two controls differ is that the new ListView control provides you with far superior control over how to display the data. You can display your data in columns, rows, across, down, and so forth. The Repeater control provides the following template sections that you can use on your WebForms: ItemTemplate The template for each row of the set of data returned from the data source AlternatingItemTemplate The template for each other row HeaderTemplate The template for the header of the grid/results FooterTemplate The template for the footer of the grid/results SeparatorTemplate The template that fits between each row of the data The ListView control improves upon these templates and gives you the following:
 
 LayoutTemplate AlternatingItemTemplate EmptyItemTemplate ItemSeparatorTemplate GroupSeparatorTemplate InsertItemTemplate ItemTemplate SelectedItemTemplate EmptyDataTemplate GroupTemplate EditItemTemplate
 
 DataPager Control If you want to add paging to a ListView control, you can use the new DataPager control. This control is a free-standing control that you can put anywhere on the page. You don’t have to worry about doing the paging work, either, because it’s all handled by the DataPager control. Simply drop the DataPager control onto a WebForm, position it appropriately, configure its paging style on the design surface, and set its PageControlID property to the ID of the control for which you want to provide paging support. So, if you’ve added a new ListView control and left it with its default name of ListView1, then ListView1 is the PageControlID for use with the DataPager control.
 
 LinqDataSource Control Similar to the ObjectDataSource and SqlDataSource objects, which expose data from various sources to the developer in ASP.NET pages, the LinqDataSource control exposes LINQqueryable data to the developer. Through the data-source control architecture, controls such as ListView, GridView, DetailsView, and so forth can bind to the LinqDataSource control in the same manner as ObjectDataSource and SqlDataSource. And, similar to the other two datasource controls, the LinqDataSource control allows you to easily develop applications that enable end users to create, update, and delete data without much additional work from you. For example, you don’t need to provide a set of methods in your data access layer to allow data to be updated.
 
 Note In a typical developer environment in which the organization has invested a lot of time and effort in its data access strategy, you probably won’t find much use for ObjectDataSource, SqlDataSource, or LinqDataSource. If, however, you want to get something up and running quickly, or the data access layer is pretty thin, then these data-source controls might be very useful to you.
 
 The LinqDataSource control can work across any in-code collections (such as Arrays, ArrayLists, Collections, and so on) and against database tables and views. But it’s worth noting that, unlike the SqlDataSource control, the LinqDataSource control does not interface directly with your database. Thus, the LinqDataSource control does not require connection details to a SQL database server. When “talking” to database objects, the LinqDataSource control works against DataContext objects, which are easiest to generate in Visual Studio 2008 using the Object Relational Designer (O/R Designer). This produces a DBML file that resides in the App_Code folder. (See Chapter 8 for more information on LINQ to SQL.) The LinqDataSource control can then query against the DataContext object that represents the data that will be returned from the database. The following example shows a LinqDataSource control that is binding against a EmployeesDataContext object. EmployeesDataContext is a LINQ to SQL class generated by simply dragging an Employees table to the O/R Designer surface. Then a LinqDataSource control can be added to the page by dragging it from the toolbox. You can use the Configure Data Source wizard from the control’s Smart Tasks list. When you use this wizard, you can define whether the LinqDataSource will support automatic deletes, automatic inserts, and automatic updates. If you check these boxes, you can then allow data-aware controls that support inserts, updates, and deletes to “use” the LinqDataSource control to perform those changes to your data. For example when using the DetailsView data control, its Smart Tasks list includes Enable Inserting, Enable Editing, and Enable Deleting. It’s pretty easy to see what’s going on in the preceding LinqDataSource tag. To bind a DetailsView control to LinqDataSource control, we simply add one to our WebForm and bind it to our LinqDataSource control. All of this can be done from the design surface without writing a single line of code. Here is a DetailsView control bound to LinqDataSource1: The DetailsView control could be bound to a SqlDataSource or ObjectDataSource control in nearly the exact same manner. My employees table has a field called UserLevel which controls whether an employee is a normal user or is an administrator of the system. If we want our DetailsView control to display only users who are administrators (i.e., employees with a UserLevel of 2), we can change our LinqDataSource control as follows: We can provide values for parameters from controls, cookies, forms, profiles, query strings, and session variables, and from hard-coded values as in the preceding code. This is the same as when using the other data-source controls.
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 Chapter 3: Windows Presentation Framework Overview Windows Presentation Framework, or WPF, is the graphics subsystem for .NET Framework 3.0. Currently supported on Windows XP SP2, Windows Server 2003, Vista, and Windows Server 2008 operating systems, WPF is designed to provide both a layered-architecture approach to the graphics aspects of Windows applications and a programming approach to graphics. WPF is designed to replace WinForms, although the two can be used simultaneously. With the introduction of .NET 3.5, though, WPF is preferable to WinForms due to its better integration with Visual Studio 2008 and the Microsoft Expression suite of tools. In the .NET 3.0 architecture, the hardware interacts with the operating system, which itself sits below the .NET 3.0 Framework. The .NET 3.0 Framework consists of the following: Windows Communication Foundation (WCF) For communications between applications and the operating system Windows Presentation Framework For handling the graphics requirements Windows CardSpace For handling identities Windows Workflow Foundation (WF) For managing and executing workflows Also in this layer are the Common Language Runtime (CLR), Base Class Libraries (BCL), WinForms, ASP.NET, and ADO.NET components. Windows .NET 3.0 applications sit on top of the .NET 3.0 layer and communicate through the layer to the operating system and the hardware.
 
 WPF has been designed to allow an application to be deployed on either the desktop (a traditional Windows application, in other words) or through a web browser. Microsoft Silverlight is a web-based subset of WPF, designed to provide flash-like capabilities to web browsers and mobile devices. Part of the WPF programming tool set is a set of controls that makes designing and deploying a solid user interface (UI) easier, without extensive coding. WPF also includes a set of drawing (2D and 3D) tools, vector and raster graphics components, and tools for animation, video, and audio. WPF provides a set of native code components and integrates with managed code components of Windows and .NET. From a developer’s point of view, though, the public API is the only managed code to be concerned with. Most of the managed code that comprises WPF is contained internally. When run, a WPF application launches two threads, a background thread for rendering and repainting, and a foreground thread for managing the UI. The background rendering and repainting thread handles these tasks automatically, with no intervention by the user or special coding required by the developer. The UI foreground thread involves the Dispatcher class, which manages the queue of UI operations involved in an application. The Dispatcher class organizes the pending operations by priority and can invoke handlers for each operation as needed. Once an object has been managed by the Dispatcher class, it can be passed to the background task for rendering or repainting as needed. This chapter looks at the architecture of WPF, and then examines several aspects of the UI-design toolkit and how they can be used in typical applications. Examining the breadth of WPF is beyond the scope of this book, but you will see the way in which WPF can be used in Windows applications.
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 Basic WPF Applications All WPF applications use the System.Windows namespace to create an instance of the Applications class. The Applications class contains all the “standard” application methods for launching and managing an application and the basic properties for the application. In most WPF applications, there are two distinct chunks of code, one dealing with the appearance of the application, and the second with the functionality. Typically, the latter is taken care of by event handlers and programming logic. The appearance of the application can be coded inside the application or, for larger and more complex applications, handled by a declarative language called XAML, which we’ll look at in the next section of this chapter. In Visual Studio, complete the following steps to create a simple WPF application: 1. Open Visual Studio 2008 and choose File | New Project to open the New Project dialog box (see Figure 3-1 ).
 
 1.
 
 Figure 3-1: WPF Application template in Visual Studio 2008 2. Select the WPF template, name it SimpleWPFApplication , and click OK. 3. Right-click SimpleWPFApplication and choose Add | Window. 4. Name the new window MyWindow.xaml and click OK. 5. Delete Window1.xaml from the project. 6. Select App.xaml in Solution Explorer. 7. In the XAML pane, modify the XML so that the StartupUri attribute is set to MyWindow.xaml. 8. Select MyWindow.xaml in Solution Explorer. 9. From the toolbar, add a button to the MyWindow designer. Name this button btnClickMe and set its Content property to “Click Me” (see Figure 3-2 ).
 
 10.
 
 Figure 3-2: The SimpleWPFApplication MyWindow designer 10. Add the following code MessageBox.Show("You clicked btnClickMe"); to the btnClickMe click event. 11. Build and run the solution. The complete code for MyWindow.xaml.cs is as follows: using System; using System.Windows; namespace SimpleWPFApplication { /// /// Interaction logic for MyWindow.xaml /// public partial class MyWindow : Window { public MyWindow() { InitializeComponent(); } private void btnClickMe_Click(object sender, RoutedEventArgs e) { MessageBox.Show("You clicked btnClickMe"); } } } The MyWindow designer also has an XAML designer and a code-behind file. The following is the XAML for MyWindow.xaml: Click Me
 
 The XAML in App.xaml is as follows: WPF allows for the appearance of the interfaces to be moved outside the application code, allowing it to be employed with drag-and-drop actions and better integrated into the environment chosen by the user. As you have seen from the preceding code, WPF provides a declarative language called XAML, described next.
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 XAML XAML is a language based on XML that is designed specifically for creating .NET interface objects. Because XAML can be written by nondevelopers (with a bit of coding experience) or through the use of other tools such as the Expression suite, it allows the appearance and “look and feel” of applications and application objects to be created separately from the application code itself. Another advantage is that XAML can handle not just WPF objects, but also other objects. One of the limitations of using XAML files is finding an editor that alleviates the hassle of hand-editing. Visual Studio 2008 includes extensions for graphic design of XAML files, and the .NET Framework 3.0 extension does much the same for Visual Studio 2005. In those environments, a Design window acts like the older Windows Form Designer. Also available from the Windows SDK is the XAMLPad tool, which is a fairly simple visual editor. In the XAML code for MyWindow.xaml, the root Window element declares a portion of a class called SimpleWPFApplication. The two xmlns declarations retrieve the namespaces for XAML, the first for WPF and the second for XAML. Then, a button is defined with specific properties. If you think of XAML as providing a direct mapping from XML to .NET, the coding becomes clearer. In essence, each XAML element maps to a .NET class. XAML attributes are .NET properties or, in some cases, events (like a button click event). What XAML does not have are the details of the operations performed in events, for example. For this, a code-behind file is used. Code-behind files, by convention, are .xaml.cs files for C# and .xaml.vb file for VB.NET, and contain the operations for the XAML file. The partial keyword for the MyWindow class tells the compiler that an XAML-generated class is associated with this class, together making the complete class. In this code, MyWindow calls the InitializeComponent method to handle the button click event. In fact, even more of the code could be moved into the XAML file, leaving only a skeleton in the code-behind file to launch the application. You could, for example, define the class in the XAML file and leave the xaml.cs file strictly for the event handler. Deciding how to
 
 balance the code between XAML and code-behind files is left for each developer, some of whom prefer to move as much as possible to the XAML file, while others put only the interface definitions in the XAML file.
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 WPF Browser Applications As mentioned at the start of the chapter, WPF applications can be either stand-alone apps, like SimpleWPFApplication in the previous section, or web browser–based apps. XAML Browser Applications (XBAPs) are created in the same way as stand-alone applications. An obvious advantage of XBAPs is that browsers use a single window, refreshed as needed, instead of providing multiple dialog boxes. For this reason, XBAPs use pages as a navigation unit (and in Visual Studio, page numbers are used instead of filenames). Complete the following steps to create a simple WPF XBAP in Visual Studio: 1. Open Visual Studio 2008 and choose File | New Project. 2. Select the WPF Browser Application template, name it SimpleXBAPApplication , and click OK. 3. Right-click SimpleXBAPApplication and choose Add | Page. 4. Name the new page Page2.xml and click OK. 5. Select Page1.xaml in Solution Explorer and modify the XAML to add a hyperlink so that we can navigate to Page2. The following code shows how to do this: 
 
 Click here to go to Page2 We can now build and run this application. The first page displayed is Page1, and clicking the hyperlink navigates to Page2. You can navigate forward and backward by using the navigation buttons in the top-left corner of the application, shown in Figure 3-3 .
 
 Figure 3-3: Page1 of the WPF XBAP
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 WPF Panels A panel is a control that allows for management of its contents, which can be multiple items. There are six generic panels supplied with WPF: Grid Arranges content in rows and columns DockPanel Arranges contents according to the panel edge each component is docked to, with the last component filling the remaining area StackPanel Arranges content from top to bottom or left to right WrapPanel Arranges content in a horizontal row, wrapping when a row is full UniformGrid Arranges content in a symmetrical grid Canvas Arranges content by position and size, with no automatic rearrangement of the contents if the panel is resized If none of the panels or elements provided for interface layout suits your requirements, you can create your own. The entire layout system is extensible, so writing a custom panel is possible with minimal coding.
 
 Using the Grid Panel The most widely used panel is the Grid panel, which allows content to be laid out in rows and columns. Since content can overlap more than one row or column, this allows considerable flexibility in designing interfaces. For example, if we lay out a grid of four rows and three columns, each grid
 
 cell can contain content. Multiple columns or rows can be spanned using the ColumnSpan and RowSpan parameters, as the following XAML code shows: Button A Button B Button C Button D Button E Button F Button G In this code, the grid is set up with a RowDefinition or ColumnDefinition element for each row or column. Then, each cell can be populated based on its zero-origin offset from the top-left corner. In this case, we’ve just put a button in each cell, but anything could be in the cells. The result (see Figure 3-4 ) shows the column spanning and row spanning of the buttons.
 
 Figure 3-4: Example of column spanning and row spanning Of course, each cell could contain anything, not just buttons. For example, changing the line Button D to and providing a file called badger.jpg results in a picture being inserted into the cell, as shown in Figure 3-5 .
 
 Figure 3-5: The WPF application displaying an image instead of a button As we can see from the previous example, the sizing of the image inside the cell is not perfect. By modifying the row and column definitions to include automatic sizing parameters we can correctly
 
 resize the image. Modify the the row and column definitions for the grid as follows: When running the application now, you’ll notice that there are no white margins around the image, and the rows and columns have resized accordingly, as shown in Figure 3-6 .
 
 Figure 3-6: The window when the rows’ and columns’ height and width have been set to "Auto" Resizing the middle two rows to accommodate the image has caused problems with the sizes of the buttons, depending on the original size of the image, but these can be handled manually to fit properly around the image (which can be forced to a certain size, too). Grids can help in more subtle ways. Suppose you want to show an image with text underneath it. Replace the XAML that we have just added with the following code: 
 
 A badger Here we set up a grid of two rows, and since no columns are explicitly defined, we have one by default. The second row will adjust its height automatically. The Row 0 content is an image. Row 1 has a TextBlock as content, with automatic centering of some text. The result, when run, is shown in Figure 3-7 .
 
 Figure 3-7: Example of placing into a grid cell an image with text underneath
 
 Using the DockPanel Panel The DockPanel panel is used to align child elements relative to each other and to the DockPanel. When a window is resized, the DockPanel is also resized, along with its contents. This provides a very easy approach to managing content within a window. The following example shows how to use a DockPanel to align numerous items relative to the DockPanel: Section 3
 
 Section 1 Section 2 This example shows how to align Border controls; however, any control can be aligned within a DockPanel simply by adding the attribute, DockPanel.Dock.
 
 Using the StackPanel Panel The simplest panel provided by WPF is StackPanel, which arranges its contents in a row or column. A StackPanel panel is often useful for creating smaller subsections in a larger layout, but the inelegance of StackPanel usually means it is not used for main interface design except in simple UI instances. A simple example of using StackPanel follows: Select the noise a badger makes: Woof Growl Hsssss Select the color of a badger: Black and White Blue Green Submit The result of this can be seen in Figure 3-8 .
 
 Figure 3-8: Example of the StackPanel control Manipulating the properties of each item and the overall dialog box can change the element’s appearance in the interface. For example, the Submit button should not be full-width. By default, StackPanel sizes all controls the full width of the panel; a horizontal StackPanel gives everything the same height. Note In the previous example of the StackPanel panel, you could set the size of the Submit button by using HorizontalAlignment or by using specific Width and Height values. This raises the issue of content sizing versus fixed sizing. By default, WPF objects will size according to the panels they are in, as the Submit button did. If the dialog box is resized, the button will resize in proportion. Providing specific sizes prevents this issue.
 
 Using the WrapPanel Panel The WrapPanel panel is used to provide a horizontal line of objects until the panel width is reached, after which a new line is started. The code for a WrapPanel panel is shown next, the result of which is shown in Figure 3-9 : Button Button Button Button Button Button 
 
 1 2 3 4 5 6
 
 Figure 3-9: Example of the WrapPanel panel in a WPF application
 
 Using the UniformGrid Panel WrapPanel contents can be stacked in vertical columns as well as horizontally. The size of the contents varies depending on the text in the buttons in the dialog box (shown in Figure 3-9 ), but the contents of the cells could all be sized the same using the Width property or, alternatively, by using a UniformGrid panel, which forces all cells to be the same size. The following code shows how to use a UniformGrid panel, the result of which is shown in Figure 3-10 : Button 1 Button 2 Button 3 Button 4 Button 5 Button 6 
 
 Figure 3-10: Example of using a UniformGrid panel in a WPF application
 
 Using the Canvas Panel While the WCF panels are all relatively easy to work with (simply define the content and let the panel handle the physical layout), for those times when you require complete control over the layout, use the Canvas panel. The Canvas panel is essentially a formless panel in which everything on the panel is explicitly defined relative to the four edges. A code example appears next, the result of which is shown in Figure 3-11 : Button 1 Button 2 Button 3 Button 4 
 
 Figure 3-11: Example of the Canvas panel in a WPF application Every item on the Canvas panel is explicitly defined for position. The problem with using definitions against top-left and bottom-right coordinates is that if the window is resized, there may be overlap of content elements. Tip Viewbox is a useful element that automatically scales content to fill available space. Viewbox is derived from Decorator, not from the panel classes, so it can have only a single child. To use the Viewbox element, you wrap the appropriate code in tags.
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 WPF Controls There are many control elements associated with WPF, most inherited from the earlier WinForm elements. WPF takes a slightly different approach to controls as far as the architecture is concerned. Consistent with the separation of design and function, WPF controls are not responsible for their appearance, only their behavior. What this means in practical terms is that almost all the functionality found in WinForms controls is available in the provided WPF controls, and the appearance can be changed easily to suit your needs. This differs from typical coding, where a new control is often needed if the appearance of, say, a button needs to be modified. Buttons are a good example of this separation of design and function, so the Button control is presented first, followed by the other controls. As you’ll see, the WPF controls are flexible and easy to work with, the coding is straightforward, and the use of WPF controls is much easier from a coding point of view than the controls in many other interface development systems.
 
 Customizing WPF Controls The look of most of the controls provided by WPF is as you would expect, but you can override a control’s appearance if you wish. For example, instead of using the standard rectangular block for a button, you can change the button to be oval, octagonal, or any other shape you can define. This allows for interfaces to be heavily customized as needed. Octagon An example of the code to make a button octagonal is provided next, the result of which is shown in Figure 3-12 . The entire octagonal shape is active as the button.
 
 
 
 Figure 3-12: Customizing a button in a WPF application Rectangle As you would expect, WPF includes fairly standard graphics abilities for lines and shapes. The following is used to create a rectangle: The results are shown in Figure 3-13 .
 
 Figure 3-13: A rectangle in a WPF application The rectangle can also be customized. For example the corners of the rectangle can be rounded like a button by using the following code (the result of which is shown in Figure 3-14 ): 
 
 Figure 3-14: A rectangle with rounded corners in a WPF application Ellipse Very similar code can be used to create an ellipse, the output of which is shown in Figure 3-15 : 
 
 Figure 3-15: An ellipse in a WPF application
 
 Using the Button Control The typical button in most development environments is a set shape. With WPF, a button can be anything, such as a graphic, sound clip, text, or shape (such as an octagon). This is obvious in the creation of a button in WPF. The XAML code is simply: Button Text Parameters can be added for the appearance and actions such as events, as covered later in this chapter in “Handling Events.” Three button styles are provided with WPF: Push button Radio button Checkbox button The traditional push button is the button everyone is familiar with, and the other two are simply variations on the button action. All three have only two states.
 
 Using the GroupBox Control The GroupBox and Expander controls provide containers for content that is predefined, with a header at the top of the box. The format of the two is similar, but the visual appearance is slightly different. The content of both GroupBox and Expander can be any valid controls, such as checkboxes. The following is an example of the GroupBox:
 
 
 
 Using the ListView Control To dispay lists, there are several variations of List controls available in WPF: ComboBox ListBox ListView TabControl The ListView can contain many ListViewItems, which in turn can be customized with their own controls. The following is an example of a ListView: Item 1 Item 2 Item 3 Sub Item 3 The selected item of the ListView can be found by using the SelectedIndex property of the ListView control, as follows: int selectedIndex = this.lvwItems.SelectedIndex; Figure 3-16 shows the ListView generated from the preceding code.
 
 Figure 3-16: Example of a ListView control in a WPF application
 
 Using the TreeView Control A TreeView presents a list in a hierarchical tree view, similar to a directory listing. The ability to use any control within these lists makes WPF more flexible than developers usually expect. For example, the following code shows a TreeView with a Button inside a TreeViewItem: TreeView Button This produces a TreeView similar to the one shown in Figure 3-17 .
 
 Figure 3-17: Example of a TreeView control with a Button in the TreeViewItem
 
 Using the Menu and ContextMenu Controls Menus are supported in several formats, including the standard menu bar at the top of an application, beneath the title bar, or through pop-up menus that can be context sensitive. These are the Menu and ContextMenu controls, respectively. Shortcuts for menus are easily added. The following is an example of creating a MenuControl: Menus can be moved and displayed anywhere in the Window, so they are not restricted to being located at the top of the window.
 
 Using the ToolTip Control WPF offers a ToolTip control that adds ToolTip capabilities to any part of an interface. The ToolTip control is only useful when associated with another element. The ToolTip control is very easy to use, as shown in the following example: Click here! 
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 Handling Events Events in WPF are handled by the .NET Framework, but with one important difference: the standard .NET Framework stipulates that if an event has no handlers registered, then the event is ignored; with WPF, an event can be created without a handler. The importance of this is best explained with an example. If a dialog box has a single button that consists of a rectangle shape and some text inside the rectangle, two WPF elements make up the button. When a mouse click on that button occurs, an event is generated. To handle the event in .NET, a MouseLeftButtonUp event handler is used for both the text and the rectangle. With WPF, the event handler can be just for the rectangle or just for the text, leaving the other element without an explicit event handler. This is more useful for a button with some content, such as an image, sound clip, animation, or movie. Instead of registering those elements with the event handler, only the frame needs to be registered. The coding is much simpler. Each event can be generated by a number of elements, subscribers to the event, or the event can have no subscribers, as just discussed. WPF doesn’t use normal events, but instead uses “routed” events. What this means is that instead of simply calling the event handler attached to an element, WPF events move through the interface tree and can call every handler for the event in any node up to the root level. This ability allows multiple event handlers to be triggered from one event. There are, in fact, three types of routed events supported: Bubbling events Look at the event handler connected to the element that triggered the event, then at its parent, then its parent, and so on up the tree to the root Tunneling events Follow the opposite direction, starting at the root and then moving down to the element that triggered the event Direct events Ignore anything else in the tree and trigger only the one event handler associated with the element
 
 WPF associates both a bubbling and a tunneling event with each event except direct events. The tunneling event is created first and is preceded by the title Preview. After the tunneling event has been raised, the bubbling event is started. In most WPF applications, you don’t really want the tunneling events to be triggered unless they are precursors to the actual event, as this could potentially block the event handler from launching. To add a click event to a button, we can use the following code: Click here! Visual Studio automatically creates the code for the event in the code-behind file, which is as follows: private void btnClickHere_Click(object sender, RoutedEventArgs e) { MessageBox.Show("You clicked btnClickHere"); }
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 Handling Data Laying out content on a page or application window is simple enough using panels, but adding the controls for the application is more involved. Before looking at controls in more detail, the next logical step is to deal with data handling. If you are building an application with a panel showing information, it may look great, but actually managing the data behind it requires some work. With WPF it is important to keep the data synchronized over more than one control’s view of the data, and this is where data binding comes into play. Data binding removes the need to manually write code to update each control in an application when the data in one control changes. More formally, data binding creates and manages the connections between the interface and the business logic.
 
 Binding Data Binding is done between a source object and a target object. The source object has a property that binds to the target object’s dependent property. Target properties must be dependency properties to allow data binding, but most are, except read-only properties. The connection between source property and dependency property may be one way (either way) or two way. Obviously, two-way bindings allow a change in one property (target or source) to update the other, while the one-way bindings are “one way” (source to target) or “one way to source” (target to source). There is a variation called “one time” binding that causes the source property to initialize the target property, which can subsequently change without updating the source property. Changes to data, either on the target or source, trigger an update. Bindings to the source have an UpdateSourceTrigger property. When a value changes on the target property, the
 
 UpdateSourceTrigger property value is changed to PropertyChanged. A conversion of data types can be added to the binding, if necessary. Bindings are created in WPF using the Binding object, which typically requires four components for binding target, target property, binding source, and the value of the source used initially. A simple example helps show this: Binding to a Tartan background. In this example, the binding source is set using DataContext property of a DockPanel panel element. The panel’s Button inherits from the parent DockPanel panel. The class MyData has a property called BkgdImage, which is a string. The key in this code is the Binding Path statement, which tells the Button to use the content of BkgdImage to set the value of the Background property. How the value in BkgdImage gets set doesn’t really matter to the Button property, as long as there is some value there. The value gets set at the source, in this case. The source for the binding is set up with code like this: Binding to a Tartan background. The Binding Source statement sets the binding to the BkgdImage value. The Path parameter must be used when the binding source is an object. Alternatively, if you are binding to XML data, the XPath parameter is used.
 
 Resources
 
 The code in the preceding section for setting the binding source sets a resource. A resource is a named piece of data that is usually defined outside the application code but is bundled with the application as a separate file. Resources can define properties, but can also be used to define style elements. For example, suppose we have a block of code that defines a style used several times: Text
 
 A B C D
 
 We could use the resource file to define a style that has the alignment set to Center already. To do this, the Style element is used in the Resources xml section: The Style element in the resource file uses a set of Setter elements to specify the property and value. The new TextCenter style can now be used in the application code: Text
 
 A B C D
 
 In this case, not much typing has been saved, but if the TextCenter style also defined many other properties (such as font, font size, margins, font color, and so on), you could remove the need to place all these parameters in the application code, replacing them with a call to the style. The Style object is a useful way to define global styles, especially across many application projects for common look-and-feel implementations (so all text blocks, headers, images, and so on are rendered the same in multiple dialog boxes and applications). WPF supports both inline styles (those that are defined in part of the application code) and named styles (defined in a resource Style element). For simple applications, inline styles work well, but as application complexity increases, named styles are a better solution, simplifying both the business logic and the application of consistent styles. Named styles can be overridden, if needed, inline, so there remains enough flexibility for developers. Styles can be tied to events, which are called property triggers. For example, when a button is clicked, a change in the style of the button can be called (perhaps to make it darker, show a depressed 3D effect, and so on). Property triggers have Boolean values with defined styles for
 
 each state. As a variation, a trigger can also be bound to data, allowing a change in a value to trigger a change in style.
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 Working with Windows WPF applications that do not run in a browser use the standard Windows dialog boxes. When an application launches, the primary window is the top-level window, which is not contained or owned by any other window. By default, the first window created by a WPF application is the main window, and has the Application.Current property set, but you can override the main window setting in code. A WPF application main window can create other windows either as part of the application coding, or at user command using a window menu like this: Instancing with WPF can be handled in a straightforward manner. Normally, multiple instances of
 
 the same application can be run by a user, simply by launching new instances within the operating system. To prevent multiple instances of an application, you can check for the existence of an existing application of the same name and, if one exists, shut down the newly launched instance. This relies on the Mutex class, which is derived from the WaitHandle class in .NET. The code looks like this: public partial class myApp : System.Windows.Application { Mutex mutex; protected override void OnStartup(StartupEventArgs e) { base. OnStartup(e); string mutexName = "myCompany, myApplication"; bool createdNewInstance; mutex = new Mutex(true, mutexName, out createdNewInstance); if ( !createdNewInstance ) { Shutdown(); } } } Replacing myCompany and myApplication with the relevant items for the application, when the application is launched, if there is an existing application with the same data, the if conditional evaluates as True and the Shutdown() method terminates the new instance. This works only when the Mutex has a unique identifier to tag the instances with, in this case myCompany and myApplication.
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 Chapter 4: XML and XSLT In this chapter we will take a look at Extensible Markup Language (XML) and Extensible Stylesheet Language Transformation (XSLT). Many developers have had some exposure to XML, either from using it in an application or from delving into the configuration settings of some application. If you haven’t used XML, the first section provides a brief introduction to the benefits of using it. That is followed by an explanation of how to manipulate XML programmatically. The last section looks at the performance of XML and XSLT in terms of clients transforming their own XML documents into HTML, or the server transforming the XML for them.
 
 Benefits of Using XML In very simplified terms, XML is a way of storing data that describes itself. If you view a group of elements from an XML file, you can easily determine what the elements are referring to, whereas if you view a group of elements from a Comma Separated Values (CSV) file, you probably can’t easily determine what the elements are referring to. Consider the following two examples, each containing the same data. The first is a sample from an XML file: 2945 Wheelie Bin 9000 $45.00 6 This is the equivalent data from a line of a CSV file: 2945,"Wheelie Bin 9000",$45.00,6
 
 When working with CSV files, we need to know already what each element on a line refers to. Usually a CSV file includes the column names on the first line of the file, but if you see just one line of a file on its own, it’s completely out of context. XML files, on the other hand, usually carry enough context with them that you can figure out what the data is describing. Here is another example of XML, a staff listing for a fictitious company: Jamie Jenkins Sales Paul Simmons ... etc. Because of its text format, and its inherent ability to self-describe, XML is the perfect choice for sharing data between different systems. Although the structure of an XML file produced by one system might differ from the structure of an XML file produced by another system, understanding what data the file contains and how it’s laid out should be easy regardless of the system. Thus, using XML makes it easier for developers to build systems that interoperate with each other. Developers from one system can easily see and understand the layout of data and configuration files from other systems. Many applications today store configuration information in XML, and many services exchange information with each other using XML. It’s the easiest way of sharing data between different components, services, applications, and so forth. You don’t need to study an application’s technical specification to understand how it “does” things if data is stored in XML files; you can just open the files and have a peek. Binary files, on the other hand, don’t usually lend themselves to analysis. Inspecting a binary file using a hex editor can be a tedious process, whereas inspecting an XML file using (for example) Notepad can be very quick and informative.
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 Manipulating XML Programmatically The .NET Framework allows developers to query and manipulate XML data in many ways, from very high-level idioms to low-level classes that allow very granular data manipulation. Examples include: Low-level functionality that uses classes like XmlDocument in the System.Xml namespace, available since .NET 1.x Extensible Stylesheet Language Transformations (XSLT) Higher-level functionality that uses classes like XElement in the System.Xml.Linq namespace, available since .NET 3.5 Language Integrated Query (LINQ) Each of these methods has its pros and cons. The low-level functions give the developer incredible flexibility but often require a great deal of code to be written. A downside to some of the higher-level constructs, such as LINQ, is that they are available only in later versions of the .NET libraries toolset.
 
 The first two items in the preceding list are explained in this chapter, and the second two are explained in the next chapter, which discusses LINQ.
 
 Enumerating XML Documents
 
 To get the ball rolling, the following is a snippet of code required to read the previous fragment of XML (describing the company directory) into memory using the first generation of XML classes and methods in the System.Xml namespace:
 
 Dim EmployeeList As New List(Of Employee) Dim myXMLDocument As New XmlDocument '' Load the contents of XMLFile1.xml into memory myXMLDocument.Load("XMLFile1.xml ") '' Retrieve a list of nodes from the XML Document in memory Dim myXMLNodes = myXMLDocument.SelectNodes("StaffDirectory/StaffMember") '' Enumerate the list of nodes For Each myNode As XmlNode In myXMLNodes Dim myEmployee As New Employee '' Populate the employee instance with some data from the XML file With myEmployee .Name = myNode.SelectSingleNode("Name").InnerText .Department = myNode.SelectSingleNode("Department").InnerText .Manager = myNode.SelectSingleNode("Manager").InnerText End With '' Add the employee instance to the List(Of Employee) EmployeeList.Add(myEmployee) Next The following code shows a sample Employee class that you can use with the preceding code: Public Class Employee Private _Name As String Private _Department As String Private _Manager As String Public Property Name() As String Get Return _Name End Get Set(ByVal value As String) _Name = value End Set End Property Public Property Department() As String Get Return _Department End Get Set(ByVal value As String) _Department = value End Set
 
 End Property Public Property Manager() As String Get Return _Manager End Get Set(ByVal value As String) _Manager = value End Set End Property End Class The Employee class here is a simple class with some public properties for Name, Department, and Manager, with respective backing fields. Because of the ubiquity of XML, nearly everything “talks” XML, including SQL Server, Oracle, SAP, MySQL, ASP.NET, XML web services, and even AutoCAD.
 
 XML is concerned with what the data is that we’re trying to describe, not with how to display the data. We can use XML to store staff lists, stocks lists, a representation of a database table, a fragment of data to pass between systems, and so forth. Representation and display of information encapsulated in XML is beyond the scope of XML itself and is the territory of technologies such as XSLT. The .NET Framework offers great XML support and is a first-class citizen used by numerous .NET objects such as the DataSet object from the System.Data namespace. (If you come from an ASP background, the DataSet object is somewhat similar in principle to the RecordSet object.)
 
 To get data into your DataSet, you can load the data from either a data source or an XML file. That the DataSet object can both read and save XML from and to a file or stream is a useful feature. The following is an example of grabbing some records from a database and saving the data to an XML file. Note that we don’t need to do any special formatting of the data or loop through rows of data, preparing them to be saved. string SQLConnectionString = "Data Source=mssql01.local; " + "Integrated Security=True; Initial Catalog=TestDB; " + "Pooling=false;"; string Query = "EXEC GetRecentOrders"; IDataAccess SQLAccessObject = IDataAccess.CreateNew( ProviderType.SQLClient, SQLConnectionString); System.Data.DataSet MyData = SQLAccessObject.ExecuteDataSet(Query); MyData.WriteXml("data.xml"); In the preceding code example, we are using a simple data access layer component. We have a connection string to a database server on the network, in our case a Microsoft SQL Server 2005
 
 Database. The code example executes a stored procedure called GetRecentOrders, which simply returns a list of recent orders.
 
 When this stored procedure executes, it returns a table of results. We then use a SQLDataAdapter object to import this table into a DataSet object. This data is now stored in the “MyData” DataSet. Once the data is in this object, we can do anything we want with it. We could convert it to XML and send it to someone via e-mail; post it to a web service running on a remote machine; print it; save it to a network share; transform it (using XSLT) to HTML; and so on. In our case, we simply saved it to a file called data.xml.
 
 To retrieve XML from a database query, our data access component fills a DataSet object and uses the DataSet to convert its contents to XML. If you are not using data access in your applications, you can skip this section. It is also possible to retrieve XML directly from the SQL Server database. There are two options that we will look at for retrieving data from your database, both of which you can tack onto the end of your SELECT statements: FOR XML RAW and FOR XML AUTO.
 
 The following code examples demonstrate retrieving employee records from the database. In our fictitious company, an employee can be a member of multiple departments. There are three main database tables that we are concerned with: Employees, Departments, and EmployeeDepartments. The Employees and Departments tables just store information describing employees and departments respectively. The EmployeeDepartments table stores a list of departments that each employee works i Look at the following two queries: SELECT Employees.FirstName, Employees.LastName, Departments.DepartmentName FROM Employees INNER JOIN EmployeeDepartments ON Employees.EmployeeID = EmployeeDepartments.EmployeeID INNER JOIN Departments ON EmployeeDepartments.DepartmentID = Departments.DepartmentID FOR XML RAW; SELECT Employees.FirstName, Employees.LastName, Departments.DepartmentName FROM Employees INNER JOIN EmployeeDepartments ON Employees.EmployeeID = EmployeeDepartments.EmployeeID INNER JOIN Departments ON EmployeeDepartments.DepartmentID = Departments.DepartmentID FOR XML AUTO; They’re both very simple SQL queries that perform an INNER JOIN between tables. Executed without
 
 the FOR XML options at the end, they’d return a typical result set. However, by adding the FOR XML options, we get the results as chunks of XML. Listings 4-1 and 4-2 show the outputs from the two queries. Listing 4-1: Using FOR XML RAW
 
 Listing 4-2: Using FOR XML AUTO 
 
 The RAW option just tells us that we have received back a certain number of rows, and shows us the fields that each row contains. There’s nothing necessarily wrong with this. However, look at what the AUTO option has done. It has split the data up into a hierarchical structure. Therefore, we can see that
 
 for example, the employee Sean Timmons is a member of three different departments, instead of seeing different instances of “Sean Timmons,” each with a different department name.
 
 This section has demonstrated how easy it is to get data into XML format from your database. Howeve what do we do once we have the list of recent orders in XML format? Do we really want to display raw structured data to a nontechie? Not if we value our jobs! So how do we get the data from that raw state into something more aesthetically pleasing? The answer is described next.
 
 Transforming XML Using XSLT
 
 XSLT, short for Extensible Stylesheet Language Transformations, is a way to convert your XML into another form. Usually it is used to convert an XML document or fragment into HTML, but it can be used anywhere you need to convert XML to another format or structure. So let’s say you’ve pulled back a dataset from a database (or any other data source) and you want to display this data to the user. Assume that it’s an ASP.NET web application. You can perform the transformation on the web server i server-side code and output the rendered HTML to the user’s web browser, or you can output both the XML and the XSLT code to the user’s web browser and let the browser do the transformation. XSLT is an entirely different and tricky programming language in its own right. It’s also very powerful. A full description of XSLT is beyond the scope of this book. Server-Side XSLT Transformations
 
 If you are performing the transformation on the web server, then you do not need to be overly careful about what data is pulled back from your database. You can just choose what you want to display to th user. However, if you are sending the XML and XSLT data to the user and letting their browser perform the transformation, this could expose some of your database to the user. So be careful about what you’re putting into the XML file—pull only the fields you would like the user to see. Note The user wouldn’t normally see the raw XML, but if they are tech-savvy, then it wouldn’t be difficult for them to see it. Note
 
 XHTML is an application of XML, whereas HTML is an application of SGML. You can think of XHTML a a cross between XML and HTML. It defines HTML documents that conform to XML syntax. Here is an example that demonstrates the XSLT transformation in server-side code and sends the transformed XHTML to the user’s browser. We’re using a table called Employees, with the following creation script:
 
 CREATE TABLE [dbo].[Employees]( [EmployeeID] [uniqueidentifier] NOT NULL CONSTRAINT [DF_Employees_EmployeeID] DEFAULT (newid()), [FirstName] [nvarchar](50) NOT NULL, [LastName] [nvarchar](50) NOT NULL, [Department] [uniqueidentifier] NOT NULL CONSTRAINT [DF_Employees_Department] DEFAULT (newid()), CONSTRAINT [PK_Employees] PRIMARY KEY CLUSTERED ( [EmployeeID] ASC ) ) ON [PRIMARY] Try executing the following code, and the debugger will stop on the third code line: Tip If you’re using VB.NET, using the word Stop has the same effect.
 
 IDataAccess MyDataAccess = IDataAccess.CreateNew(ProviderType.SQLClient, "Data Source=mssql01.local; " + "Integrated Security=True; Initial Catalog=TestDB; Pooling=false;"); XmlDocument Employees = MyDataAccess.ExecuteXML("SELECT [EmployeeID],[FirstName],[LastName] "+ "FROM Employees"); System.Diagnostics.Debugger.Break(); If you hover over the Employees variable and inspect the InnerXml property, you will see the chunk of XML. In this example, the XML document looks as follows: 
 35fb48fb-d5fc-4ba6-9828-3c04f51b1a45 Jamie Plenderleith  
 efff6ad7-6697-4067-8bad-3e17dbf8e4b9 Justyna Stevens  
 0a68e3c5-f7d3-4aaa-9801-4dae426ef9c2
 
 Steve Bunn  
 
 The easiest thing to do at this point is to save this chunk of XML in an XML file in your project. You can much more easily inspect and analyze the XML if it’s in a file than if it’s coming from your database. Once you’ve saved the XML in a file (or, if you prefer, have it coming from the database), you can start transforming it into something else. In this example, we’re going to spruce up the XML a bit and display it in the user’s browser. Next we’re going to add the following XSLT file to our solution: 	Name	Email Address
	 , 	 . @company.com 

 
 
 As you can see, it’s HTML, but with extra bits and pieces thrown in. These extra bits and pieces are the XSL that performs the transformations. Once you’ve added the XSLT file, add the following code. This
 
 code connects to the SQL Server database and queries the Employees table for the list of employees. then creates a new instance of an XslCompiledTransform object. This object enables us to transform XML data using an XSLT stylesheet. It is a member of the System.Xml.Xsl namespace. The XSLT transform file we’re using is above. IDataAccess MyDataAccess = IDataAccess.CreateNew("ProviderType.SQLClient, " + "Data Source=mssql01.local; " + "Integrated Security=True; Initial Catalog=TestDB; " + "Pooling=false;"); XmlDocument Employees = MyDataAccess.ExecuteXML( "SELECT [EmployeeID],[FirstName],[LastName] FROM Employees" );
 
 XslCompiledTransform xslt = new XslCompiledTransform(); xslt.Load(Server.MapPath("XSLTFile.xslt")); xslt.Transform(Server.MapPath("XMLFile.xml"), Server.MapPath("books.html"));
 
 For this to execute properly, the IIS worker process needs write permissions to the web folder. We’re outputting the transformed XML into a file for the sake of simplicity. Doing this in a production environment isn’t recommended, because the IIS worker process would be writing/overwriting the same file over and over. Write to a file with a different name and send that to the client, or send the transformation output directly to the client. We want to open it and see what it contains, and whether it contains the right stuff. It should contain something like this: 	Name	Email Address
	Plenderleith, Jamie	[email protected] 
	Stevens, Justyna


 
 	[email protected] 
	Bunn, Steve	[email protected] 

 You could use something similar to the preceding code in a Windows Forms application for producing reports. Just pull back some XML from a data source, transform it using XSL, and you now have a formatted report for someone to view.
 
 More to the point, however, instead of dumping the transformed XML into a file, let’s write it directly to the screen. One of the overloads of the Transform() method of the XslCompiledTransform class allows us to write the XML directly to an XmlWriter object: IDataAccess MyDataAccess = IDataAccess.CreateNew( ProviderType.SQLClient, "Data Source=mssql01.local; " + "Integrated Security=True; Initial Catalog=TestDB; " + "Pooling=false;"); XmlDocument Employees = MyDataAccess.ExecuteXML( "SELECT [EmployeeID],[FirstName],[LastName] " + "FROM Employees"); XslCompiledTransform xslt = new XslCompiledTransform(); xslt.Load(Server.MapPath("XSLTFile.xslt")); StringBuilder sb = new StringBuilder(); StringWriter sw = new StringWriter(sb); xslt.Transform(Server.MapPath("XMLFile.xml"), null, sw); litToDisplay.Text = sb.ToString();
 
 This code example assumes that we have an ASP.NET Literal control on the ASP.NET WebForm called litToDisplay. The important part of the code, though, is that we have stored the transformed XML document in a StringBuilder object called sb. Once it is in the StringBuilder object, one obvious thing w could do is call ToString() on it and use the result somewhere. So you have seen an example of performing the XSL transformation using server-side code. If you
 
 would prefer, you can use the ASP.NET Xml control to do this for you. Drop one from your toolbox onto your ASP.NET WebForm, populate its DocumentSource and TransformSource properties, and it will automatically display the transformation for you.
 
 You can let the user’s browser do the transformation, as described next. As mentioned earlier, the use will be able to see the raw XML, as well as the transformation file. This may or may not—depending on what is in these files—be a security issue to you. Client-Side XSLT Transformations To allow a user’s browser to transform the XML document itself, just include the following at the top of the XML document: That is about as complicated as it gets! The user’s browser will download the content of the XML file, download the content of the XSLT file, and then apply the XSLT transformation to the XML file.
 
 The problem with doing transformations in this way is that you will also have the usual HTML output for an ASP.NET WebForm, something like this: Untitled Page Note The __VIEWSTATE hidden input box with its cryptic value parameter is added by ASP.NET to all
 
 ASP.NET pages to maintain page state. It has nothing to do with XML/XSLT.
 
 Therefore, if you perform a transformation, you will end up with your data in the middle of the HTML document, or at the end or start of it, depending on how you do it. What should you do if you want only to output the transformed data? Fans of the World of Warcraft game by Blizzard Entertainment likely have seen the “Armory” (http://armory.wow-europe.com , for example). For those not familiar with the game, the Armory website allows a player to see their own profile, as well as the profiles of other players in the game. It outputs a chunk of XML to the user’s browser and lets their browser pretty up th page. It’s a very interesting example of a large-scale usage of XML and XSLT. Each of the statistics pages on this website is just one small chunk of XML. You do not get this impression, though, when visiting the site, because the simple XML has been turned into beautiful web pages, adorned with images, styles, borders, headers, and so forth.
 
 So, here is an example of what is sent to the user’s browser. If you visit the website, you’ll see something very different appear (images, backgrounds, borders, styles, fonts, JavaScript rollovers, and so forth) on your screen, because of the XSLT transformation. Following are only some small snippets from the XML data, because some of the lines are very long.
 
 We’re going to do something similar with our employees listing. Granted, it’s not going to be quite as spectacular as Blizzard Entertainment’s site, but it should give you a good idea of how you would go about doing this:
 
 IDataAccess MyDataAccess = IDataAccess.CreateNew(ProviderType.SQLClient, "Data Source=mssql01.local; Integrated Security=True; " + "Initial Catalog=TestDB; Pooling=false;"); XmlDocument Employees = MyDataAccess.ExecuteXML( "SELECT [EmployeeID],[FirstName],[LastName] " + "FROM Employees"); Response.Clear(); Response.ClearHeaders(); Response.ClearContent(); Response.ContentType = "text/xml"; Response.Write(""); Response.Write( "" ); Response.Write(Employees.InnerXml); Response.End();
 
 The preceding code will display the transformed piece of XML in the user’s browser. What is interesting to note is that when we look at the HTML source code of the page, we see XML source code, and not the transformed and improved HTML source code. The web browser applies the XSLT transform to the XML data, and renders this HTML source code in memory. Note
 
 If you were writing the preceding code in VB.NET, because of its support for inline XML, you could write it as follows:
 
 Response.ContentType = "text/xml" Response.Write( ) Comparing Server-Side and Client-Side Transformations
 
 We have developed a small Windows Forms application to test the performance of doing XSLT transformations on the server side and on the client side. The application will hit two different ASP.NET WebForms. Both ASP.NET WebForms pull the same set of data from the database. One ASP.NET WebForm dumps the data as XML to the user’s browser, along with an XSLT link to transform it to HTML. The other ASP.NET WebForm uses a ListView control, with a DataSet object bound to it. The application performs 20 tests against each ASP.NET WebForm and records the time it takes to run the test. Each test consists of 200 calls to the particular ASP.NET WebForm. Table 4-1 shows the results o
 
 these tests. Remember, the XSLT transformation is performed on the client side, whereas the ListView transformation is performed on the server side. Average duration 740 ms 833 ms Shortest duration 688 ms 766 ms Longest duration 812 ms 906 ms Data sent 2076 bytes 9900 bytes
 
 Table 4-1: Comparison of XSLT and ListView Transformations of Data XSLT
 
 ListView
 
 As Table 4-1 demonstrates, simply giving the data to the user’s browser results in much less work for the web server to do. What’s more striking, however, is the amount of data sent to the user’s browser. Allowing a browser to perform its own transformation causes the web server to send (in this example anyway) about 79 percent less data.
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 Measuring XML and XSLT Performance
 
 The text-based nature of XML, with its verbosity and the metadata that goes along with it, means that X not a very efficient or compact data format. In fact, CSV files are more efficient in terms of data storage XML documents. Considerable processing power is usually required to get useful information out of XM documents. So for this reason, if you operate a very busy website, it might be worth considering offload processing work of transforming database results into HTML from your web server to the browsers of u who are browsing your site. An argument against this might be that doing so makes it easier for people scrape your website for data. They can do that anyway, by just processing the rendered HTML using st manipulation, regular expressions, or a combination of the two. XSLT can sort data, it can filter data… do a tremendous number of things; the important thing to remember is that it’s doing so on the user’s o browser, and not tying up precious CPU cycles on your web server.
 
 Another option, which is not covered here, is preprocessing the XML data. So instead of transforming t data into XHTML using XSLT at runtime, transform it when the XML data is generated, or when the und data changes. This means that your web server can simply send the cached/preprocessed document t client instead of transforming it on the fly. This method is very efficient if the underlying data doesn’t ch very often, or changes less frequently than people request it. An offshoot of this is caching transformati they occur; when a request comes from a client, first check if the transformation has been cached. If a copy exists, send that to the client. If not, then perform the transformation but cache it for later use.
 
 Using XSLT to Transform XML into HTML
 
 Let’s see another example of XSLT in action. We are going to build a simple search page that sends it out as raw XML to the user’s browser. The browser will then perform the XSLT transformation on the d display an HTML results page. The first code listing is sample output of product records from a Product The table definition for the Products table is as follows:
 
 CREATE TABLE [dbo].[Products]( [ProductID] [int] IDENTITY(1,1) NOT NULL, [Title] [varchar](50) COLLATE Latin1_General_CI_AS NOT NULL, [Price] [money] NOT NULL, [Stock] [int] NOT NULL, CONSTRAINT [PK_Products] PRIMARY KEY CLUSTERED ( [ProductID] ASC )WITH (IGNORE_DUP_KEY = OFF) ON [PRIMARY] ) ON [PRIMARY] It uses the FOR XML AUTO option: ProductID="18" Title="Ultra Widget III" Price="13.00" Stock="3"
 
 The next listing is the code-behind file for our search web form. It assumes that someone will pass a QueryString called Keyword to it, and it will perform a search based on that keyword. The XML returne the database is then passed to an XML control that is placed on our web form. Its TransformSource ha already been populated, and is pointing at an XSLT file, which is shown in the second listing that follow Alternatively, we could output just XML, along with an XSLT file reference, but it’s easier to just dump t into the XML control instead. protected void Page_Load(object sender, EventArgs e) { if (!(Request.QueryString["Keyword"] == null)) {
 
 PerformSearch(Request.QueryString["Keyword"]); } } protected void PerformSearch(string Keywords) { SqlConnection conn = new SqlConnection("Data Source=(local); Integrated Security=True; " "Initial Catalog=TestDB; Pooling=false;"); conn.Open(); XmlDocument Employees = new XmlDocument(); string Query = "SELECT Title,Price,Stock FROM Products WHERE Title " + "LIKE '%' + @Keywords + '%' FOR XML AUTO "; SqlCommand cmd = new SqlCommand(Query, conn); cmd.Parameters.AddWithValue("@Keywords", Keywords); Employees.InnerXml = "" + (string)cmd.ExecuteScalar() + ""; Xml1.DocumentContent = Employees.InnerXml; conn.Close(); } The XSLT that we’ll use to transform the returned XML follows:
 
 how do we get our systems to talk? In other words, how do we convert one of “their” orders into one of orders, and vice versa? The first XSLT sample shows how to convert from their orders specification to ours:
 
 custOrders = from a in orders select a; } Instead of a query expression syntax, this code uses the method-based syntax to return all rows from the Customers table: using (Customers CustEntities = new Customers ()) { ObjectQuery users = CustEntities.OrderID; IQueryable< Users > custOrders = users.Select( a => a); } The LINQ query is converted to a command tree, which is then executed against the entity framework. Finally, the query results are returned to the client, where they can be used: using (Customers CustEntities = new Customers ()) { ObjectQuery users = CustEntities.OrderID; IQueryable< Users > custOrders = from a in orders select a; Console.WriteLine("Customer Orders:"); foreach (var orderID in custOrders) { Console.WriteLine(OrderID); } } Nesting of queries is not supported with LINQ to Entities, so take care to make sure this is avoided. For example, in the following code, the first ordering by the LastName field is
 
 lost because of the second SELECT statement: using (Customers CustEntities = new Customers ()) { IQueryable users = CustEntities.Contact .OrderBy(x => x.LastName) .Select(x => x) .Select(x => x.LastName); foreach (var c in users) { Console.WriteLine(c); } }
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 LINQ to DataSet A DataSet is an in-memory representation of relational data and is widely used to access data in the .NET Framework. It acts as a core of a wide range of data-based applications. LINQ to DataSet provides rich query capabilities to developers. This feature has made querying the data in a DataSet much faster and easier. Instead of using a separate query language, you can now write queries from the programming language itself. Since the queries are not just embedded strings but a part of the application code, you can also take advantage of static typing, compile-time checking, and IntelliSense support offered by Visual Studio. Using LINQ to DataSet, you can also query data that is gathered from more than one data source. This is helpful in many scenarios, such as querying locally aggregated data and middle-tier caching in web applications, where you need flexibility in the way data is represented. You can use LINQ queries to access a single table in a DataSet or to access more than one table by using standard query operators like Join and GroupJoin. LINQ to DataSet works with both typed and untyped DataSets. In a typed DataSet, for each column, the tables and rows have typed members, which makes queries easier to write and understand. For untyped DataSets, LINQ to DataSet provides extensions, such as the Field method, that allow strong typing inside the query. Apart from the standard query operators, there are many DataSet-specific extensions that make it quite easy to query over a set of DataRow objects. These extensions can be used to access column values of a DataRow or to compare sequences of rows. The LINQ to DataSet queries use the standard query operators to access data in a DataTable or a DataSet. This allows you to utilize the full power of the .NET Framework while writing queries. You can write some interesting queries very easily that otherwise would be
 
 quite difficult to write using the traditional method. In practice, a DataSet must be populated in order for it to be queried using LINQ to DataSet. To populate your DataSet, create some DataTables and DataRows manually and add them to the DataSet in a loop, or just query some data from a database and fill the DataSet by using the Fill() method of a SQLDataAdapter object. In the following example, we are going to pull back every customer from our database and then query the DataSet: Dim conn = New SqlConnection("Data Source=(local); " & _ "Integrated Security=True; Initial Catalog=OurCustomers; " & _ "Pooling=false;") conn.Open() Dim cmd = New SqlCommand("SELECT ID,Name,Address,City " & _ "FROM Customers WHERE City = 'Seattle'") cmd.Connection = conn Dim CustomersDS = New DataSet Dim DataAdapter = New SqlDataAdapter(cmd) DataAdapter.Fill(CustomersDS) Dim AddressList = From customer In CustomersDS.Tables(0) _ Select customer("Address") For Each Address In AddressList Console.WriteLine(Address) Next Once we have filled our CustomersDS DataSet using the SqlDataAdapter, we can query the DataSet’s table using some LINQ queries. We are only querying the first table [i.e. Table(0)] because we’re only returning one set of results from the database. So the query above will print out the address of any customer living in Seattle. Another new language feature that we discussed previously was anonymous types. We get full anonymous type support in our queries. Take a look at the following example: Dim conn = New SqlConnection("Data Source=(local); " & _ "Integrated Security=True; Initial Catalog=OurCustomers; " & _ "Pooling=false;") conn.Open() Dim cmd = New SqlCommand("SELECT ID,Name,Address,City " & _ "FROM Customers WHERE City = 'Seattle'") cmd.Connection = conn
 
 Dim CustomersDS = New DataSet Dim DataAdapter = New SqlDataAdapter(cmd) DataAdapter.Fill(CustomersDS) Dim AddressList = From customer In CustomersDS.Tables(0) _ Select New With {.ID = customer("ID"), _ .Name = customer("Name"), _ .Address = customer("Address"), _ .City = customer("City")} For Each Customer In AddressList Console.WriteLine("{0} lives at {1}", Customer.Name, _ Customer.Address) Next How many times have you returned data from a database into a DataSet, and then extracted the data out from it into some object instance? In the preceding example, you can see how we can automatically extract out information from the DataSet and into an object instance, and code against that object instance as though it were a fully defined class.
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 Chapter 9: LINQ to Objects Overview LINQ to Objects is a LINQ implementation that deals specifically with in-memory data structures, whether retrieved through a LINQ query of a database or constructed in the application code. LINQ to Objects allows developers to query directly against a collection of objects. With LINQ to Objects, you can retrieve data from any collection type that implements the IEnumerable interface, using standard query operators. This may be any collection type, including simple arrays like Integer and String arrays that are built into the .NET class libraries or any List collection that can be defined. Usually, when working with a collection of objects retrieved from a database through a query, you would have to write loops to scan through the results. You would also need to filter the required data using if statements (or a similar approach) and then perform the desired action on the filtered items. In other words, you needed to specify not only what to do but also how to do it. With LINQ to Objects, you no longer have to write complex looping codes to perform these tasks. Using LINQ to Objects, you can write declarative code to describe what you want to retrieve in the form of a valid database SQL query. SQL allows for filtering, grouping, and ordering as part of the query, which removes part of the old process immediately. With LINQ to Objects, you can write queries to filter the elements of a list as part of the query, and then perform any desired operations on them. (You can still filter inside your application, if you wish, of course.) Code using LINQ to Objects is more concise, more readable, and more easily ported. To use LINQ to Objects in your Visual Studio 2008 code, add a reference to System.Linq.dll in the code (the target framework has to be set to .NET 3.5 for this to be available), and add the following statement to the top of the class file:
 
 using System.Linq; Then, all calls that are part of LINQ or LINQ to Objects can be called directly in your application code. LINQ has a large set of query operators that provides similar functionality to working with direct SQL queries, including grouping and joining. (You can define your own additional query operators easily, if you need to extend the provided set of operators. You can also override the functionality of the built-in LINQ to Objects operators with your own operators.) The standard LINQ operators can be grouped by operator type, as shown in Table 9-1. Table 9-1: Standard LINQ Operators Operator Type
 
 Operator Name
 
 Aggregation
 
 Aggregate, Average, Count, LongCount, Max, Min, Sum
 
 Conversion
 
 Cast, OfType, ToArray, ToDictionary, ToList, ToLookup, ToSequence
 
 Element
 
 DefaultIfEmpty, ElementAt, ElementAtOrDefault, First, FirstOrDefault, Last, LastOrDefault, Single, SingleOrDefault
 
 Equality
 
 EqualAll
 
 Generation
 
 Empty, Range, Repeat
 
 Grouping
 
 GroupBy
 
 Joining
 
 GroupJoin, Join
 
 Ordering
 
 OrderBy, ThenBy, OrderByDescending, ThenByDescending, Reverse
 
 Partitioning
 
 Skip, SkipWhile, Take, TakeWhile
 
 Quantifiers
 
 All, Any, Contains
 
 Restriction
 
 Where
 
 Selection
 
 Select, SelectMany
 
 Set
 
 Concat, Distinct, Except, Intersect, Union
 
 In addition, LINQ to Objects adds some functions of its own to the tools available to coders. Table 9-2 lists and describes functions supported by LINQ to Objects that you can use in your application. Table 9-2: LINQ to Objects Functions
 
 Function
 
 Description
 
 aggregate
 
 Reduces an array to a single value (equivalent to the fold() method in LINQ)
 
 every
 
 Checks all elements of the array matched by a filter function
 
 extract
 
 Creates an array of elements from a specified range (similar to the Take() and Skip() extensions in LINQ)
 
 filter
 
 Creates an array from all elements of the source array that match a filter (equivalent to the Where clause in LINQ)
 
 forEach
 
 Calls the specified callback for each element of the array
 
 groupBy
 
 Creates an array of tuples consisting of a key and matching items created bya key generator function (equivalent to the GroupBy clause in LINQ)
 
 index
 
 Creates an dictionary mapping keys from a key generator to the corresponding array element in the source array (similar to the ToDictionary method provided in LINQ)
 
 map
 
 Creates an array from the results of calling a function on every element of the source array (equivalent to the Select clause in LINQ)
 
 some
 
 Checks if one or more elements of the array satisfy a filter function
 
 sort
 
 Sorts the elements of an array (implements the OrderBy clause in LINQ)
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 Sample Queries A simple example shows how LINQ to Objects is used in native code. The following Visual Basic code shows a LINQ query used to fetch values of an integer array: Dim ExamMarks As Integer() = {20, 15, 16, 8, 3, 19, 12, 15} Dim Result = From Values In ExamMarks _ Where Values >= 10 _ Select Values Console.WriteLine("Marks that are 10 or over:") For Each n In Result Console.WriteLine(n) Next This code produces the following output: Marks that are 10 or over: 20 15 16 19 12 15 The preceding code creates an array of integers called ExamMarks and initializes it with a set of values. A new variable called Result holds the results of the LINQ query [the variable Result is of type IEnumerable(Of Integer) by default]. The Result variable holds the query and gets the marks
 
 that are greater than 10. The for-each loop then goes through the values that are retrieved from the ExamMarks array and prints the value to the console. This is a simple way of retrieving values from a collection. Without LINQ, to implement this kind of logic in an application we would need to write the evaluation expressions inside the loop. To extend this simple example, if we want to print only the first four values of the integer array, we can use the LINQ Take() query operator. This code queries for the first four values and displays them on the console: Dim ExamMarks As Integer() = {20, 15, 16, 8, 3, 19, 12, 15} Dim FirstPart = ExamMarks.Take(4) Console.WriteLine("First Four Marks:") For Each n In FirstPart Console.WriteLine(n) Next This produces the following output: First Four Marks: 20 15 16 8 Combining the display of the first four values only if they are greater than 10, the code would be modified to perform the filtering as follows: Dim ExamMarks As Integer() = {20, 15, 16, 8, 3, 19, 12, 15} Dim FirstPart = From Values In ExamMarks _ Where Values >= 10 _ Select Values FirstPart = FirstPart.Take(4) Console.WriteLine("First Four Marks >= 10:") For Each n In FirstPart Console.WriteLine(n) Next This produces the following output: First Four Marks >= 10: 20
 
 15 16 19 The LINQ Skip() operator is used to skip a number of values and retrieve the remaining items of a collection. The following code displays the last five marks greater than 10: Dim ExamMarks As Integer() = {20, 15, 16, 8, 3, 19, 12, 15} Dim LastPart = From Values In ExamMarks where Values > 10 select Values Console.WriteLine("Marks greater than 10 (after the first 3):") For Each n In LastPart.Skip(3) Console.WriteLine(n) Next This produces the following output: Marks greater than 10 (after the first 3): 19 12 15 Here we are applying the Skip() at the for loop instead of replacing the original collection with its own filtered list. The TakeWhile() operator will include all values in a collection as long as a condition holds true. It will ignore the remaining values in the array. The following code shows how to retrieve marks from an integer array until it finds the value 12: Dim ExamMarks As Integer() = {20, 15, 16, 8, 3, 19, 12, 15} Dim Result = ExamMarks.TakeWhile(Function(Mark As Integer) not Mark = 12) Console.WriteLine("All marks up to the first value of 12:") For Each n In Result Console.WriteLine(n) Next This produces the following output: All marks up to the first value of 12: 20 15 16
 
 8 3 19 In a similar manner, the SkipWhile() operator is used to bypass elements as long as a condition holds true. When the condition becomes false, the remaining elements are returned as the result: Dim ExamMarks As Integer() = {20, 15, 16, 8, 3, 19, 12, 15} Dim Result = ExamMarks.SkipWhile(Function(Mark As Integer) not Mark = 12) Console.WriteLine("All marks from and including 12:") For Each n In Result Console.WriteLine(n) Next The produces the following output: All marks from and including 12: 12 15 To calculate the sum of all the marks in the integer array, we can use the Sum() operator: Dim ExamMarks As Integer() = {20, 15, 16, 8, 3, 19, 12, 15} Dim Result = ExamMarks.Sum() Console.WriteLine("Sum of all marks:") Console.WriteLine(Result) This produces the following output: Sum of all marks: 108
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 Working with Strings LINQ also works with strings in the same manner as demonstrated in the previous examples. For example, if we define a simple string, we can then build a LINQ to Objects query to read the string and determine how many of the characters are uppercase by using the IsUpper() method in the LINQ Where clause (note that the query has to be of type IEnumerable): string myString = "The time has come the walrus said"; IEnumerable query = from c in myString where Char.IsUpper(c) select c; Console.WriteLine("Capital letters : "); foreach (char c in query) { Console.Write(c); } This produces the following output: Capital letters : T The same approach works with Visual Basic, of course. To determine the number of characters in a string that are lowercase, we can use this VB code: Dim PersonName = "Henry Liddell" Dim SmallLetters = From EachLetter In PersonName _ Where Char.IsLower(EachLetter) _ Select EachLetter Console.WriteLine("Lowercase letters in name:")
 
 For Each Letter In SmallLetters Console.Write(Letter) Next This produces the following output: Lowercase letters in name: enryiddell The variable PersonName is assigned a string value. The LINQ query reads the string and finds the characters in lowercase using the Char.IsLower() method. String manipulation is also shown by comparing two strings, which identifies the differences between them, as in the following example in C# code: string[] string1 = System.IO.File.ReadAllLines(@"file1.txt"); string[] string2 = System.IO.File.ReadAllLines(@"file2.txt"); IEnumerable diffQuery = string1.Except(string2); Console.WriteLine("The following lines are in file1.txt " + "but not file2.txt"); foreach (string strg in diffQuery) Console.WriteLine(strg);
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 Querying a Database
 
 The examples thus far have used content defined in code or a file system, but the real strength of LINQ the ability to create a SQL query that is sent to a database. For example, this C# code contains a SQL query as part of the code itself, and the result of executing this query against a database is stored in a variable: List users = Users.UserData(); var u = from x in users where x.Age > 18 orderby x.Age
 
 select x.FirstName + " " + c.LastNam
 
 foreach(string s in u) Console.WriteLine(s);
 
 The output of this will be the first and last names of all records in the Users database for which the age the user is greater than 18, presented in increasing age order. The SQL statement is sent to the datab and the return is stored in the variable u, which is then processed by the foreach statement.
 
 Any valid SQL statement component can be used in the embedded SQL string, so you could group, filt order, and perform other actions against the database and the query results. However, as useful as thi may be, the real power of using LINQ to Objects is when joining two or more tables together, whether cross-indexed or not. For example, this code uses two tables with two queries and then manipulates bo sets of returned values: List users = Users.UserData(); List orders = Orders.OrderData();
 
 var u = from o in orders join user in users on o.CustID equals user.CustID select new {user.FirstName, user.LastName, o.OrderDate}; foreach(var o in u) Console.WriteLine( o.OrderDate, user.FirstName, user.LastName); In this code, two tables are joined by one field, called CustID in both tables (although the names could have been different), and then the joined table is used.
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 Querying Collections LINQ to Objects is designed to query collections, as the previous examples have already shown. Custom-built object collections can be handled with LINQ to Objects. For example, consider an object such as Cheesecake, which is defined like this: public class Cheesecake { public string Name { get; set; } public int Calories { get; set; } public string GramsFat { get; set; } public double Price { get; set; } } The Cheesecake object has several properties defined (of course, there would be more than four properties in most classes like this, but the code is simplified for this chapter). Now that a class has been defined, a list collection can be created using the class: List CheesecakeList = new List { new Cheesecake {Name="New York Style", Calories=1500, GramsFat="200g", Price=10.50}, new Cheesecake {Name="Chocolate", Calories=2500, GramsFat="420g", Price=13.75}, new Cheesecake {Name="Strawberry", Calories=2100, GramsFat="280g", Price=12.50} }; With the Cheesecake collection now defined (three objects of type Cheesecake), we want to go through the collection and locate all objects that have a price of less than 13.00. The LINQ to Objects code to do this follows:
 
 IEnumerable CheesecakePrice = from cakes in CheesecakeList where cakes.Price < 13 select cakes; Console.WriteLine("Cheesecake with price less than 13:"); foreach (Cheesecake cakes in CheesecakePrice) { Console.WriteLine("{0} is {1}", cakes.Name, cakes.Price); } This produces the following output: Cheesecake with price less than 13: New York Style is 10.5 Strawberry is 12.5
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 Putting It All Together Use the examples we’ve seen already, we can create an application that shows some more applications of the LINQ operators. The following VB code defines the Customer class: Class Customer Private _Name As String Private _Age As Integer Private _Gender As String Public Property Name() As String Get Return _Name End Get Set(ByVal value As String) _Name = value End Set End Property Public Property Age() As Integer Get Return _Age End Get Set(ByVal value As Integer) _Age = value End Set End Property Public Property Gender() As String
 
 Get Return _Gender End Get Set(ByVal value As String) _Gender = value End Set End Property End Class We can now create a list of customers. (It would have been marginally quicker to do this in C#, because at the time of writing, VB.NET does not support collection initialization. However, both VB.NET and C# support the same kind of member initialization.) This is the collection we will be querying against: Dim Customers = New List(Of Customer) Customers.Add(New Customer With {.Name = "Sarah Jenkins", _ .Age = 14, .Gender = "Female"}) Customers.Add(New Customer With {.Name = "John Fowler", _ .Age = 24, .Gender = "Male"}) Customers.Add(New Customer With {.Name = "Charles Dodgson", _ .Age = 24, .Gender = "Male"}) Customers.Add(New Customer With {.Name = "Alice Liddell", _ .Age = 24, .Gender = "Female"}) Customers.Add(New Customer With {.Name = "Tricia McMillan", _ .Age = 34, .Gender = "Female"}) Customers.Add(New Customer With {.Name = "Patrick Sweeney", _ .Age = 24, .Gender = "Male"}) The following code will select all male customers and order the collection by name, in reverse alphabetical order: Dim MaleCustomers = From EachCustomer In Customers _ Where EachCustomer.Gender = "Male" _ Order By EachCustomer.Name Descending _ Select EachCustomer Console.WriteLine("Male Customers:") For Each Man In MaleCustomers Console.WriteLine(Man.Name) Next This produces the following output: Male Customers:
 
 Patrick Sweeney John Fowler Charles Dodgson The following code uses the GroupBy operator to group customers on the basis of their gender. It will display the list of all female customers first, and then the list of all male customers. Dim CustomersByGender = From EachCustomer In Customers _ Group By EachCustomer.Gender Into Group _ Select New With _ {.Count = Group.Count(), .Members = Group} For Each GenderGroup In CustomersByGender For Each EachCustomer In GenderGroup.Members Console.WriteLine(EachCustomer.Name & vbTab & EachCustomer.Gender) Next Next This produces the following output: Sarah Jenkins Alice Liddell Tricia McMillan John Fowler Charles Dodgson Patrick Sweeney
 
 Female Female Female Male Male Male
 
 To count the number of records that have age > 20 years, we can use the following code: Dim ValidCustomersCount = (From EachCustomer In Customers _ Where EachCustomer.Age >= 18).Count() Console.WriteLine("Number of Adult Customers:") Console.WriteLine(ValidCustomersCount) This produces the following output: Number of Adult Customers: 5
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 Deferred Execution The result of a LINQ query expression is not a collection of objects or a sequence. Rather, a LINQ query returns a query object, which refers to the commands needed to execute a query. Thus, a LINQ query is only a group of instructions indicating how to query a collection. It is only a statement of execution, but it does not represent any data. The query is not executed until the time data is requested from the query object. This concept is known as deferred execution. This is a very powerful feature of LINQ because it enables applications to pass queries around as data. You can define queries once and use them several times. Irrespective of whether there is any change in the source sequence, the result will always be updated to the last sequence content. However, if in a particular situation you need to reuse a snapshot of a result at a particular point, irrespective of any changes to the source sequence, then you would need a copy of that result using conversion operators, such as ToArray, ToDictionary, and ToList. So here we looked at several aspects of LINQ to Objects as well as LINQ. LINQ to Objects is one of three different components in LINQ, and is designed to work specifically with collections. The collection can be created in the application code itself, or derived from a database query using embedded LINQ code in the application. Either way, LINQ to Objects deals with processing the collection itself and should not be confused with LINQ. There are a number of LINQ to Objects functions that can be used in your code, several of which have been discussed in this chapter. Using LINQ to Objects, you can create application code that is much easier to write, debug, test, and execute than was possible with earlier versions of .NET. LINQ to Objects is specific to .NET Framework 3.5 and cannot be used with earlier frameworks. By combining LINQ to Objects capabilities with the database query capabilities of LINQ, complete syntax checking can be performed within Visual Studio 2008. While collection manipulation is not something all developers will care about, LINQ to Objects greatly simplifies the task of writing this type of code for new applications. The addition of LINQ to .NET Framework 3.5 is a major step forward for developers.
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 Chapter 10: Multithreaded Applications
 
 In this chapter we take a look at multithreaded applications. You may never need implement multithreading in one of your applications, and if not, you’ll have saved yourself many headaches along the way. Given that most computers now contain multicore CPUs (and servers contain one or more of these CPUs), what’s the point in leaving most of the CPU doing absolutely no work? In a nonmultithreaded application, you’ll often see an application using 25 percent of a quad-core CPU (i.e., one full core) and 75 percent (the other three cores) sitting idle. By harnessing the additional CPU cores available to us, or at least making more efficient use of the CPU time slices allotted to our applications, we can sometimes see an exponential growth in application performance. We cover debugging multithreaded applications in Chapter 13 .
 
 Multithreading
 
 A process is made up of one or more threads of execution; all applications have one thread called the main thread, and applications with more than one thread can perform more than one task at a time. So, for example, an application can perform user interface (UI) maintenance tasks while also fetching some data in the background. Similarly, an application could use multiple threads to download multiple files simultaneously from a web server, or to upload multiple files simultaneously to an FTP server. Performing time-intensive tasks on the main thread that also serves the UI can lead to an unresponsive application. Developers and engineers know that applications can sometimes take time to do what they’re doing, and will leave the application to finish its work without interrupting it. Users, on the other hand, tend to have a happy trigger finger when it comes to closing down applications. As soon as they sense that an application is “Not Responding,” they will assume it has crashed and close the application.
 
 Traditionally, VB developers have used the DoEvents() statement to keep the UI responsive by yielding CPU time. The following is an example of a simple loop that reads filenames into a ListBox control while keeping the UI relatively responsive. Each iteration of the loop that adds an item to the ListBox contains a DoEvents() statement. This ensures that the application regularly yields CPU time back to the operating system to process messages, repaint the application, and so forth. Private Sub btnGo_Click(ByVal sender As System.Object, _ ByVal e As System.EventArgs) Handles btnGo.Click LoadFiles(My.Computer.FileSystem.SpecialDirectories.ProgramFiles) End Sub Sub LoadFiles(ByVal DirectoryPath As String) Dim Files = My.Computer.FileSystem.GetFiles( _ DirectoryPath, FileIO.SearchOption.SearchAllSubDirectories) For Each file In Files ListBox1.Items.Add(file) Application.DoEvents() Next End Sub There is a problem with the preceding code, however. Although the call to DoEvents() will yield execution when that statement is hit, blocking calls still take a long time to complete. So, this application will appear unresponsive while it is searching through the Program Files directory, but will then become more responsive after it starts adding items to the ListBox. Of course, you could enumerate the files in the Program Files directory yourself in some sort of loop, and that would maintain responsiveness, provided that you use DoEvents(). DoEvents() will suffice if your application is doing just one single thing that takes a long time, such as calculating prime numbers. But what if you want the UI to be completely responsive? What if the DoEvents()-adorned loop makes a blocking call that takes a long time to complete? What if you want to enumerate all the files on a network share at the same time… while downloading an application update… and while waiting for a SQL stored procedure to finish running? This is when developers turn to multithreading. Multithreading allows you to do all of the preceding tasks at the same time, as demonstrated in the following example: Imports DataAccessBusinessFactory Module Module1 Private Const ConnString As String = _ "Data Source=mssql01.local; Integrated Security=True; Initial Catalog=TestDB; Pooling=false;"
 
 Sub Main() Dim Threads As New List(Of Threading.Thread) Threads.Add(New Threading.Thread(AddressOf CalculatePrimes)) Threads.Add(New Threading.Thread(AddressOf EnumerateNetworkFiles)) Threads.Add(New Threading.Thread(AddressOf ReallyLongBlockingCall)) Threads.Add(New Threading.Thread(AddressOf UpdateMe)) Threads.Add(New Threading.Thread(AddressOf TalkToStoredProcedure)) For Each t In Threads t.Start() Next End Sub Private Function CalculatePrimes() As List(Of UInt64) Dim n As UInt64, primes As New List(Of UInt64), i As UInt64 For n = 3 To 100000 Dim IsPrime As Boolean = True For i = 2 To n - 1 If (n Mod i = 0) Then IsPrime = False Exit For End If Next If IsPrime Then primes.Add(i) End If Next Return primes End Function Private Sub EnumerateNetworkFiles() My.Computer.FileSystem.GetFiles("N:\", FileIO.SearchOption.SearchAllSubDirectories) End Sub Private Sub ReallyLongBlockingCall() Threading.Thread.Sleep(86400000) End Sub Private Sub UpdateMe() My.Application.Deployment.UpdateAsync() End Sub Private Sub TalkToStoredProcedure() Dim DataAccess As IDataAccess = IDataAccess.CreateNew(ProviderType.SQLClient, ConnString)
 
 DataAccess.ExecuteNonQuery("EXEC VeryLongRunningStoredProcedure") End Sub
 
 End Module
 
 Developers sometimes have a hard time moving from the safe and comfortable world of singlethreaded applications to murky and difficult world multithreaded applications. When an exception is thrown in a single-threaded application in Visual Studio, we can step through the code line by line, knowing that nothing else is happening beyond what we are viewing. We know that single-threaded applications follow a very linear execution sequence. Multithreaded applications, on the other hand, do not. While certain sections of your code are being executed by one thread, other sections are being executed by other threads. Another element of multithreading that developers initially find confusing is that you cannot guarantee the order in which things take place. If you start Thread1, then Thread2, and then Thread3, all performing the same work, you’re not guaranteed that Thread1 will finish first. Here is an interesting example that you can try: Module Module1 Sub Main() Dim threads(4) As Threading.Thread threads(0) = New Threading.Thread(New Threading.ParameterizedThreadStart(AddressOf StartCounting)) threads(1) = New Threading.Thread(New Threading.ParameterizedThreadStart(AddressOf StartCounting)) threads(2) = New Threading.Thread(New Threading.ParameterizedThreadStart(AddressOf StartCounting)) threads(3) = New Threading.Thread(New Threading.ParameterizedThreadStart(AddressOf StartCounting)) threads(4) = New Threading.Thread(New Threading.ParameterizedThreadStart(AddressOf StartCounting)) For i As Integer = 0 To 4 threads(i).Start(i) Next End Sub Private Sub StartCounting(ByVal iteration As Console.WriteLine(Now.ToString & " start For i As Integer = 0 To Integer.MaxValue Console.WriteLine(Now.ToString & " End " End Sub
 
 Integer) " & iteration) - 1 : Next & iteration)
 
 End Module
 
 This code creates five separate threads and points them to a method called StartCounting(). This method counts from 0 to 2,147,483,646, which obviously takes some time. Take a look at the following output from this code. If the code is executed again, the threads might complete in a different order. 26/03/2008 26/03/2008 26/03/2008 26/03/2008 26/03/2008 26/03/2008 26/03/2008 26/03/2008 26/03/2008 26/03/2008
 
 22:35:02 22:35:02 22:35:02 22:35:02 22:35:02 22:35:08 22:35:08 22:35:14 22:35:14 22:35:14
 
 start start start start start End 2 End 1 End 0 End 4 End 3
 
 0 2 1 3 4
 
 As you can see, the threads did not actually start in the correct order—even though in theory they should have. And you can see that they did not finish in the same order, either. Even if you have one thread that does very little work and another thread that does an enormous amount of work, never assume that one will finish before the other. Another stumbling block for developers who are new to multithreading is the issue of sharing resources, such as global variables, files, and so forth, between threads. If one thread is trying to change the value of a property while another thread is trying to read it, things will go wrong. To avoid this issue, you can use synchronization locks (SyncLock in VB.Net; lock in C#) to ensure multiple threads don’t access the same object at the same time. When a thread requests a lock, its code will not continue executing until it has exclusive access to that object. Consequently, all other threads attempting to obtain a lock will also wait until the lock is released. See “Deadlocks and Race Conditions” in this chapter for a brief example.
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 Important Thread Class Methods To understand threading, you need to understand the Thread class. This class represents a thread in our application. If we write a multithreaded application, it will have multiple instances of the Thread class running. This section describes the important methods of the Thread class that relate to multiple threads.
 
 Start() This method causes the thread to start running. To be more precise, it schedules the thread to start running. You cannot predict when it actually will start executing code. You cannot even say that one thread will probably start before another, so don’t make any decisions based on the order of thread execution.
 
 Sleep() This method causes your thread to go to sleep for a period of time, by passing it a number of milliseconds or a TimeSpan instance. Using this method very sparingly is recommended, because you are not guaranteed the thread will go to sleep precisely when you tell it to, and you’re most certainly not guaranteed that the thread will wake up after the exact time has elapsed. For example, if you instruct the thread to sleep for 1000 ms, it will go to sleep for 1000 ms and wake up as soon as it can after at least 1000 ms has elapsed. This might be 1040 ms, 1100 ms, or some other number of milliseconds greater than 1000 ms. So, you cannot use this method for timing or synchronization. You could use this method to simulate execution of something. Apart from that, try to avoid using it. If you have a scenario in which you think you must use it, first try to design that part of your application better to avoid its use.
 
 Abort() Calling the Abort() method causes the Common Language Runtime to throw a ThreadAbortException in that thread and attempt to kill the thread. This usually causes the thread to terminate, but, like most things in multithreading, this is not guaranteed. If you catch the exception in code, it will be rethrown after your catch block—unless the code calls the ResetAbort() method. This will cancel the abort, and the thread will continue running. One of the overloads of the Abort() method allows an object to be passed. This may be useful to inform the code being aborted about such things as the state of the application, or why it is being aborted. If you abort a thread that is executing unmanaged code, the ThreadAbortException is not thrown until after the thread has finished with the unmanaged code. This is a very brutal method of stopping a thread, and should be avoided.
 
 Join() This method causes the calling thread to block until the specified thread terminates, or until the number of milliseconds or the TimeSpan instance passed as a parameter has expired. If you don’t pass a timeout value, this method causes the calling thread to block indefinitely if the thread specified never terminates. The Join() method without any parameters is declared as a void/Sub (C/VB.NET) method, whereas the Join() method with a parameter returns a Boolean. If you return a Boolean from this method, it indicates whether or not the thread was terminated in that time period. As with many other multithreading issues, there are caveats. For example, assume that you have a worker thread that is running and you want to terminate it. Assume that you have passed 1000 ms as the parameter to the Join() method on the thread. If the Join() method returns True, you know that the thread has terminated. If the Join() method returns False, the only thing you are guaranteed is that at least 1000 ms has elapsed and that the thread didn’t terminate in that period of time. The thread may have been terminated immediately after the Join() method returns, but you cannot know that. Here is an example of this issue in action: Imports System.Threading Module Module1 Sub Main() For i As Integer = 0 To 99 Dim myWorkerThread As New Thread(AddressOf WorkerMethod) myWorkerThread.Start() myWorkerThread.Join(100) Console.Write("{0}, ", myWorkerThread.IsAlive)
 
 Next Console.ReadLine() End Sub Private Sub WorkerMethod() Thread.Sleep(100) End Sub End Module The preceding code produces output similar to the following, indicating whether the worker thread is still alive (False) or has finished its work (True): False, True, False, True, False, False, True, False, True, False, True, False, True, False, True, False, True, False, False, False, False, True, False, True, False, True, False, True, False, False, True, False, False, True, False, False, True, False, False, True, False, True, False, True, False, True, False, False, True, True, False, True, False, True, False, True, False, True, False, True, False, True, False, False, True, False, False, False, True, True, False, True, False, True, False, True, False, True, False, False, True, True, False, True, False, True, False, True, False, True, False, True, False, True, False, False, False, False, False, True, The only thing that you can be sure of when inspecting the return value of the Join() method is that if it returns True, the thread has definitely finished its work.
 
 Interrupt() The Interrupt() method is used to interrupt a thread’s execution the next time it begins a blocking operation. Similar to the Abort() method, the Interrupt() method causes an exception to be thrown in the thread’s execution, the ThreadInterruptedException. However, if the thread never blocks, then the exception will never be thrown. Here is an example: Module Module1 Sub Main() Dim myWorkerThread As New Thread(AddressOf WorkerMethod) myWorkerThread.Start() While True If Now.Millisecond Mod 100 = 0 Then Console.WriteLine("Calling Interrupt()")
 
 myWorkerThread.Interrupt() Console.WriteLine("Thread State : " & myWorkerThread. ThreadState.ToString()) End If End While End Sub Private Sub WorkerMethod() While True End While End Sub End Module In this code, the thread executing the WorkerMethod() method will never be interrupted, because it’s never going to execute anything that could be a blocking call. This is the output from the preceding code: Calling Interrupt() Thread State : Running Calling Interrupt() Thread State : Running Calling Interrupt() Thread State : Running Calling Interrupt() Thread State : Running
 
 SpinWait() This method works similarly to the Sleep() method but is a nonblocking call. SpinWait() puts into a loop the processor on which the thread is executing. This is a specialized method call that can prevent context switching, the advantage of which is that context switches are a computationally intensive task. The SpinWait() method takes as a parameter the number of iterations. The faster your processor, the quicker it will iterate through this loop. For example, each core of a 2.4 GHz quad-core processor can perform about 37,500,000 iterations per second. Obviously, coding against this value will cause rather different results when your application is being executed on different hardware. The major difference to remember when comparing the SpinWait() and Sleep() methods is that calling the Sleep() method on a thread causes it to give up the rest of its processor time
 
 slice, whereas SpinWait() gives the processor work to do. In Figure 10-1 , we can see the main states that a thread can be in. From its unstarted state, a thread can only go to running. But as you can see, there are many ways in which a thread can start running, be paused in some manner, and then go back to running again. At the end of its life cycle, the thread is no longer running.
 
 Figure 10-1: Thread state diagram
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 Cross-Thread UI Component Calls and Invoke()
 
 If you are starting a worker thread from the main UI thread after a button click or some other event, very often the worker thread will need to communicate something back to the UI. So, once you have fired off a new thread to perform some work in the background, there are two separate threads running in the application. This means that, in theory, we could do something like this: Public Class Form1 Private Sub Form1_Load(ByVal sender As System.Object, ByVal e As System.EventArgs) Handles MyBase.Load Dim myWorkerThread As New Thread(AddressOf WorkerMethod) myWorkerThread.Start() End Sub Private Sub WorkerMethod() For Each drive In My.Computer.FileSystem.Drives Me.AddDrive(drive.Name) Next End Sub End Class
 
 The preceding code will cause an exception in the WorkerMethod() method when it attempts to access the ListBox1 control. But why? Because Windows Forms controls are not thread-safe, which means that a control bound to the UI’s thread cannot be directly accessed from another thread. An attempt to do so will cause the following exception to be thrown: InvalidOperationException (Cross-thread operation not valid: Control
 
 'ListBox1' accessed from a thread other than the thread it was created on.) To get around this, we need to figure out whether the control we want to talk to needs to be “invoked” and, if so, invoke it and then do the work from the same thread that the control was created on. This sounds a lot more complicated than it actually is, and once this issue has bitten you a few times, you’ll breeze through it. To fix the preceding code, we can do something like the following: Public Class Form1 Private Delegate Sub AddDriveCallback(ByVal Name As String)
 
 Private Sub Form1_Load(ByVal sender As System.Object, ByVal e As System.EventArgs) Handles MyBase.Load Dim myWorkerThread As New Thread(AddressOf WorkerMethod) myWorkerThread.Start() End Sub Private Sub WorkerMethod() For Each drive In My.Computer.FileSystem.Drives Me.AddDrive(drive.Name) Next End Sub Private Sub AddDrive(ByVal Name As String) If ListBox1.InvokeRequired Then Dim d As New AddDriveCallback(AddressOf AddDrive) Me.Invoke(d, Name) Else Me.ListBox1.Items.Add(Name) End If End Sub End Class
 
 The simple part in the preceding code is that instead of adding the drive letter directly in the loop, we are calling a method to do it for us. This is also useful because we’ve encapsulated the functionality inside that method—and thank goodness for that, because the functionality has just gotten a lot more complicated! The issue that we need to overcome is that the code executing in the worker method and the Windows Forms control we want to talk to are on two different threads. Controls have a method called Invoke() that executes a delegate on the thread that owns the control’s window handle. They also have an InvokeRequired property, which indicates whether the Invoke() method needs to be called to talk to a control. In plainer terms, if you have a single-threaded
 
 application, then all of the code to perform work and run the UI exist in the same thread. So, your code can communicate directly with your UI controls without having to worry about invoking them.
 
 However, if you are in a multithreaded application and the UI exists in a separate thread from the worker thread, you need to do some extra work. When you want to execute some code, such as to add an item to a ListBox or change the contents of a TextBox, you need that code to execute on the same thread as the control is executing on. This is where delegates come in. If you’re not familiar with delegates, they’re simply pointers to a method, similar to how a variable is a pointer to a value or object. So, we cause the delegate to run on the UI’s thread, and thus cause the code that puts something into the ListBox to run on the UI’s thread. And because the code that’s adding something to the ListBox is running in the same thread that the ListBox was created in, there are no cross-thread issues to be concerned with. This is a pattern that you should come to recognize and understand. It will catch you out the first few times you use it, and it’s a little strange at first, but eventually you won’t have any problems with it.
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 Deadlocks and Race Conditions Deadlocks and race conditions are common in multithreaded programming. When multiple threads attempt to access the same resource, problems can occur. In a race condition, one thread can be updating a variable while another is reading from it and the value retrieved from the variable might be out of date and cause some inconsistency. Similarly, if a number of threads are each waiting for the others to finish with a resource, we end up with a deadlock. Essentially nothing happens in a deadlock situation; threads are waiting indefinitely for each other to finish, and thus none of them ever actually finish. To lock a resource such that only one thread can interact with it at a time, we can use the lock structure, which locks a reference type. While code is executing inside the lock structure, any other thread attempting to access the locked object is blocked until the lock has been released, which often is after the thread has finished its work. It’s usually easiest to declare a private static (Shared in Visual Basic) object to lock. Alternatively, you could lock an actual useful, real object that your class exposes. The following code demonstrates using the lock structure to ensure that no other threads can access the same data: class Employee { private object lockObject = new object(); private decimal _salary = 3000; private decimal _payToDate; private decimal _nextPayAmount; public decimal Salary { get { lock (lockObject) { return _salary;
 
 } } set { lock (lockObject) { _salary = value; } } } public void GiveRaise(decimal RaiseAmount) { lock (lockObject) { _salary += RaiseAmount; } } public void GivePromotion(decimal RaiseAmount) { lock (lockObject) { _salary += RaiseAmount; } } public void GiveSalary() { lock (lockObject) { _nextPayAmount += _salary; _payToDate += _nextPayAmount; // do other work; _nextPayAmount = 0; } } public void GiveBonus(decimal BonusAmount) { lock (lockObject) { _nextPayAmount += BonusAmount; }
 
 } } In the preceding code sample, any requests to get or set the employee’s salary or bonus information will be blocked until the thread that’s utilizing the salary (or, to be more precise, the lock object) has finished its work. This would be useful in a scenario in which multiple people might be updating or retrieving the same employee instance’s salary information.
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 Asynchronous Database Access
 
 This section looks at accessing a database asynchronously. If, in your own applications or organization every database query you perform returns very rapidly, then asynchronous database access may not b so important. But in situations where a database query may take some time to complete, this will be ve beneficial to both you as a developer and to your users. This is also very important for applications that are shipped to customer environments. The infrastructure in a customer environment may be far below the standard that the application was developed on, so performance statistics may have no correlation whatsoever to what customers will see. And although developers sometimes have databases installed locally on their development machines, customers may be accessing the database while on the road, over a combination of 802.11 wireless in cafes, to GPRS while in cars, and over a VPN and then into a relatively sluggish ADSL or cable Internet connection at the customer premises. So the millisecond response times a developer sees may increase to two minutes when a customer uses the application o their laptop out of the office.
 
 This example demonstrates the retrieval of data from a database asynchronously. When the user click button to search against a database, the application shouldn’t become unresponsive. The user should able to enter other parts of the application or perform other searches while the original search is taking place. Typically, when an application makes a synchronous method call, the application blocks until the method call is complete. However, when using asynchronous method calls, the call returns immediately and your application can continue working. When the method has actually finished its work, it calls bac to a “callback” method to indicate that it has finished, possibly with some return values or additional da The ADO.NET SqlCommand object allows us to begin certain requests with an immediate return, and t method will then execute a “callback” when the request is actually finished with its work. In this example we will see the BeginExecuteReader() and EndExecuteReader() methods: Imports System.Data Imports System.Data.SqlClient
 
 Imports System.Configuration Public Class Form1 Private Delegate Sub BindGridData( _ ByVal Data As System.ComponentModel.IListSource) Private Sub btnSearch_Click(ByVal sender As System.Object, _ ByVal e As System.EventArgs) _ Handles btnSearch.Click Dim dbConn = New SqlConnection() Dim dbComm = New SqlCommand() dbConn.ConnectionString = ConfigurationManager.ConnectionStrings _ ("ConnString").ConnectionString & _ ";Asynchronous Processing=True;" dbConn.Open() Dim dbQuery = "EXEC GetOrderTotalsByCustomer @CustomerID" Dim dbParam = New SqlParameter With dbParam .ParameterName = "@CustomerID" .Value = txtCustomerID.Text End With dbComm.CommandText = dbQuery dbComm.Connection = dbConn dbComm.Parameters.Add(dbParam)
 
 Dim dbCallback = New AsyncCallback(AddressOf btnSearch_ClickFinished dbComm.BeginExecuteReader( _ dbCallback, dbComm, CommandBehavior.CloseConnection) End Sub Private Sub btnSearch_ClickFinished(ByVal result As IAsyncResult) Dim dbComm = CType(result.AsyncState, SqlCommand) Dim dbRead = dbComm.EndExecuteReader(result) Dim dbTable = New DataTable dbTable.Load(dbRead) dbRead.Close() BindGrid(dbTable) End Sub Private Sub BindGrid(ByVal Data As System.ComponentModel.IListSource)
 
 If DataGridView1.InvokeRequired Then Dim d As New BindGridData(AddressOf BindGrid) Me.Invoke(d, Data) Else DataGridView1.DataSource = Data End If End Sub End Class
 
 So what’s going on in this example? We are pulling back our connection string from the App.config file. But in order to perform asynchronous queries against our database, we need to add the Asynchronous Processing=True option to the connection string. (We can alternatively use the shortened Async=True option.) Once we’ve set up our connection string to allow for asynchronous queries, we create SQLParameter and SQLCommand objects. Our SQLParameter object will be taking care of the @CustomerID parameter to the query, based on input from the user in the txtCustomerID textbox. The interesting part comes in the last two lines of the btnSearch_Click event code:
 
 Dim dbCallback = New AsyncCallback(AddressOf btnSearch_ClickFinished dbComm.BeginExecuteReader(dbCallback, dbComm, CommandBehavior.CloseConnection)
 
 We create a new delegate that points to our btnSearch_ClickFinished code. This could, of course, be called anything, or could be a generic method that many different methods use as their callback endpoints. So now that we have a reference to our method, we need to feed it to something. We call th BeginExecuteReader() method on our SQLCommand object. To this we pass the callback method, the state object, and an optional command behavior. The state object is any object that we want to maintai between calls. This object will be passed back to us when the call returns. The command behavior allo us to specify options for the database connection, and in this case we’re asking it to close the connecti when it’s finished. This is the SQL stored procedure that is being executed: CREATE PROCEDURE GetOrderTotalsByCustomer ( @CustomerID int ) AS BEGIN SET NOCOUNT ON; WAITFOR DELAY '00:00:10'; SELECT LineTotal FROM Customers
 
 INNER JOIN Orders ON Customers.CustomerID = Orders.CustomerID END GO
 
 To demonstrate the delay between starting and returning from the query, this example includes a WAIT FOR statement in the stored procedure, which will cause the query to wait for 10 seconds. (This probab wouldn’t be a good thing to include in a production environment.) Moving swiftly along, let’s look at what happens when the query returns: Private Sub btnSearch_ClickFinished(ByVal result As IAsyncResult) Dim dbComm = CType(result.AsyncState, SqlCommand) Dim dbRead = dbComm.EndExecuteReader(result) Dim dbTable = New DataTable dbTable.Load(dbRead) dbRead.Close() DataGridView1.DataSource = dbTable End Sub
 
 When the query returns, this method (btnSearch_ClickFinished in the preceding code) will be called. W must pass an IAsyncResult parameter as the only parameter to our callback method. This parameter is used to represent the status of an asynchronous operation. Imagine that we fired off three asynchrono requests to a database, with each request executing the same method when it is finished. We need so way of knowing which original request is causing the method to be executed. The part we want from ou result parameter is its AsyncState property. This returns the state object fed into the call when beginnin the query. So, in our case, this will return our SQLCommand object. By calling EndExecuteReader() on our IAsyncResult parameter, we are ending the asynchronous query, and can retrieve a SqlDataReade object. This will allow us to fill a DataTable with data from the query, and then in turn display that data o our grid.
 
 The example in this section demonstrated using the BeginExecuteReader() and EndExecuteReader() methods. In addition to these methods, the SQLCommand object also exposes BeginExecuteNonQuer and EndExecuteNonQuery() methods and BeginExecuteXmlReader() and EndExecuteXmlReader() methods. Using asynchronous calls is an easy way of fudging multithreading without requiring the expli creation of a separate thread. The execution happens implicitly on another thread.
 
 TeamUnknown Release
 
 0 Chapter 11 - Active Directory and Directory Services Microsoft Visual Studio 2008 Programming by Jamie Plenderleith and Steve Bunn McGraw-Hill/Osborne © 2009
 
 Chapter 11: Active Directory and Directory Services Overview Active Directory is the integrated directory service that is built into Microsoft Windows Server 2000, 2003, and 2008. Active Directory allows many different services, applications, users, and so forth to be integrated into the same directory service. Using a provisioning tool that links to Active Directory, an administrator can provision a user, create an Exchange Server mailbox for the user, set up security groups or mailing lists, add client relationship management, or set up applications permissions for the user. In addition to being extremely functional for multipurpose use, Active Directory also comes with the added benefit of allowing for single sign-on (SSO) by users. Upon logging into Windows with their Active Directory account, a user’s Active Directory credential is used to set permissions for applications and services and to utilize third-party applications that have built-in Windows Integrated Authentication. Microsoft Exchange and Windows Mobile both use Active Directory and its group policy support. Most Microsoft server products are built around Active Directory at the core. An example of a third-party server application that uses Active Directory is BlackBerry Enterprise Server 4.1. This allows BlackBerry users to connect to the Microsoft Exchange mail system, and other mailing servers, and send and receive e-mails. BlackBerry Enterprise Server is installed alongside Microsoft Exchange, in the same domain, and interacts with the Exchange APIs that are exposed by the Exchange Powershell. Both use Active Directory to set permissions on resources like mailboxes and mailing lists for individual users and organizations. Windows Server comes with some simple provisioning tools such as Active Directory Users and Computers (ADUC), which allows the provisioning of items such as users, groups, contacts, organizations, and computers, among others. While this suits the needs of small organizations, with a small user base, it simply becomes too time
 
 consuming to use ADUC to provision a large user base for which the need to provision resources in a third-party product is also required. There are products on the market that allow administrators to provision their Active Directory. For the hosting industry, Microsoft offers Microsoft Solution for Hosted Messaging and Collaboration 4.5 (HMC), which is based around the Microsoft Provisioning System (MPS) engine and can provision the entire environment, from organizations and users, to user BlackBerry accounts, to CRM properties and Live Communication Server (LCS) provisioning. If MPS is not able to provision a specific resource or third-party software, then the MPS engine enables developers to write extra providers, which will then have APIs exposed via MPS. All of the Active Directory coding for the exposed providers that Microsoft incorporates with HMC is written using Directory Services in .NET 2.0. The downside to products such as HMC is that they are very expensive to maintain, develop against, and build, so they are sometimes out of reach to smaller companies who simply cannot afford the huge licensing and startup costs. Note More information about HMC 4.5 can be found at www.microsoft.com/serviceproviders/solutions/hostedmessaging.mspx. While this chapter is not going to go anywhere close to covering all the functionality exposed by MPS for integrating with Active Directory, it goes into some depth on how to interact with Active Directory for many of the common provisioning tasks and gives you some understanding of how to begin to write application that integrate with Active Directory.
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 Active Directory Service Interfaces Active Directory Service Interfaces (ADSI) abstracts the functionality from various network providers for directory services and presents a common set of interfaces for provisioning resources in the environment. ADSI programming is complex and difficult to maintain, which is where the need for Directory Services comes in. Directory Services is built upon ADSI technology and provides simple-to-use classes and functions that replace the complex ADSI coding.
 
 ADSI and User Account Control in Windows Vista and Windows Server 2008 One of the new features in Windows Vista and Windows Server 2008 is User Account Control (UAC). This has a bearing on all applications that use ADSI. When an application attempts to create an ADSI object, the Active Directory schema is checked against the server for any changes. If a change is present then the entire schema is downloaded to the local computer and stored in the cache. The location of the cached schema on the local computer for Windows versions, before Vista, was %systemroot%\SchCache\. This wasn’t a problem when the application was being run under the administrator account, but when run under a nonadministrator account that did not have permissions to this directory, the schema could not be cached and therefore was downloaded every time a connection was made to the directory service. Windows Vista and Windows Server 2008 introduce some new registry settings that determine the file locations for the cached schema and registry locations for the cached schema. The local machine key HKEY_LOCAL_MACHINE\System\CurrentControlSet\adsi\ cache is used indicate whether each user should store the cached schema in a different location. If the value is set to 0, which is the default value, then each user gets their own
 
 storage location. This location is set in the registry key HKEY_CURRENT_USER\Software\ Microsoft\Ads\Providers\LDAP and, by default, is set to %LOCALAPPDATA%\ Microsoft\Windows\SchCache. This works fine for a workstation computer, on which not many user accounts would be used at the same time to access ADSI. However, on a web server, for example, on which possibly many hundreds, or even tens of thousands, of users could be interacting with ADSI, the fact that the schema is cached for each user becomes a big issue, because large amounts of disk space can be wasted in storing identical copies of the schema. In the web server scenario, the value of HKEY_LOCAL_MACHINE\System\ CurrentControlSet\adsi\cache should be set to 1. This means that only a single copy of the schema will be cached on the local computer. The location of the cached schema file is set in HKEY_LOCAL_MACHINE\Software\Microsoft\Ads\Providers\LDAP and by default is set to %systemroot%\SchCach. When initially run by an administrator the schema will be cached locally in a single location, which will then be available to non administrator accounts to use. Note By default, HKEY_LOCAL_MACHINE\System\CurrentControlSet\adsi\cache is set to 0. If this is a web server on Windows Vista or Windows Server 2008 that will host an application that integrates with ADSI, this value needs to be set to 1 to avoid unnecessary system resources being consumed, which will affect the performance of the web server, and potentially the network.
 
 Using ADSI Edit to View and Modify Active Directory The ADSI Edit tool is an MMC snap-in ADSI editor that is installed when Windows Server Support tools are installed. While we can use ADUC to edit and view objects and their properties, ADUC has limitations and its functionality is finite. For example, third-party software can extend the Active Directory schema, but ADUC is unable to handle these extra properties. ADSI Edit is a low-level editor that exposes the raw properties and raw data stored for an object in Active Directory. This allows objects to be created, moved, and deleted, and the majority of the objects’ properties to be edited. Caution While ADSI Edit is a very handy tool, you should use it with the same level of caution that you would use when editing the registry. Making an incorrect change to a property value can potentially have disastrous effects on the environment, which in some cases can be almost impossible to rectify. ADSI Edit is a great tool for validating that your code is working, because you can see the raw data that is stored in Active Directory, whereas ADUC obfuscates this behind friendly properties on a custom Graphical User Interface (GUI). The ADSI Edit GUI is shown in Figure 11-1. To launch ADSI Edit, follow these steps: 1. 2.
 
 1. Click Start | Run. 2. Type ADSIEdit.msc and press ENTER.
 
 Figure 11-1: ADSI Edit GUI, used to manage Active Directory objects You can edit the properties for an object by right-clicking it and choosing Properties from the menu. Figure 11-2 shows the Properties dialog box for the Administrator account. The Properties dialog box has three check boxes, described next in their checked state: Show mandatory attributes Shows the mandatory properties that must be set at a minimum on the object. These mandatory properties change depending on the type of the object. There are three common properties that must be set regardless of the object type: objectCategory, objectClass, and instanceType. Show optional attributes Shows all the optional properties for the object. Show only attributes that have values Hides all properties that do not have a value set for them. In ADSI Edit, these can be seen as properties with the value .
 
 Figure 11-2: ADSI Edit Properties dialog box for the Administrator user
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 DirectoryServices Namespace The .NET Framework provides the namespace System.DirectoryServices, which exposes flexible APIs that allow developers, writing managed code, to access, query, and modify the Active Directory Domain Services. System.DirectoryServices can be used with any Active Directory Domain Services service provider. There are currently four providers available, the following table gives a brief explanation of these providers: Lightweight Directory Access Protocol (LDAP) Used to access and modify an existing Windows Active Directory WinNT Gives access to local Windows, or NT 4 domain controllers, users, groups. and services Internet Information Services (IIS) Used to access and modify the underlying IIS database Novel NetWare Directory Services (NDS) Used to access and modify NDS servers Figure 11-3 shows the DirectoryServices references that the .NET Framework provides.
 
 Figure 11-3: DirectoryServices references in Visual Studio 2008 The DirectoryServices namespace provides the following two main classes that a developer can utilize. Each class is essentially a wrapper built around ADSI. System.DirectoryServices.DirectoryEntry System.DirectoryServices.DirectorySearcher The DirectoryEntry class is used to directly bind to an object from the directory. This can then be used to read or write data to the bound object; for example, a DirectoryEntry class would be used to access and modify users, groups, or setting permissions on network resources in the directory. The DirectorySearcher class allows queries to be run against an Active Directory Domain Services directory. An array of properties and methods is available to specify detailed search criteria. Some of the search criteria that can be customized are the search scope, filters, page sizes, sorting, and wildcards. Both these classes will be explained in more detail later in this chapter.
 
 AccountManagement Namespace The AccountManagement namespace is an abstracted layer that sits above DirectoryServices. This namespace exposes strongly typed classes for managing principal accounts in a directory. The purpose of these classes is to simplify the provisioning of accounts, which if done by using just DirectoryServices could get a little complex, requiring lengthy code, and requires slightly more in-depth knowledge. Three
 
 directory stores can be provisioned using AccountManagement: Active Directory Domain Services (AD AS) Active Directory Lightweight Directory Services (AD LDS) Machine SAM The strongly typed classes that are available from the AccountManagement namespace are as follows: UserPrincipal Represents a user object in the directory GroupPrincipal Represents a group object in the directory ComputerPrincipal Represents a computer object in the directory PrincipalContext Used to connect and authenticate against a directory Developers are able to extend the object model to include custom object types. It is possible to extend any of the types available via the AccountManagement namespace. This means that creating a custom user type is extremely simple. Code samples, that show some basic functionality using the AccountManagement namespace, can be found later on in this chapter.
 
 ActiveDirectory and Protocols Namespaces The System.DirectoryServices.ActiveDirectory and System.DirectoryServices.Protocols namespaces are abstract layers that sit above DirectoryServices and provide a simple, strongly typed object model that is aimed at Microsoft Active Directory Service tasks. This object model is used by developers to provide access to the administrative management of items such as domains, forests, and sites. Some of the functionality available to developers includes fetching the current domain the computer is a member of, returning a list of all active domain controllers, or even forcing a forest-wide replication. Examples of some of these features will be covered later in this chapter, but otherwise they are not covered in depth in this book. Note The ActiveDirectory namespace is not used to read or write properties to a directory. To do this, you would still use DirectoryServices or AccountManagement.
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 Using DirectoryEntry
 
 As explained a bit earlier, the DirectoryEntry class is used to bind to a directory object. To do this, we n to know the LDAP path of the object we would like to bind to, or we can bind to the DirectoryEntry avail to us via the SearchResult object when using the DirectorySearcher class. Table 11-1 shows some of the more common DirectoryEntry properties, and methods, that we will be looking at in this chapter. Children Returns a DirectoryEntry class that holds all the child DirectoryEntry objects for the current object CommitChanges() Saves all changes to the object’s properties back to the directory Guid
 
 Returns the object’s directory Globally Unique Identifier (GUID), which represents the objectGuid attribute property for the object Name Returns the name of the object NativeGuid Returns the object’s GUID that is used by the directory provider Parent Returns the DirectoryEntry class that represents the object in the directory Path Returns the ADsPath for the object
 
 Properties Returns a PropertiesCollection class that contains all the attributes of an object UsePropertyCache Flag used to indicate if the property’s cache should be committed after each successful operation
 
 Table 11-1: Common Properties and Methods for the DirectoryEntry Class Property or Method
 
 Description
 
 Binding Paths
 
 When connecting to an directory object, we need to know its path. Just as we need to know the file pat the file if we are trying to open a file on the local computer, C:\DevRoot\ Badger.jpg, for example, we n to know the path of the directory object.
 
 LDAP Path
 
 When using the LDAP provider, the path of the object is defined by the DistinguishedName property, in following format: LDAP://[/DistinguishedName]
 
 LDAP ADsPath
 
 We can also use an LDAP ADsPath, which is server- or domain-specific. This uses the following forma LDAP://HostName[:PortNumber][/DistinguishedName]
 
 When using an ADsPath, the HostName can be a server name, an IP address, or even a domain name The port number is optional and, when omitted, the default value is 389 when not using SSL, and 636 w using SLL. The DistinguishedName is also optional, which, if left out, will be the HostName that it is bo to. The following are some examples of paths that we can use with the current providers: LDAP LDAP://CN=Steve,CN=Users,DC=VS2008,DC=lan LDAP://AD01.VS2008.lan/CN=Steve,CN=Users,DC=VS2008,DC=lan
 
 WinNT WinNT://DEV01,Computer WinNT://VS2008/Steve IIS IIS://WEB01/W3SVR/AppPools NDS NDS://O=MyOrg/OU=Users/CN=MyUser
 
 Provider
 
 Example
 
 Looking back at Figure 11-1 , we can clearly see the Administrator user located under the Users contai The LDAP path for this user is LDAP://CN=Administrator,CN=Users,DC=VS2008,DC=lan The ADsPath would be LDAP://AD01.VS2008.lan/CN=Administrator,CN=Users,DC=VS2008,DC=lan Note
 
 When binding to a specific domain controller using an ADsPath, it is worth noting that if replication is u and the domain controller you are binding to hasn’t been updated yet with the Active Directory schema data, the object will not be found. If the path is not domain controller–specific, then .NET automatically selects the first active domain controller it finds to use when binding to the object. When creating new objects, and then rebinding to them, it is worth developing your code to use a specific domain controlle the operation.
 
 Users and other objects do not necessarily have to be located in the Users container. The following LD path is that of a new user called Steve, which is located in an Organizational Unit (OU) called Hosting instead of in the Users container. This user can be seen in Figure 11-4 .
 
 Figure 11-4: Using ADSI Edit to view the user Steve under the Hosting OU LDAP://CN=Steve,OU=Hosting,DC=VS2008,DC=lan
 
 Binding to an Active Directory Object
 
 When binding to an object in a directory service, it is possible to pass in authentication credentials. If th are not passed then the user identity of the current application is used to authenticate against the direc service.
 
 The following code shows how to bind a DirectoryEntry object to the Administrator user in Active Direct string ldapPath = "LDAP://CN=Administrator,CN=Users,DC=VS2008,DC=lan"; DirectoryEntry adminUserEntry = new DirectoryEntry(ldapPath); To specify alternate authentication credentials, the following code can be used: string ldapPath = "LDAP://CN=Administrator,CN=Users,DC=VS2008,DC=lan"; string authUsername = "[email protected]"; string authPassword = "Badger123"; DirectoryEntry adminUserEntry = new DirectoryEntry(ldapPath, authUsername, authPassword)
 
 It is possible to specify a fourth AuthenticationType parameter in the constructor when creating a DirectoryEntry object. The System.DirectoryServices.AuthenticationTypes type allows you to specify on the following authentication methods: Anonymous
 
 Delegation Encryption FastBind None ReadOnlyServer Sealing Secure SecureSocketsLayer ServerBind Signing The default value for AuthenticationType when it’s not specifically specified is Secure.
 
 The code examples in this chapter do not pass authentication credentials when binding to an object; instead, it will be assumed that the identity of the user running the application has enough privileges to and modify the objects.
 
 Checking Whether an Object Exists
 
 If a DirectoryEntry object is bound to an incorrect LDAP path, then no exceptions are raised initially. However, when accessing a property or method on the DirectoryEntry object, this will result in a DirectoryServicesCOMException exception with the message “There is no such object on the server.” S this is not picked up when binding, it is possible to pass this empty object around the application before accessing any properties or methods. This leads to errors occurring when the code requires a valid obj
 
 To avoid binding to a phantom object, the DirectoryEntry class provides us with a static method, DirectoryEntry.Exists(), that we can use to determine if an object exists in the directory before we proce any further with operations on the object. The following code shows how to use the Exists() function: public DirectoryEntry GetDirectoryEntry(string ldapPath) { DirectoryEntry myEntry = null; if (DirectoryEntry.Exists(ldapPath)) { myEntry = new DirectoryEntry(ldapPath); } else
 
 { throw new DirectoryServicesCOMException("Object not found"); } return myEntry; } This would then be used in the following way: try { DirectoryEntry adminUser = GetDirectoryEntry("LDAP://CN=Adddministrator, CN=Users,DC=VS2008,DC=lan"); //code to read or write the admin user's properties } catch (Exception ex) { //Handle error here }
 
 Common and Mandatory Directory Attributes When creating or modifying an object using DirectoryEntry, we must be aware of certain mandatory properties that we must specify. Different object types can have different mandatory, and common, properties. Common Fixed Properties
 
 Although each object schema in the Active Directory is different, they all share a commonschema, thus enabling a common set of properties for all directory objects. The followingtable shows some common only properties that are exposed by the common schema: DistinguishedName The path of the object. This is the same as the LDAP path, but without LDAP:// at the start. Name The name of the object. objectCategory The category of schema to be used for the object. objectClass
 
 The type of object classes the object inherits from objectCategory. This defines the properties and attributes exposed on the obje objectGUID
 
 A unique GUID assigned to the object. whenChanged The Universal Time Coordinated (UTC) time when the object was last modified. whenCreated The UTC time when the object was created.
 
 Property
 
 Description
 
 User Type Properties
 
 The user object represents a single user. The following table shows the mandatory and optional proper when creating or modifying a user object: C No The country code of the user. For example, GB is the United Kingdom, and US is the United States. CN Yes The name of the object used in the LDAP path of the object. Description No The description of the user. displayName No The friendly display name that can be displayed instead of the sAMAccountName or User Principal Name (UPN) to identify a user. facsimileTelephoneNumber No The fax number of the user. givenName No The first name of the user. homeDirectory No
 
 The home directory of the user. homeDrive No
 
 The home drive for the user. Specifies the drive letter to use when mapping the Universal Naming Convention (UNC) path specifie by homeDirectory. homePhone No The home phone number of the user. Initials No The initials of the user. L No The city of the user. Mail No The e-mail address of the user. MemberOf No A multivalued property that holds the DistinguishedName of the groups the user is a member of. middleName No The middle name of the user. Mobile No The mobile number of the user. postalCode No The ZIP/postal code of the user. sAMAccountName Yes
 
 This must be a unique value within the directory. This value was used for authentication in the form domainName\sAMAccountNam
 
 scriptPath No The login script path. Specifies the script to be executed when logging into the network. Sn No The last name of the user. St No The state of the user. streetAddress No The street address of the user. telephoneNumber No The work phone number of the user. userAccountControl No Sets various attributes on the user object. This is explained in more detail later in this chapter. userPrincipalName No
 
 This must be a unique value within the directory, and is used for authentication. This property has replaced the sAMAccountName and most Microsoft software accepts either userPrincipalName or sAMAccountName for authentication. A UPN is typically in the for [email protected] and is often the same value as the primary e-mail address for the user. wwwHomePage No The home page of the user.
 
 Property
 
 Mandatory
 
 Contact Type Properties
 
 Description
 
 The contact object type represents a single contact. A contact is a passive object and has no real funct use in a directory environment except to store details of a contact. The following table describes some contact object properties: C No The country code of the contact CN Yes The name of the object used in the LDAP path of the object Description No The description of the contact displayName No The friendly display name for the contact FacsimileTelephoneNumber No The fax number of the contact givenName No The first name of the contact HomePhone No The home phone number of the contact Initials No The initials of the contact L No The city of the contact Mail
 
 No The e-mail address of the contact middleName No The middle name of the contact Mobile No The mobile number for the contact PostalCode No The ZIP/postal code of the contact Sn No The last name of the contact St No The state of the contact StreetAddress No The street address of the contact telephoneNumber No The work phone number of the contact
 
 Property
 
 Mandatory
 
 Description
 
 Group Type Properties
 
 The group type represents a single group in the directory. The following table shows some of the basic group properties: CN Yes
 
 The name of the object used in the LDAP path of the object. Description No The description of the group. DisplayName No The friendly display name that can be displayed instead of the object’s name. groupType No The type and scope of the group. Mail No The e-mail address of the group. Members No Multivalue property that contains the DistinguishedNames of all the users, contacts, and groups who are members of this group.
 
 Property
 
 Mandatory
 
 Description
 
 The groupType property determines what the scope and type are for the group. The groupType proper an integer value that is the cumulative sum of a group type and a group scope. There are two different group types: DISTRIBUTION_GROUP 0 A distribution group is a group that contains users, or other distribution groups, and is used to share information via e-mail. SECURITY_GROUP –2147483648 A security group is a collection of users, computers, and other groups and is used to set permissions for resources and rights to perform system tasks.
 
 Group Type
 
 Value
 
 Description
 
 The following table shows the different group scopes:
 
 DOMAIN_LOCAL_GROUP 4 Local groups are used as containers for user, group, and computer objects and are used to set permissions for local resources. GLOBAL_GROUP 2 Global groups are used as containers for user, group, and computer objects and are used to assign permissions to objects, in the current domain or forest, to its members. UNIVERSAL_GROUP 8 Universal groups are used as containers for users, groups, and computers from any domain or forest. They are used to set permissions on resources in the forest. A security type group cannot have a universal group scope.
 
 Group Scope
 
 Value
 
 Description
 
 When creating a group and defining its groupType property, you would use the following code to determ the group type: int groupType = SECURITY_GROUP | GLOBAL_GROUP An example of how to create a group is provided later in the chapter, in the “Create Group” section. OrganizationalUnit Type Properties
 
 An OrganizationalUnit represents a single organization. An organization can contain multiple child obje all directory object types. The following table details a few of the OrganizationalUnit’s common properti Description No The description of the user DisplayName No The friendly display name that can be displayed instead of the objects name OU Yes The name of object used in the LDAP path of the object.
 
 Property
 
 Mandatory
 
 Description
 
 Computer Type Properties
 
 A computer type represents a single computer that is a member of the domain. The following table exp some of the common properties of the computer object type: CN Yes The name of the object used in the LDAP path of the object. Description No The description of the computer. DisplayName No The friendly display name that can be displayed instead of the name of the object. sAMAccountName Yes Used to uniquely identify the computer in Active Directory. userAccountControl No Sets various attributes on the computer object. This is explained in more detail next.
 
 Property
 
 Mandatory
 
 Description
 
 userAccountControl Property
 
 In addition to the properties explained in the preceding sections, both the user and computer objects ha the additional property userAccountControl, as indicated in their respective tables. This integer value is cumulative sum of a number of flags, where each flag represents a specific property.
 
 For example, the value for a normal user account that has been locked out would be 528. This value is taken from NORMAL_ACCOUNT + LOCKOUT. The following table shows the available flags and their corresponding hex and decimal values: SCRIPT 0x0001 1
 
 ACCOUNTDISABLE 0x0002 2 HOMEDIR_REQUIRED 0x0008 8 LOCKOUT 0x0010 16 PASSWD_NOTREQD 0x0020 32 PSSWD_CANT_CHANGE 0x0040 64 ENCRYPTED_TEXT_PWD_ALLOWS 0x0080 128 TEMP_DUPLICATE_ACCOUNT 0x0100 256 NORMAL_ACCOUNT 0x0200 512 INTERDOMAIN_TRUST_ACCOUNT 0x0800 2048 WORKSTATION_TRUST_ACCOUNT 0x1000 4096 SERVER_TRUST_ACCOUNT
 
 0x2000 8192 DONT_EXPIRE_PASSWORD 0x10000 65536 MNS_LOGON_ACCOUNT 0x20000 131072 SMARTCARD_REQUIRED 0x40000 262144 TRUSTED_FOR_DELEGATION 0x80000 524288 NOT_DELEGATED 0x100000 1048576 USE_DES_KEY_ONLY 0x200000 2097152 DON’T_REQ_PREAUTH 0x400000 4194304 PASSWORD_EXPIRED 0x800000 8388608 TRUSTED_TO_AUTH_FOR_DELEGATION 0x1000000 16777216
 
 Flag
 
 Hex Value
 
 Decimal Value
 
 Flag
 
 Hex Value
 
 Decimal Value
 
 Each flag is described in the following table: SCRIPT Indicates if the user’s logon script will be executed. ACCOUNTDISABLE The user account is disabled. HOMEDIR_REQUIRED The home directory is required for the user. LOCKOUT Indicates if the user account is locked out. PASSWD_NOTREQD No password is required for the user. PSSWD_CANT_CHANGE The user cannot change their own password. Please see http://msdn2.microsoft.com/en-us/library/aa746398.aspx . ENCRYPTED_TEXT_PWD_ALLOWS The user can send an encrypted password. TEMP_DUPLICATE_ACCOUNT A user account where the user’s primary account is located in another domain. This is otherwise known as a local user account. NORMAL_ACCOUNT The default account type of a user. INTERDOMAIN_TRUST_ACCOUNT Allows trust for an account in a domain that trusts other domains. WORKSTATION_TRUST_ACCOUNT The default account type for a computer that is a member of the domain. SERVER_TRUST_ACCOUNT The default account type for a domain controller in a domain. DON’T_EXPIRE_PASSWORD Indicates if the password for the account should never expire. MNS_LOGON_ACCOUNT
 
 Specifies if the account is a Majority Node Set (MNS) logon account. SMARTCARD_REQUIRED Forces the user to log on using a smart card. TRUSTED_FOR_DELEGATION
 
 Indicates if the services account, user or computer, under which a service executes is trusted for Kerberos delegation. To enable a account for Kerberos delegation, this flag must be set. NOT_DELEGATED Indicates if the security context of the user is delegated to a service, even if the service account is set as trusted for Kerberos delegation. USE_DES_KEY_ONLY Forces the account to use Data Encryption Standard (DES) encryption types with keys. DON’T_REQ_PREAUTH The account does not require Kerberos preauthentication when logging on. PASSWORD_EXPIRED Indicates if the user’s password has expired. TRUSTED_TO_AUTH_FOR_DELEGATION Indicates if the account is enabled for delegation.
 
 Flag
 
 Description
 
 The userAccountControl property has default values when a user or computer is created. These are explained in the following table: User NORMAL_ACCOUNT 512 Computer WORKSTATION_TRUST_ACCOUNT 4096 Computer (DomainController) SERVER_TRUST_ACCOUNT + TRUSTED_FOR_DELEGATION 532480
 
 Reading a Single-Value Property
 
 Object
 
 Default Flags
 
 Default Value
 
 Reading a Single-Value Property Reading a property from a DirectoryEntry object is relatively easy, but there are a few catches. When reading a property from a DirectoryEntry object, we can use the Properties() method, which returns a PropertyCollection class, as shown below: string displayName = adminEntry.Properties["displayName"].Value.ToString();
 
 The problem with using this code on its own is that the displayName property either might not exist in th object’s property collection or might be a value that is not set. This is the same when reading, or writing single-value or multivalued property.
 
 A DirectoryEntry’s property value is stored in a collection, since some properties can have multiple valu When calling the Value property of a DirectoryEntry property, the item in the collection, with an index o returned. If no value is set, then there is no item at index 0 in the collection, and an exception is raised.
 
 As a rule, you should always check for the existence of a property and its value before attempting a rea The following code sample shows how to validate whether a property exists before reading the property value: //Bind to Administrator user string adminPath = "LDAP://CN=Administrator,CN=Users,DC=VS2008,DC=lan"; DirectoryEntry adminEntry = new DirectoryEntry(adminPath); string displayName = string.Empty; //Validate if the displayName property exists and has a value if (adminEntry.Properties.Contains("displayName") && adminEntry.Properties ["displayName"].Count == 1) { //Read displayName property displayName = adminEntry.Properties["displayName"].Value.ToString(); }
 
 Reading a Multivalued Property Reading a multivalued property is very similar to reading a single-value property, except we need to enumerate through the collection of values for the property. The following is an example of how to enumerate through a multivalued property: List userGroups = new List(); //Enumerate property values
 
 foreach (string groupDN in adminEntry.Properties["memberOf"]) { //Create path using property value string groupPath = string.Format("LDAP://{0}", groupDN); userGroups.Add(groupPath); }
 
 Setting a Property
 
 Setting a property is almost identical to reading a property. After we have set the property’s value, we m call the CommitChanges() method on the DirectoryEntry object. CommitChanges() saves the changes to the directory. The following code example shows how to set a property and commit the changes: //Set value of the property adminEntry.Properties["displayName"].Value = "SteveB"; //Save the changes back to the directory adminEntry.CommitChanges();
 
 Setting a Multivalued Property
 
 When setting multivalued properties, we must use the Properties.Add() method to add each value individually to the property’s value collection. An example of a multivalued property is the memberOf property, which is used to store the DistinguishedNames of the groups that the object is a member of. T following code shows how to set a multivalued property using the memberOf property:
 
 adminEntry.Properties["memberOf"].Add("CN=Administrators,CN=Users,DC=VS2008, DC=lan"); adminEntry.Properties["memberOf"].Add("CN=NewGroup,CN=Users,DC=VS2008,DC=lan adminEntry.CommitChanges();
 
 Refreshing the DirectoryEntry Properties Cache
 
 If you have had a DirectoryEntry resident in memory for a while, it is possible that the property values th have been cached locally do not match what is in the directory. Calling the RefreshCache() method retr a fresh copy of the property values stored in the directory. This is done by using the following code: adminEntry.RefreshCache();
 
 Calling this method without passing any parameters does a round trip to the directory and retrieves new values for the properties that are cached locally. This can be considered a bit of overkill if you are only interested in refreshing a single property or a small number of properties.
 
 The RefreshCache() method is an overloaded method and can also take a string array of property nam that need to be refreshed. Only the properties specified in this array are returned from the directory. Th can increase network performance of a directory application. Following is a code sample that shows ho refresh only certain specific properties of a DirectoryEntry: //Create a string array of the properties to refresh string[] propsToRefresh = new string[] { "givenName", "sn" }; //Refresh the properties adminEntry.RefreshCache(propsToRefresh);
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 Using DirectorySearcher The System.DirectoryServices.DirectorySearcher class is used to search the directory hierarchy. Of the system-supplied providers, only LDAP may be used, because it is the only provider that supports directory searching. The following code shows how to search for any object with the displayName “Steve”: //Set the root path try { string rootPath = string.Format("LDAP://CN=Users,DC=VS2008,DC=lan"); DirectoryEntry domainEntry = new DirectoryEntry(ldapPath); //Create a new instance of DirectorySearcher DirectorySearcher dirSearcher = new DirectorySearcher(domainEntry); //Specify the filter of the search dirSearcher.Filter = "(displayName=Steve)"; //Return the search results SearchResultCollection results = dirSearcher.FindAll(); //Enumerate through the results foreach (SearchResult resultItem in results) { //Return the DirectoryEntry object for a search result item DirectoryEntry userEntry = resultItem.GetDirectoryEntry(); } catch(DirectoryServicesCOMException ex) { Console.WriteLine(string.Format("Error contacting AD: {0}", ex.Message)); }
 
 The preceding example uses the FindAll() method. If only one result is expected, then we can use the FindOne() method, which returns a SearchResult type: SearchResult result = dirSearcher.FindOne(); We can refine the search performed and narrow down the search results using filters, set a maximum size for the results, and reduce the network load that is used by including paging.
 
 Filter Property The filter property allows us to specify the search criteria for the query. In the preceding example, the filter was just simply searching for any objects with the displayName “Steve.” We can extend this filter to narrow down the result set. A filter can contain one or more expressions in the following format: [expression][expression]… An expression is in the following format: ([operator][comparison][comparison]…) The following are the valid operators that can be used: & AND operation | OR operation ! NOT operation A comparison has the following format: ([property][operator][value]) The following are the valid operators that can be used in a comparison: = Equals ~= Approximately equals = Greater than or equal to
 
 Note When specifying a value for the comparison, it is possible to use * as a wildcard.
 
 The following table shows some basic filter strings and a simple description of the results of each one: (displayName=Steve) Any object where the displayName property is equal to “Steve” (&(displayName=Steve)(objectClass=user)) Any user object with a displayName of “Steve” (&(objectClass=user)(|(displayName=Steve)(givenName=Steve))) Any user object with a displayName or givenName of “Steve” (&(objectClass=group)(name=MPF*)) All groups whose name begins with MPF
 
 Filter
 
 Results
 
 PageSize Property The PageSize property can be used to page the number of items returned from the search. Setting the PageSize property can speed up the search and can ease the network load. Setting PageSize to 0 disables paging. The following shows how to set a page size of 500: dirSearcher.PageSize = 500;
 
 SizeLimit Property The SizeLimit property limits the number of results returned from the query. Setting SizeLimit to 0 returns the server-determined SizeLimit value, which by default is set to 1000. The following shows how to limit the number of results returned to 100: dirSearcher.SizeLimit = 100;
 
 ServerTimeLimit Property
 
 The ServerTimeLimit property is used to specify the maximum time of the search—essentially it’s a timeout property. The following shows how to set the ServerTimeLimit to 20 seconds: dirSearcher.ServerTimeLimit = 20;
 
 SearchScope Property This SearchScope property defines the level of query. This is a type of System.DirectoryServices .SearchScope and has three different scopes: SearchScope.Base Searches in the parent root only. SearchScope.OneLevel Searches in all the direct children of the parent, but excludes the parent from the search. SearchScope.Subtree Searches in the parent and the entire subtree of its direct children. This is the default value of the SearchScope property. Following is an example of setting this property: dirSearcher.SearchScope = SearchScope.Base;
 
 Tombstone Property The Tombstone property value indicates if the query results should include directory objects that have also been deleted. This is a Boolean value. The code to set this property follows: dirSearcher.Tombstone = true;
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 Common Active Directory Functionality
 
 This section covers some common functionality that a developer would use when writing a DirectorySe enabled application that interacts with Active Directory. This includes functionality for performaing tasks listing all domain controllers, returning user and group details from Active Directory, and enabling and disabling a user up to and including performing realtime Active Directory monitoring. This is only the tip iceberg as far as Active Directory programming is concerned and further advanced DirectoryServices functionality is not discussed in this book. The examples in this chapter use the System. DirectoryServi System.DirectoryServices.ActiveDirectory, and the System. DirectoryServices.AccountManagement namespaces and exposed functionality.
 
 System.DirectoryServices.ActiveDirectory Examples The following examples use the System.DirectoryServices.ActiveDirectory namespace. Return the Current Forest Name
 
 Following is an example of how to return the current forest name, based upon the current user context: public static string GetForestName() { Forest forestInstance = Forest.GetCurrentForest(); string forestName = forestInstance.Name; return forestName; }
 
 List All Domains in a Forest The following code shows how to list all domains in the forest, based upon the current user context: public static List GetDomains() { List domainList = new List(); Forest forestInstance = Forest.GetCurrentForest(); foreach (Domain domainInstance in forestInstance.Domains) { domainList.Add(domainInstance.Name); } return domainList; } Return the Current Domain The following code shows how to return the current domain, based upon the current user context: public string GetCurrentDomain() { string domainName = Domain.GetCurrentDomain().Name; return domainName; } Two other methods are available for returning a domain that is not based upon the user context. The following returns the current domain that the computer is a member of: string domainName = Domain.GetComputerDomain().Name; The other method returns the domain name from a given DirectoryContext object: DirectoryContext dirContext = new DirectoryContext(DirectoryContextType .Domain, "VS28008.lan"); ... string domainName = Domain.GetDomain(dirContext).Name; List Domain Controllers in a Domain The following code shows how to return the domain controllers for a specific domain: public List GetDomainControllers(string domainName)
 
 {
 
 List dcList = new List(); DirectoryContext cont = new DirectoryContext(DirectoryContextType.Domain domainName); Domain domainInstance = Domain.GetDomain(cont); foreach (DomainController dcInstance in domainInstance .FindAllDomainControllers()) { dcList.Add(dcInstance.Name); } return dcList; }
 
 The preceding example returns all domain controllers. Some of these domain controllers may not be ac Instead of using the FindAllDomainControllers() method, we can use the FindAllDiscoverableDomainControllers() method. This will return all active domain controllers. Create Forest Trust Relationship The following code shows how to create a trust relationship between two forests: public void CreateForestTrust(string sourceForestName, string targetForestName) { //Get the source forest DirectoryContext sourceContext = new DirectoryContext (DirectoryContextType.Forest, sourceForestName); Forest sourceForest = Forest.GetForest(sourceContext); //Get the target forest DirectoryContext targetContext = new DirectoryContext (DirectoryContextType.Forest, targetForestName); Forest targetForest = Forest.GetForest(targetContext); //Create the trust sourceForest.CreateTrustRelationship(targetForest, TrustDirection.Outbound); } Delete Forest Trust Relationship The following code shows how to delete a trust relationship between two forests: public void DeleteForestTrust(string sourceForestName, string
 
 targetForestName) { //Get the source forest DirectoryContext sourceContext = new DirectoryContext (DirectoryContextType.Forest, sourceForestName); Forest sourceForest = Forest.GetForest(sourceContext); //Get the target forest DirectoryContext targetContext = new DirectoryContext (DirectoryContextType.Forest, targetForestName); Forest targetForest = Forest.GetForest(targetContext); //Delete the trust sourceForest.DeleteTrustRelationship(targetForest); }
 
 System.DirectoryServices Examples The following examples all use the System.DirectoryServices namespace. Validate User Login
 
 The following code shows how to validate a user’s login based upon their login credentials. The userna can be the sAMAccountName or the User Principal Name of the user. public bool ValidateUserLogin(string username, string password, string domainName) { bool authenticated = false; try { //Format user login details and get the domain if not specified. string domainToUse = domainName; //Check if the full domain sAMAccountName has been supplied as the username if (username.Contains(@"\")) { string preWindows2000DomainName = username.Split('\\')[0]; DirectoryContext dirContext = new DirectoryContext (DirectoryContextType.Domain, preWindows2000DomainName); domainToUse = Domain.GetDomain(dirContext).Name; } //Check if the UPN has been supplied as the username else if (username.Contains("@")) { domainToUse = username.Split('@')[1];
 
 } else {
 
 //If no domain information has been specified, use the computer's domain if (string.IsNullOrEmpty(domainName)) { domainToUse = Domain.GetComputerDomain().Name; } else { domainToUse = domainName; } } //Create the root path at the domain level string ldapPath = string.Format("LDAP://{0}", domainToUse); DirectoryEntry domainEntry = new DirectoryEntry(ldapPath, username, password); DirectorySearcher dirSearcher = new DirectorySearcher(domainEntry); string filter = string.Empty; //Check if a UPN was supplied if (username.Contains("@")) { //Set the filter to search for users based upon the UPN supplied filter = string.Format("(&(objectClass=user)(userPrincipalName= {0}))", username); } else { string sAMAccountName = username; if (sAMAccountName.Contains(@"\")) { sAMAccountName = sAMAccountName.Split('\\')[1]; } //Set the filter to search for users based upon the sAMAccountName supplied filter = string.Format("(&(objectClass=user)(sAMAccountName={0} ))", sAMAccountName); } dirSearcher.Filter = filter; //Find the first result, since there should only be one returned. SearchResult result = dirSearcher.FindOne(); //Validate that an item was returned if (result != null) { //Get the user DirectoryEntry object. This line is not
 
 required, it //is here to illustrate how to get the DirectoryEntry object. DirectoryEntry userEntry = result.GetDirectoryEntry(); //Set authenticated to true authenticated = true; } } catch (DirectoryServicesCOMException ex) { //Invalid Login or the domain controller is not contactable throw ex; } return authenticated; } Examples of how to call this ValidateUserLogin() method are shown next: //Validate against full sAMAccountName domain login credentials ValidateUserLogin(@"VS2008\Administrator", "Administrator123", null); //Validate against sAMAccountName using the computer's domain ValidateUserLogin("Administrator", "Administrator123", null); //Validate against sAMAccountName and specify a specific domain ValidateUserLogin("Administrator", "Administrator123", "VS2008.lan"); //Validate against the User Principal Name ValidateUserLogin("[email protected]", "Administrator123", null); Create a User The following code shows how to create a user and set some default properties during creation: public string CreateUser(string parentPath, string userName, string userPassword, string firstName, string lastName, string displayName) { //Get the parent object DirectoryEntry parentEntry = new DirectoryEntry(parentPath); //Get a new child user object DirectoryEntry newUserEntry = parentEntry.Children.Add("CN=" + userName, "user"); //Set properties newUserEntry.Properties["sAMAccountName"].Value = userName; newUserEntry.Properties["givenName"].Value = firstName; newUserEntry.Properties["sn"].Value = lastName; newUserEntry.Properties["displayName"].Value = userName; //Save the changes to the directory
 
 newUserEntry.CommitChanges(); //Set user to be a normal account int currentAcctControl = (int)newUserEntry .Properties["userAccountControl"].Value; newUserEntry.Properties["userAccountControl"].Value = currentAcctControl & ~0x200; //Set the password newUserEntry.Invoke("SetPassword", new object[] { userPassword }); //Save the changes to the directory newUserEntry.CommitChanges(); //Get the new user's LDAP path return newUserEntry.Path; } An example of calling this method is shown next: string path = CreateUser("LDAP://CN=Users,DC=VS2008,DC=lan", "Steve", "password01", "Steve", "Pollard", "SteveB"); Create a Local User The following code shows how to create a local user on the local machine:
 
 public string CreateLocalUser(string userName, string userPassword) { //Get the local computer entry string computerPath = string.Format("WinNT://{0}", Environment.MachineNa DirectoryEntry localComputerEntry = new DirectoryEntry(computerPath); //Add new user DirectoryEntry newUserEntry = localComputerEntry.Children.Add(userName, "user"); newUserEntry.Invoke("SetPassword", new object[] { userPassword }); newUserEntry.CommitChanges(); //Return the new user Path string userPath = newUserEntry.Path; return userPath; } Set User Password The following is an example of the code required to set a user’s password: public void ResetUserPassword(string userPath, string newPassword)
 
 { //Get user object DirectoryEntry userEntry = new DirectoryEntry(userPath); //Set the password userEntry.Invoke("SetPassword", new object[] { newPassword }); userEntry.CommitChanges(); } An example of how to use this code is shown here:
 
 string path = ResetUserpassword("LDAP://CN=Steve,CN=Users,DC=VS2008,DC=lan", "newPassword01"); Enable a User The following code shows how to enable a user: public void EnableUser(string userPath) { //Get the user object DirectoryEntry userEntry = new DirectoryEntry(userPath); //Set the user account control flag int currentAcctControl = (int)userEntry.Properties ["userAccountControl"].Value; userEntry.Properties["userAccountControl"].Value = currentAcctControl & ~0x2; //Save changes to the directory userEntry.CommitChanges(); } Disable a User
 
 The following is an example of how to disable a user. The code is very similar to that for enabling a use public void DisableUser(string userPath) { //Get the user object DirectoryEntry userEntry = new DirectoryEntry(userPath); //Set the user account control flag int currentAcctControl = (int)userEntry.Properties ["userAccountControl"].Value; userEntry.Properties["userAccountControl"].Value = currentAcctControl | ~0x2;
 
 //Save changes to the directory userEntry.CommitChanges(); } Unlock a User The following code shows you how to unlock a locked-out user: public void UnlockUser(string userPath) { //Get user object DirectoryEntry userEntry = new DirectoryEntry(userPath); //Reset LockOutTime property userEntry.Properties["LockOutTime"].Value = 0; //Save changes to the directory userEntry.CommitChanges(); } Create a Group The following code shows how to create a new security group: public string CreateSecurityGroup(string parentPath, string groupName, string displayName) { //Get the parent object DirectoryEntry parentEntry = new DirectoryEntry(parentPath); //Create a new group object DirectoryEntry groupEntry = parentEntry.Children.Add("CN=" + groupName, "group"); //Set the group's properties groupEntry.Properties["sAMAccountName"].Value = groupName; groupEntry.Properties["displayName"].Value = displayName; //Save the changes to the directory groupEntry.CommitChanges(); //Get and return group LDAP path return groupEntry.Path; } Create a Local Group The following code shows how you can create a local group:
 
 public string CreateLocalGroup(string groupName) { //Get the local computer entry string computerPath = string.Format("WinNT://{0}", Environment.MachineName); DirectoryEntry localComputerEntry = new DirectoryEntry(computerPath); //Add new user DirectoryEntry newGroupEntry = localComputerEntry.Children .Add(groupName, "group"); newGroupEntry.CommitChanges(); //Return the new group Path string groupPath = newGroupEntry.Path; return groupPath; } Add a Member to a Group
 
 The following code shows how to add a new member to a group. Users, contacts, and groups can be a as members of a group. The object’s distinguished name is the value that is added to the Members pro of the group. public void AddMemberToGroup(string groupPath, string memberPath) { //Get member's distinguished name from the memberPath string memberDN = memberPath.Substring(memberPath.IndexOf("//") + 2); //Get group entry DirectoryEntry groupEntry = new DirectoryEntry(groupPath); //Add member DN to the member property groupEntry.Properties["member"].Add(memberDN); //Save changes to directory groupEntry.CommitChanges(); } Remove a User from a Group The following code shows how to remove a member from a group: public void RemoveMemberFromGroup(string groupPath, string memberPath) { //Get member's distinguished name from the memberPath string memberDN = memberPath.Substring(memberPath.IndexOf("//") + 2); //Get group entry DirectoryEntry groupEntry = new DirectoryEntry(groupPath); //Add member DN to the member property
 
 groupEntry.Properties["member"].Remove(memberDN); //Save changes to directory groupEntry.CommitChanges(); } Note
 
 The methods in the previous two examples, AddMemberToGroup() and RemoveMemberFromGroup(), the member’s distinguished name to the Members property of the group object. It is possible to do this another way, which is by adding the group’s distinguished name to the member’s memberOf property. Get a User’s Group Membership The following code shows how to return the LDAP paths of the groups that a user is a member of: public List GetUserGroups(string userPath) { List userGroups = new List(); //Get user entry DirectoryEntry userEntry = new DirectoryEntry(userPath); foreach (string groupDN in userEntry.Properties["memberOf"]) { //Get LDAP path from the groups distinguished name string groupPath = string.Format("LDAP://{0}", groupDN); userGroups.Add(groupPath); } //Return the user's groups list return userGroups; } Get DirectoryEntry Children
 
 The following code shows how to enumerate through, and return, all child LDAP paths in a given paren object: private List GetChildPaths(string parentPath) { //Get parent object List childPaths = new List(); DirectoryEntry parentEntry = new DirectoryEntry(parentPath); //Enumerate through the child objects foreach (DirectoryEntry childEntry in parentEntry.Children) { //Add child path to list
 
 childPaths.Add(childEntry.Path); } //Return list return childPaths; } An example of how to call this method is shown here:
 
 List childPaths = GetChildPaths("LDAP://CN=Users,DC=VS2008,DC=lan"); Delete an Object
 
 The following code shows how to delete a directory object. The code is the same regardless of the obje type involved. This works for users, groups, computers, and all the other class types. public void DeleteObject(string objectPath) { //Get the object DirectoryEntry objectEntry = new DirectoryEntry(objectPath); //Get the objects parent DirectoryEntry parentEntry = objectEntry.Parent; //Remove the child object from the parent parentEntry.Children.Remove(objectEntry); //Save changes to the directory parentEntry.CommitChanges(); } Note
 
 Deleted objects are stored in the Deleted Objects container. In the examples in this chapter, this would LDAP://CN=Deleted Objects,DC=VS2008,DC=lan.
 
 System.DirectoryServices.AccountManagement Examples
 
 The following examples all use the System.DirectoryServices.AccountManagement namespace. As yo see, the code is considerably simpler than the corresponding DirectoryServices methods that achieve t same functionality. Create a New User The following code shows how to create a new user using the UserPrincipal object:
 
 public string CreateUser(string domainName, string parentPath, string userNa string userPassword, string firstName, string lastName, string displayName) { //Get the Principal Context string parentDN = parentPath.Substring(parentPath.IndexOf("//") + 2); PrincipalContext context = new PrincipalContext(ContextType.Domain, domainName, parentDN); //Create new UserPrincipal object UserPrincipal newUser = new UserPrincipal(context, userName, userPasswor true); //Set the user properties newUser.GivenName = firstName; newUser.Surname = lastName; newUser.DisplayName = userName; //Save the changes newUser.Save(); //Return the user's new path string userPath = string.Format("LDAP://{0}", newUser.DistinguishedName) return userPath; } This would be called using code similar to the following: string newUserPath = CreateUser("VS2008", "LDAP://CN=Users,DC=VS2008,DC=lan ", "NewUserName", "Password01", "Simon", "Cowel", "SimonC"); Create a New Group The following code shows how to create a new group using the GroupPrincipal object: public string CreateGroup(string domainName, string parentPath, string groupName, string displayName) { //Get the Principal Context string parentDN = parentPath.Substring(parentPath.IndexOf("//") + 2); PrincipalContext context = new PrincipalContext(ContextType.Domain, domainName, parentDN); //Create new GroupPrincipal object GroupPrincipal newGroup = new GroupPrincipal(context, groupName); newGroup.DisplayName = displayName; //Save the changes to the directory newGroup.Save(); //Get and return group LDAP path string groupPath = string.Format("LDAP://{0}", newGroup
 
 .DistinguishedName); return groupPath; } This would be called using string newGroupPath = CreateGroup("VS2008", "LDAP://CN=Users,DC=VS2008, DC=lan", "NewGroup", "NewGroup"); Find a User The following code can be used to find and return a UserPrincipal object: public UserPrincipal FindUser(string domainName, string parentPath, string userPrincipalName) { //Get the Principal Context string parentDN = parentPath.Substring(parentPath.IndexOf("//") + 2); PrincipalContext context = new PrincipalContext(ContextType.Domain, domainName, parentDN); //Find and return User UserPrincipal user = UserPrincipal.FindByIdentity(context, IdentityType.UserPrincipalName, userPrincipalName); return user; } Extend a Principal Object
 
 All of the Principal objects in the AccountManagement namespace can be extended to include custom bespoke properties and methods. The following example shows how to extend the UserPrincipal class incorporate a new strongly typed property called Company, which will use the corresponding Active Dir property "company": using System; using System.DirectoryServices; using System.DirectoryServices.AccountManagement; [DirectoryRdnPrefix("CN")] [DirectoryObjectClass("user")] class CompanyUser : UserPrincipal { //Base constructor public CompanyUser(PrincipalContext context)
 
 : base(context)
 
 { } //Constructor public CompanyUser(PrincipalContext context, string sAMAccountName, string password, bool enabled) : base(context, sAMAccountName, password, enabled) { } //New Company Property [DirectoryProperty("company")] public string Company { get { DirectoryEntry userEntry = (DirectoryEntry)GetUnderlyingObject() string company = string.Empty; if (userEntry.Properties.Contains("company") && userEntry .Properties["extensionAttribute1"].Count > 0) { company = userEntry.Properties["company"].Value.ToString(); } return company; } set { DirectoryEntry userEntry = (DirectoryEntry)GetUnderlyingObject() userEntry.Properties["company"].Value = value; } } //Overloaded findByIdenityMethod public static new CompanyUser FindByIdentity(PrincipalContext context, IdentityType identityType, string identityValue) { return (CompanyUser)FindByIdentity(context, identityType, identityValue); } public static new CompanyUser FindByIdentity(PrincipalContext context, string identityValue) { return (CompanyUser)FindByIdentity(context, identityValue); } } To use this new class, use the following code:
 
 //Create context and user PrincipalContext context = new PrincipalContext(ContextType.Domain, "VS2008", "CN=Users,DC=VS2008,DC=lan"); CompanyUser user = new CompanyUser(context, "SimonCowel", "Password01", true); //Set the user properties user.GivenName = "Simon"; user.Surname = "Cowel"; user.DisplayName = "SimonC"; user.Save(); //Set the company name user.Company = "Badger Ltd."; user.Save(); The code to retrieve a company user would look something like this: CompanyUser user = CompanyUser.FindByIdentity(context, IdentityType.SamAccountName, "SimonCowel");
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 Monitoring Changes in Active Directory
 
 One common request I (Steve) have found when dealing with companies is that they would like to mon real-time changes in Active Directory. One example of this is to sync data with AD objects in a SQL Da or for billing requirements when Active Directory is part of a Hosted environment. There are two methods of tracking changes in Active Directory: Use the DirectorySynchronization class Use the LdapConnection class
 
 Both methods have advantages and disadvantages, as described next. The code shown in this section as is, and is not described in much detail. Most of the code has already been explained in this chapter.
 
 Using the DirectorySynchronization Class
 
 The DirectorySynchronization class can be used to persist the directory to a file. This works by storing timestamp cookie on the local machine. When a new directory search is performed, this directory synchronization cookie can be used, and only modifications made to the directory, based upon the data cookie, will be returned. If any changes are found, they are formatted in readable XML and returned. The following are the advantages of using this method of tracking changes in Active Directory: The time interval is customizable.
 
 If the domain controller cannot be contacted for any reason, all changes to Active Directory that ha during this time can still be retrieved when the connection can be made.
 
 Does not require any resources when not syncing with Active Directory.
 
 Can monitor the Deleted Objects container when using the search root LDAP:// DC=VS2008,DC= Can be used to identify both new and modified objects. The following are the disadvantages: Requires a cookie file to be stored locally. It does not occur 100 percent in real time, as the code checks at set intervals, which is set by the application.
 
 The following class can be used to sync with Active Directory using the DirectorySynchronization class: using using using using using using using
 
 System; System.DirectoryServices; System.DirectoryServices.ActiveDirectory; System.Runtime.Serialization.Formatters.Binary; System.IO; System.Xml; System.Collections;
 
 public class ADSync { string _adsPath; string _filterDN; string _filterQry; string _username; string _password; string _cookiePath;
 
 //Example: //Example: //Example: //Example: //Example: //Example:
 
 LDAP://AD01.VS2008.lan/DC=VS2008,DC=lan CN=Users,DC=VS2008,DC=lan (objectClass=user) [email protected] Administrator123 C:\ADSyncCookie\Temp
 
 public ADSync(string adsPath, string filterDN, string filterQry, string authUsername, string authPassword, string cookiePath) { this._adsPath = adsPath; this._filterDN = filterDN; this._filterQry = filterQry; this._username = authUsername; this._password = authPassword; this._cookiePath = cookiePath; //If the adsPath is empty then use //code to dynamically work it out if (string.IsNullOrEmpty(this._adsPath))
 
 { this._adsPath = this.GetDefaultContext(); } }
 
 private string GetDefaultContext() { string defaultContext = string.Empty; //Get RootDSE DirectoryEntry object using (DirectoryEntry root = new DirectoryEntry("LDAP://rootDSE", nu null, AuthenticationTypes.Secure)) { //Construct adsPath from DirectoryEntry properties defaultContext = string.Format("LDAP://{0}/{1}", root.Properties["dnsHostName"][0].ToString(), root.Properties["defaultNamingContext"][0].ToString()); } return defaultContext; } private void InitializeCookie() { //If the cookie already exists then no need //to reinitialize it again. if (!this.CookieFileExists()) { //DirectoryEntry for the base search root DirectoryEntry entry = new DirectoryEntry(this._adsPath, this._username, this._password, AuthenticationTypes.None); using (entry) { //Track all properties of an AD object string[] attribs = null; DirectorySearcher ds = new DirectorySearcher(entry, this._filterQry, attribs); //We must use Subtree scope ds.SearchScope = SearchScope.Subtree; //Create the Sync object DirectorySynchronization dSynch = new DirectorySynchronization(DirectorySynchronizationOptions.None); ds.DirectorySynchronization = dSynch;
 
 using (SearchResultCollection src = ds.FindAll()) { //Initialize and store the cookie
 
 this.StoreCookie(dSynch.GetDirectorySynchronizationCook //The following was done because the above didn't //100% initialize the cookie and so we call //getSyncChanges to force initialization this.GetSynchedChanges(true); } } } } public string GetSynchedChanges(bool saveState) { //Create the output xml document format XmlDocument xmlResponse = new XmlDocument(); XmlNode dataNode = xmlResponse.CreateElement("data"); xmlResponse.AppendChild(dataNode); XmlNode newNode = xmlResponse.CreateElement("newObjects"); dataNode.AppendChild(newNode); XmlNode updatedNode = xmlResponse.CreateElement("updatedObjects"); dataNode.AppendChild(updatedNode); XmlNode deletedNode = xmlResponse.CreateElement("deletedObjects"); dataNode.AppendChild(deletedNode); //Get our base DirectoryEntry search root DirectoryEntry entry = new DirectoryEntry(_adsPath, _username, _password, AuthenticationTypes.None); using (entry) { //Track all properties of an AD object string[] attribs = null; DirectorySearcher ds = new DirectorySearcher(entry, this._filterQry, attribs); //We must use Subtree scope ds.SearchScope = SearchScope.Subtree; //Get back our saved cookie byte[] savedCookie = this.RestoreCookie(); //Create our pass back in our saved cookie
 
 DirectorySynchronization dSynch = new DirectorySynchronization(D torySynchronizationOptions.None, savedCookie); ds.DirectorySynchronization = dSynch; using (SearchResultCollection src = ds.FindAll()) { //All objects returned always have the following //three properties. We want to display this in //the xml as core props and not modified ones. ArrayList reservedPropNames = new ArrayList(); reservedPropNames.Add("objectguid"); reservedPropNames.Add("adspath"); reservedPropNames.Add("instancetype"); //Loop through all modified objects returned //from the AD sync search foreach (SearchResult sr in src) { string path = sr.Path; bool isDeleted = (path.Contains("CN=Deleted Objects"));
 
 //If the path of the object matches the filterDN //then process the object, otherwise we don't want //to know about it. If the object is deleted we don't //know its old path, so we must return all objects. if (path.Contains(this._filterDN) || isDeleted) { bool isNew = (sr.Properties["objectsid"].Count == 1) XmlNode newItemNode = xmlResponse.CreateElement("object"); if (isDeleted) { deletedNode.AppendChild(newItemNode); } else if (isNew) { newNode.AppendChild(newItemNode); } else { updatedNode.AppendChild(newItemNode); } string objectGUID = string.Empty;
 
 byte[] guidData = (byte[])sr.Properties["objectGuid"][0]; Guid itemGuid = new Guid(guidData); objectGUID = itemGuid.ToString();
 
 //Loop through the reserved properties //and add them to our xml document foreach (string propName in reservedPropNames) { //If the property is the objectGuid then we want //to add this as an attribute of the object node if (propName == "objectguid") { XmlAttribute guidAttrib = xmlResponse.CreateAttribute("guid"); guidAttrib.Value = objectGUID; newItemNode.Attributes.Append(guidAttrib); } else { XmlNode propNode = xmlResponse.CreateElement(propName); if (sr.Properties[propName].Count > 0) { propNode.InnerText = sr.Properties[propName][0].ToString(); } newItemNode.AppendChild(propNode); } } XmlNode modifiedPropsNode = xmlResponse.CreateElement("modifiedProperties"); newItemNode.AppendChild(modifiedPropsNode);
 
 //Loop through all modified properties of the object //and add them to our xml document foreach (string propName in sr.Properties.PropertyNa { //Check if the property is one of the reserved //properties. If not, then add it to our xml doc bool isReserved = false; foreach (string reservedPropName in reservedPropNames) {
 
 if (reservedPropName == propName) { isReserved = true; break; } } if (!isReserved) { //Create the property node XmlNode propertyNode = xmlResponse .CreateElement("property");
 
 modifiedPropsNode.AppendChild(propertyNode);
 
 //Set the name attribute of the property nod XmlAttribute propNameAttrib = xmlResponse.CreateAttribute("name"); propNameAttrib.Value = propName; propertyNode.Attributes.Append(propNameAttri //Loop through all values of a property //and add them to the property node foreach (object propValue in sr.Properties[propName]) { XmlNode valueNode = xmlResponse.CreateElement("value");
 
 valueNode.InnerText = propValue.ToString propertyNode.AppendChild(valueNode); } } } }
 
 } //Save the cookie state to a file if required if (saveState) { this.StoreCookie(dSynch.GetDirectorySynchronizationCooki } } } //Return the finalized output xml return xmlResponse.OuterXml; } private void StoreCookie(byte[] cookieBytes)
 
 { //Saves the cookie to a binary file BinaryFormatter formatter = new BinaryFormatter(); //Get location to store the cookie string filePath = this.GetCookieFilePath(); FileStream fs = new FileStream(filePath, FileMode.Create); using (fs) { formatter.Serialize(fs, cookieBytes); } } private byte[] RestoreCookie() { //Loads the cookie from the saved file BinaryFormatter formatter = new BinaryFormatter(); //Get location to store the cookie string filePath = this.GetCookieFilePath(); FileStream fs = new FileStream(filePath, FileMode.Open); using (fs) { return (byte[])formatter.Deserialize(fs); } } private string GetCookieFilePath() { //Get the file path of the cookie to be saved/loaded string tempPath = this._cookiePath; if (!tempPath.EndsWith(@"\")) { tempPath += @"\"; } string filePath = tempPath + "ADSyncCookie.bin"; return filePath; } private bool CookieFileExists()
 
 { //Validate if the cookie actually exists bool exists = File.Exists(this.GetCookieFilePath()); return exists; } } Running the Code To initialize this class, use the following code: string adsPath = "LDAP://AD01.VS2008.lan/DC=VS2008,DC=lan"; string filterDN = "CN=Users,DC=VS2008,DC=lan"; string filterQry = "(objectClass=user)"; string authUsername = "[email protected]"; string authPassword = "Administrator123"; string cookiePath = "C:\ADSyncCookie\Temp"; ADSync newSync = new ADSync(adsPath, filterDN, filterQry, authUsername, authPassword, cookiePath);
 
 Once the class has been initialized, we can then call GetSyncChanges when we want to check if any c have been made in Active Directory. This is done using the following code: try { string changesXml = newSync.GetSynchedChanges(true); } catch(DirectoryServicesCOMException ex) { Console.WriteLine(string.Format("Error contacting AD: {0}", ex.Message)); }
 
 The following is an example of the XML that is generated. This contains three main nodes: newObjects updatedObjects, and deletedObjects. These three nodes contain object nodes, which represent each d object that has been modified along with an object’s common properties and the properties of the objec have been changed: LDAP://AD01.VS2008.lan/CN=Steve,CN=Users,DC=VS2008,DC=lan
 
 4 0 System.Byte[] 7/15/2008 2:42:59 PM System.Byte[] 9223372036854775807 Steve CN=Person,CN=Schema,CN=Configuration,DC=VS2008, DC=lan Steve 0 513 CN=Steve,CN=Users,DC=VS2008,DC=lan System.Byte[] top person
 
 organizationalPerson user 546 Steve 0 LDAP://AD01.VS2008.lan/CN=Administrator,CN=Users,DC=VS2008, DC=lan 4 CN=Administrator,CN=Users,DC=VS2008,DC=lan Administrator LDAP://AD01.VS2008.lan/CN=Jamie\0ADEL:0bef8671-0d16-42f68cb1-2b7a25897ee2,CN=Deleted Objects,DC=VS2008,DC=lan 4 True CN=Jamie\0ADEL:0bef8671-0d16-42f6-8cb12b7a25897ee2,CN=Deleted Objects,DC=VS2008,DC=lan 
 
 asdasdfsa DEL:0bef8671-0d16-42f6-8cb1-2b7a25897ee2 System.Byte[] CN=Users,DC=VS2008,DC=lan Using System.DirectoryServices.Protocols
 
 The DirectoryNotificationControl class has an extended LDAP asynchronous search. When changes ar to the directory, the client can be notified by an asynchronous callback. This is used alongside the LdapConnection object, which creates a TCP/IP, User Datagram Protocol (UDP), or LDAP connection directory, and the SearchRequest object, which is used to specify the search criteria.
 
 The advantage of using this method of tracking changes in Active Directory is that it returns results in r The following are the disadvantages:
 
 Triggers every time a property is changed for an object in the search; in large environments, this c cause issues. If the connection is lost, then changes made to the directory while disconnected cannot be found. Does not identify between new and modified objects.
 
 Cannot search the domain root, for example LDAP://DC=VS2008,DC=lan. Must search containers domain root. Cannot identify which properties have been modified. You must have a separate search to monitor deleted objects in the LDAP:// CN=Deleted Objects,DC=VS2008,DC=lan path. The following class is a fully functional example of how to monitor Active Directory when using the System.DirectoryServices.Protocols namespace:
 
 using using using using
 
 System; System.ComponentModel; System.DirectoryServices; System.DirectoryServices.Protocols;
 
 public class ADRealTimeSync : IDisposable { //Sync handling objects private ISynchronizeInvoke _syncObject = null; IAsyncResult _searchResult; //Properties private string _preferredDomainController; private string _authUsername; private string _authPassword; LdapConnection _ldapConnection; //Event handlers public event EventHandler ObjectDeleted; public event EventHandler ObjectChanged;
 
 public ADRealTimeSync(string preferredDomainController, string authUsern string authPassword, ISynchronizeInvoke syncObject) { //Constructor with sync object this._preferredDomainController = preferredDomainController; this._authUsername = authUsername; this._authPassword = authPassword; this._syncObject = syncObject; this.InitializeConnection(); }
 
 public ADRealTimeSync(string preferredDomainController, string authUsern string authPassword) { //Constructor without sync object this._preferredDomainController = preferredDomainController; this._authUsername = authUsername; this._authPassword = authPassword; this.InitializeConnection(); } private void InitializeConnection() { //Initialize LDAP connection
 
 System.Net.NetworkCredential creds = new System.Net.NetworkCredential(this._authUsername, this._authPassword); LdapDirectoryIdentifier ident = new LdapDirectoryIdentifier(this._preferredDomainController); this._ldapConnection = new LdapConnection(ident, creds); this._ldapConnection.AutoBind = true; }
 
 public void StartMonitoring(string rootPath, string filterQry) { //Check if a search is already running if (this._searchResult != null) { throw new Exception("Monitoring already in progress"); } else { //Get distinguished name from LDAP path string rootDN = rootPath.Substring(rootPath.IndexOf("//") + 2); //Create new SearchRequest SearchRequest searchRequest = new SearchRequest(rootDN, filterQr System.DirectoryServices.Protocols.SearchScope.Subtree, null); //Add DirectoryNotificationControl to the search searchRequest.Controls.Add(new DirectoryNotificationControl()); //Begin the search with a callback this._searchResult = this._ldapConnection.BeginSendRequest (searchRequest, new TimeSpan(10, 0, 0, 0), PartialResultProcessing .ReturnPartialResultsAndNotifyCallback, Notify, searchRequest); } } private void StopMonitoring() { //Check if a search exists if (this._searchResult != null) { //Stop the search this._ldapConnection.Abort(this._searchResult); this._searchResult = null; } } private void Notify(IAsyncResult result) { try {
 
 //Retrieve the results PartialResultsCollection prc = this._ldapConnection.GetPartialResults(result); //Loop through each result and process the object foreach (SearchResultEntry searchEntry in prc) { this.OnADObjectChanged(searchEntry); } } catch (Exception ex) { Console.WriteLine(ex.Message); } } private void OnADObjectChanged(SearchResultEntry changedObject) { //Get object properties string objectDN = changedObject.DistinguishedName; string objectLDAPPath = string.Format("LDAP://{0}", objectDN); //Check if the object has been deleted if (objectDN.Contains("DEL:")) { //Check if the ObjectDeleted event exists if (ObjectDeleted != null) { //Create new delete event args ObjectDeletedEventArgs args = new ObjectDeletedEventArgs(objectLDAPPath); //Check for sync object and raise event if (_syncObject == null) { ObjectDeleted(this, args); } else { this._syncObject.Invoke(ObjectDeleted, new object[] {thi args}); } } } else { //Check if the ObjectChanged event exists if (ObjectChanged != null) { //Create new changed args
 
 ObjectChangedEventArgs args = new ObjectChangedEventArgs(objectLDAPPath); //Check for sync object and raise event if (_syncObject == null) { ObjectChanged(this, args); } else { this._syncObject.Invoke(ObjectChanged, new object[] {this args }); } } } } #region IDisposable Members void IDisposable.Dispose() { //Stop monitoring this.StopMonitoring(); } #endregion }
 
 public class ObjectDeletedEventArgs : EventArgs { string _ldapPath; public ObjectDeletedEventArgs(string ldapPath) { this._ldapPath = ldapPath; } public string LDAPPath { get { return this._ldapPath; } } } public class ObjectChangedEventArgs : EventArgs {
 
 string _ldapPath; public ObjectChangedEventArgs(string ldapPath) { this._ldapPath = ldapPath; } public string LDAPPath { get { return this._ldapPath; } } } This class would then be used with code similar to the following:
 
 private ADRealTimeSync _sync; private void InitializeSearch() { try { this._sync = new ADRealTimeSync("AD01.VS2008.lan", "[email protected]", "Administrator123"); this._sync.ObjectChanged += new EventHandler(_sync_ObjectChanged); this._sync.ObjectDeleted += new EventHandler					    
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