
	
		
		    
			
			    
			
			
			    
			    
			    
			 
		    

		                     
				 Home
	 Add Document
	 Sign In
	 Register


			
			    
				
				    
					
					
					    
					

				    

				

			    

			

		    

		

	

	
    
	
	        	    
		    		MySQL Cookbook, 1st edition    	    

	    	    	Home 
	MySQL Cookbook, 1st edition


	

    




    
        
	    

	    
            
		

		
		        		    
    			
    			    
    			

    		    

		    		    
			
			    
				
				    MySQL Cookbook By Paul DuBois

Publisher

: O'Reilly

Pub Date

: October 2002

 ISBN

: 0-596-00145-2

Pages

: 1022

M...				

				    				
    				    Author: 
										    Paul DuBois					    				

				
			    

			    
				

				 20 downloads
				 1274 Views
				    				 2MB Size
								 Report
			    

			    
				
				This content was uploaded by our users and we assume good faith they have the permission to share this book. If you own the copyright to this book and it is wrongfully on our website, we offer a simple DMCA procedure to remove your content from our site. Start by pressing the button below!
				
 Report copyright / DMCA form

				
			    

			

			
			    
				
				     DOWNLOAD PDF
				

			    

			    
				
				    
				    
					
				    
				    
				    
					
				    
				

				
				    

				

			    

			

			

			

			

			
			
			
		    

		    
						    MySQL Cookbook By Paul DuBois
 
 Publisher
 
 : O'Reilly
 
 Pub Date
 
 : October 2002
 
 ISBN
 
 : 0-596-00145-2
 
 Pages
 
 : 1022
 
 MySQL Cookbook provides a unique problem-and-solution format that offers practical examples for everyday programming dilemmas. For every problem addressed in the book, there's a worked-out solution or "recipe" -- short, focused pieces of code that you can insert directly into your applications. More than a collection of cut-and-paste code, this book explanation how and why the code works, so you can learn to adapt the techniques to similar situations.
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 Preface The MySQL database management system has become quite popular in recent years. This has been true especially in the Linux and open source communities, but MySQL's presence in the commercial sector now is increasing as well. It is well liked for several reasons: MySQL is fast, and it's easy to set up, use, and administrate. MySQL runs under many varieties of Unix and Windows, and MySQL-based programs can be written in many languages. MySQL is especially heavily used in combination with a web server for constructing database-backed web sites that involve dynamic content generation. With MySQL's rise in popularity comes the need to address the questions posed by its users about how to solve specific problems. That is the purpose of MySQL Cookbook. It's designed to serve as a handy resource to which you can turn when you need quick solutions or techniques for attacking particular types of questions that come up when you use MySQL. Naturally, because it's a cookbook, it contains recipes: straightforward instructions you can follow rather than develop your own code from scratch. It's written using a problem-and-solution format designed to be extremely practical and to make the contents easy to read and assimilate. It contains many short sections, each describing how to write a query, apply a technique, or develop a script to solve a problem of limited and specific scope. This book doesn't attempt to develop full-fledged applications. Instead, it's intended to assist you in developing such applications yourself by helping you get past problems that have you stumped. For example, a common question is, "How can I deal with quotes and special characters in data values when I'm writing queries?" That's not difficult, but figuring out how to do it is frustrating when you're not sure where to start. This book demonstrates what to do; it shows you where to begin and how to proceed from there. This knowledge will serve you repeatedly, because after you see what's involved, you'll be able to apply the technique to any kind of data, such as text, images, sound or video clips, news articles, compressed files, PDF files, or word processing documents. Another common question is, "Can I access tables from two databases at the same time?" The answer is "Yes," and it's easy to do because it's just a matter of knowing the proper SQL syntax. But it's hard to do until you see how; this book will show you. Other things that you'll learn from this book include:
 
 • • •
 
 How to use SQL to select, sort, and summarize records.
 
 • •
 
 How to determine intervals between dates or times, including age calculations.
 
 •
 
 How to store images into MySQL and retrieve them for display in web pages.
 
 •
 
 How to convert the legal values of an ENUM column into radio buttons in a web page,
 
 How to find matches or mismatches between records in two tables. How to perform a transaction. How to remove duplicate records.
 
 or the values of a SET column into checkboxes.
 
 •
 
 How to get LOAD DATA to read your datafiles properly, or find out which values in the file are bad.
 
 •
 
 How to use pattern matching techniques to cope with mismatches between the CCYY-
 
 MM-DD date format that MySQL uses and dates in your datafiles. • •
 
 How to copy a table or a database to another server. How to resequence a sequence number column, and why you really don't want to.
 
 One part of knowing how to use MySQL is understanding how to communicate with the server—that is, how to use SQL, the language through which queries are formulated. Therefore, one major emphasis of this book is on using SQL to formulate queries that answer particular kinds of questions. One helpful tool for learning and using SQL is the mysql client program that is included in MySQL distributions. By using this client interactively, you can send SQL statements to the server and see the results. This is extremely useful because it provides a direct interface to SQL. The mysql client is so useful, in fact, that the entire first chapter is devoted to it. But the ability to issue SQL queries alone is not enough. Information extracted from a database often needs to be processed further or presented in a particular way to be useful. What if you have queries with complex interrelationships, such as when you need to use the results of one query as the basis for others? SQL by itself has little facility for making these kinds of choices, which makes it difficult to use decision-based logic to determine which queries to execute. Or what if you need to generate a specialized report with very specific formatting requirements? This too is difficult to achieve using just SQL. These problems bring us to the other major emphasis of the book—how to write programs that interact with the MySQL server through an application programming interface (API). When you know how to use MySQL from within the context of a programming language, you gain the ability to exploit MySQL's capabilities in the following ways:
 
 • •
 
 You can remember the result from a query and use it at a later time. You can make decisions based on success or failure of a query, or on the content of the rows that are returned. Difficulties in implementing control flow disappear when using an API because the host language provides facilities for expressing decisionbased logic: if-then-else constructs, while loops, subroutines, and so forth.
 
 •
 
 You can format and display query results however you like. If you're writing a command-line script, you can generate plain text. If it's a web-based script, you can generate an HTML table. If it's an application that extracts information for transfer to some other system, you might write a datafile expressed in XML.
 
 When you combine SQL with a general purpose programming language and a MySQL client API, you have an extremely flexible framework for issuing queries and processing their results. Programming languages increase your expressive capabilities by giving you a great deal of additional power to perform complex database operations. This doesn't mean this book is complicated, though. It keeps things simple, showing how to construct small building blocks by using techniques that are easy to understand and easily mastered. I'll leave it to you to combine these techniques within your own programs, which you can do to produce arbitrarily complex applications. After all, the genetic code is based on only four
 
 nucleic acids, but these basic elements have been combined to produce the astonishing array of biological life we see all around us. Similarly, there are only 12 notes in the scale, but in the hands of skilled composers, they can be interwoven to produce a rich and endless variety of music. In the same way, when you take a set of simple recipes, add your imagination, and apply them to the database programming problems you want to solve, you can produce that are perhaps not works of art, but certainly applications that are useful and that will help you and others be more productive.
 
 MySQL APIs Used in This Book MySQL programming interfaces exist for many languages, including (in alphabetical order) C, C++, Eiffel, Java, Pascal, Perl, PHP, Python, Ruby, Smalltalk, and Tcl.[] Given this fact, writing a MySQL cookbook presents an author with something of a challenge. Clearly the book should provide recipes for doing many interesting and useful things with MySQL, but which API or APIs should the book use? Showing an implementation of every recipe in every language would result either in covering very few recipes or in a very, very large book! It would also result in a lot of redundancy when implementations in different languages bear a strong resemblance to each other. On the other hand, it's worthwhile taking advantage of multiple languages, because one language often will be more suitable than another for solving a particular type of problem. []
 
 To see what APIs are currently available, visit the development portal at the MySQL web site, located at http://www.mysql.com/portal/development/html/. To resolve this dilemma, I've picked a small number of APIs from among those that are available and used them to write the recipes in this book. This limits its scope to a manageable number of APIs while allowing some latitude to choose from among them. The primary APIs covered here are: Perl Using the DBI module and its MySQL-specific driver
 
 PHP Using its set of built-in MySQL support functions
 
 Python Using the DB-API module and its MySQL-specific driver
 
 Java Using a MySQL-specific driver for the Java Database Connectivity (JDBC) interface
 
 Why these languages? Perl and PHP were easy to pick. Perl is arguably the most widely used language on the Web, and it became so based on certain strengths such as its text-processing
 
 capabilities. In particular, it's very popular for writing MySQL programs. PHP also is widely deployed, and its use is increasing steadily. One of PHP's strengths is the ease with which you can use it to access databases, making it a natural choice for MySQL scripting. Python and Java are not as popular as Perl or PHP for MySQL programming, but each has significant numbers of followers. In the Java community in particular, MySQL seems to be making strong inroads among developers who use JavaServer Pages (JSP) technology to build databasebacked web applications. (An anecdotal observation: After I wrote MySQL (New Riders), Python and Java were the two languages not covered in that book that readers most often said they would have liked to have seen addressed. So here they are!) I believe these languages taken together reflect pretty well the majority of the existing user base of MySQL programmers. If you prefer some language not shown here, you can still use this book, but be sure to pay careful attention to Chapter 2, to familiarize yourself with the book's primary API languages. Knowing how database operations are performed with the APIs used here will help you understand the recipes in later chapters so that you can translate them into languages not discussed.
 
 Who This Book Is For This book should be useful for anybody who uses MySQL, ranging from novices who want to use a database for personal reasons, to professional database and web developers. The book should also appeal to people who do not now use MySQL, but would like to. For example, it should be useful to beginners who want to learn about databases but realize that Oracle isn't the best choice for that. If you're relatively new to MySQL, you'll probably find lots of ways to use it here that you hadn't thought of. If you're more experienced, you'll probably be familiar with many of the problems addressed here, but you may not have had to solve them before and should find the book a great timesaver; take advantage of the recipes given in the book and use them in your own programs rather than figuring out how to write the code from scratch. The book also can be useful for people who aren't even using MySQL. You might suppose that because this is a MySQL cookbook and not a PostgreSQL cookbook or an InterBase cookbook that it won't apply to databases other than MySQL. To some extent that's true, because some of the SQL constructs are MySQL-specific. On the other hand, many of the queries are standard SQL that is portable to many other database engines, so you should be able to use them with little or no modification. And several of our programming language interfaces provide database-independent access methods; you use them the same way regardless of which database you're connecting to. The material ranges from introductory to advanced, so if a recipe describes techniques that seem obvious to you, skip it. Or if you find that you don't understand a recipe, it may be best to set it aside for a while and come back to it later, perhaps after reading some of the preceding recipes.
 
 More advanced readers may wonder on occasion why in a book on MySQL I sometimes provide explanatory material on certain basic topics that are not directly MySQL-related, such as how to set environment variables. I decided to do this based on my experience in helping novice MySQL users. One thing that makes MySQL attractive is that it is easy to use, which makes it a popular choice for people without extensive background in databases. However, many of these same people also tend to be thwarted by simple barriers to more effective use of MySQL, as evidenced by the common question, "How can I avoid having to type the full pathname of mysql each time I invoke it?" Experienced readers will recognize immediately that this is simply a matter of appropriately setting the PATH environment variable to include the directory where mysql is installed. But other readers will not, particularly Windows users who are used to dealing only with a graphical interface and, more recently, Mac OS X users who find their familiar user interface now augmented by the powerful but sometimes mysterious command line provided by the Terminal application. If you are in this situation, you'll find these more elementary sections helpful in knocking down barriers that keep you from using MySQL more easily. If you're a more advanced user, just skip over such sections.
 
 What's in This Book It's very likely when you use this book that you'll have an application in mind you're trying to develop but are not sure how to implement certain pieces of it. In this case, you'll already know what type of problem you want to solve, so you should search the table of contents or the index looking for a recipe that shows how to do what you want. Ideally, the recipe will be just what you had in mind. Failing that, you should be able to find a recipe for a similar problem that you can adapt to suit the issue at hand. (I try to explain the principles involved in developing each technique so that you'll be able to modify it to fit the particular requirements of your own applications.) Another way to approach this book is to just read through it with no specific problem in mind. This can help you because it will give you a broader understanding of the things MySQL can do, so I recommend that you page through the book occasionally. It's a more effective tool if you have a general familiarity with it and know the kinds of problems it addresses. The following paragraphs summarize each chapter, to help give you an overview of the book's contents. Chapter 1, describes how to use the standard MySQL command-line client. mysql is often the first interface to MySQL that people use, and it's important to know how to exploit its capabilities. This program allows you to issue queries and see the results interactively, so it's good for quick experimentation. You can also use it in batch mode to execute canned SQL scripts or send its output into other programs. In addition, the chapter discusses other ways to use mysql, such as how to number output lines or make long lines more readable, how to generate various output formats, and how to log mysql sessions. Chapter 2, demonstrates the basic elements of MySQL programming in each API language: how to connect to the server, issue queries, retrieve the results, and handle errors. It also discusses how to handle special characters and NULL values in queries, how to write library
 
 files to encapsulate code for commonly used operations, and various ways to gather the parameters needed for making connections to the server. Chapter 3, covers several aspects of the SELECT statement, which is the primary vehicle for retrieving data from the MySQL server: specifying which columns and rows you want to retrieve, performing comparisons, dealing with NULL values, selecting one section of a query result, using temporary tables, and copying results into other tables. Later chapters cover some of these topics in more detail, but this chapter provides an overview of the concepts on which they depend. You should read it if you need some introductory background on record selection, for example, if you don't yet know a lot about SQL. Chapter 4, describes how to deal with string data. It addresses string comparisons, pattern matching, breaking apart and combining strings, dealing with case-sensitivity issues, and performing FULLTEXT searches. Chapter 5, shows how to work with temporal data. It describes MySQL's date format and how to display date values in other formats. It also covers conversion between different temporal units, how to perform date arithmetic to compute intervals or generate one date from another, leap-year calculations, and how to use MySQL's special TIMESTAMP column type. Chapter 6, describes how to put the rows of a query result in the order you want. This includes specifying the sort direction, dealing with NULL values, accounting for string case sensitivity, and sorting by dates or partial column values. It also provides examples that show how to sort special kinds of values, such as domain names, IP numbers, and ENUM values. Chapter 7, shows techniques that are useful for assessing the general characteristics of a set of data, such as how many values it contains or what the minimum, maximum, or average values are. Chapter 8, describes how to alter the structure of tables by adding, dropping, or modifying columns, and how to set up indexes. Chapter 9, discusses how to get information about the data a query returns, such as the number of rows or columns in the result, or the name and type of each column. It also shows how to ask MySQL what databases and tables are available or about the structure of a table and its columns. Chapter 10, describes how to transfer information between MySQL and other programs. This includes how to convert files from one format to another, extract or rearrange columns in datafiles, check and validate data, rewrite values such as dates that often come in a variety of formats, and how to figure out which data values cause problems when you load them into MySQL with LOAD DATA. Chapter 11, discusses AUTO_INCREMENT columns, MySQL's mechanism for producing sequence numbers. It shows how to generate new sequence values or determine the most
 
 recent value, how to resequence a column, how to begin a sequence at a given value, and how to set up a table so that it can maintain multiple sequences at once. It also shows how to use AUTO_INCREMENT values to maintain a master-detail relationship between tables, including some of the pitfalls to avoid. Chapter 12, shows how to perform joins, which are operations that combine rows in one table with those from another. It demonstrates how to compare tables to find matches or mismatches, produce master-detail lists and summaries, enumerate many-to-many relationships, and update or delete records in one table based on the contents of another. Chapter 13, illustrates how to produce descriptive statistics, frequency distributions, regressions, and correlations. It also covers how to randomize a set of rows or pick a row at random from the set. Chapter 14, discusses how to identify, count, and remove duplicate records—and how to prevent them from occurring in the first place. Chapter 15, shows how to handle multiple SQL statements that must execute together as a unit. It discusses how to control MySQL's auto-commit mode, how to commit or roll back transactions, and demonstrates some workarounds you can use if transactional capabilities are unavailable in your version of MySQL. Chapter 16, gets you set up to write web-based MySQL scripts. Web programming allows you to generate dynamic pages or collect information for storage in your database. The chapter discusses how to configure Apache to run Perl, PHP, and Python scripts, and how to configure Tomcat to run Java scripts written using JSP notation. It also provides an overview of the Java Standard Tag Library (JSTL) that is used heavily in JSP pages in the following chapters. Chapter 17, shows how to use the results of queries to produce various types of HTML structures, such as paragraphs, lists, tables, hyperlinks, and navigation indexes. It also describes how to store images into MySQL, retrieve and display them later, and how to send a downloadable result set to a browser. Chapter 18, discusses ways to obtain input from users over the Web and use it to create new database records or as the basis for performing searches. It deals heavily with form processing, including how to construct form elements, such as radio buttons, pop-up menus, or checkboxes, based on information contained in your database. Chapter 19, describes how to write web applications that remember information across multiple requests, using MySQL for backing store. This is useful when you want to collect information in stages, or when you need to make decisions based on what the user has done earlier. Appendix A, indicates where to get the source code for the examples shown in this book, and where to get the software you need to use MySQL and write your own database programs.
 
 Appendix B, provides a general overview of JSP and installation instructions for the Tomcat web server. Read this if you need to install Tomcat or are not familiar with it, or if you're never written JSP pages. Appendix C, lists sources of information that provide additional information about topics covered in this book. It also lists some books that provide introductory background for the programming languages used here. As you get into later chapters, you'll sometimes find recipes that assume a knowledge of topics covered in earlier chapters. This also applies within a chapter, where later sections often use techniques discussed earlier in the chapter. If you jump into a chapter and find a recipe that uses a technique with which you're not familiar, check the table of contents or the index to find out where the technique is covered. You should find that it's been explained earlier. For example, if you find that a recipe sorts a query result using an ORDER BY clause that you don't understand, turn to Chapter 6, which discusses various sorting methods and explains how they work.
 
 Platform Notes Development of the code in this book took place under MySQL 3.23 and 4.0. Because new features are added to MySQL on a regular basis, some examples will not work under older versions. I've tried to point out version dependencies when introducing such features for the first time. The MySQL language API modules that I used include DBI 1.20 and up, DBD::mysql 2.0901 and up, MySQLdb 0.9 and up, MM.MySQL 2.0.5 and up, and MySQL Connector/J 2.0.14. DBI requires Perl 5.004_05 or higher up through DBI 1.20, after which it requires Perl 5.005_03 or higher. MySQLdb requires Python 1.5.6 or higher. MM.MySQL and MySQL Connector/J require Java SDK 1.1 or higher. Language processors include Perl 5.6 and 5.6.1; PHP 3 and 4; Python 1.5.6, 2.2; and 2.3, and Java SDK 1.3.1. Most PHP scripts shown here will run under either PHP 3 or PHP 4 (although I strongly recommend PHP 4 over PHP 3). Scripts that require PHP 4 are so noted. I do not assume that you are using Unix, although that is my own preferred development platform. Most of the material here should be applicable both to Unix and Windows. The operating systems I used most for development of the recipes in this book were Mac OS X; RedHat Linux 6.2, 7.0, and 7.3; and various versions of Windows (Me, 98, NT, and 2000). I do assume that MySQL is installed already and available for you to use. I also assume that if you plan to write your own MySQL-based programs, you're reasonably familiar with the language you'll use. If you need to install software, see Appendix A. If you require background material on the programming languages used here, see Appendix C.
 
 Conventions Used in This Book The following font conventions have been used throughout the book:
 
 Constant width Used for program listings, as well as within paragraphs to refer to program elements such as variable or function names.
 
 Constant width bold
 
 Used to indicate text that you type when running commands.
 
 Constant width italic Used to indicate variable input; you should substitute a value of your own choosing.
 
 Italic Used for URLs, hostnames, names of directories and files, Unix commands and options, and occasionally for emphasis.
 
 Commands often are shown with a prompt to illustrate the context in which they are used. Commands that you issue from the command line are shown with a % prompt:
 
 % chmod 600 my.cnf That prompt is one that Unix users are used to seeing, but it doesn't necessarily signify that a command will work only under Unix. Unless indicated otherwise, commands shown with a % prompt generally should work under Windows, too. If you should run a command under Unix as the root user, the prompt is # instead:
 
 # chkconfig --add tomcat4 For commands that are specific only to Windows, the C:\> prompt is used:
 
 C:\> copy C:\mysql\lib\cygwinb19.dll C:\Windows\System SQL statements that are issued from within the mysql client program are shown with a
 
 mysql> prompt and terminated with a semicolon: mysql> SELECT * FROM my_table; For examples that show a query result as you would see it when using mysql, I sometimes truncate the output, using an ellipsis (...) to indicate that the result consists of more rows than are shown. The following query produces many rows of output, of which those in the middle have been omitted:
 
 mysql> SELECT name, abbrev FROM states ORDER BY name; +----------------+--------+ | name | abbrev | +----------------+--------+ | Alabama | AL | | Alaska | AK | | Arizona | AZ | ... | West Virginia | WV | | Wisconsin | WI | | Wyoming | WY | +----------------+--------+ Examples that just show the syntax for SQL statements do not include the mysql> prompt, but they do include semicolons as necessary to make it clear where statements end. For example, this is a single statement:
 
 CREATE TABLE t1 (i INT) SELECT * FROM t2; But this example represents two statements:
 
 CREATE TABLE t1 (i INT); SELECT * FROM t2; The semicolon is a notational convenience used within mysql as a statement terminator. But it is not part of SQL itself, so when you issue SQL statements from within programs that you write (for example, using Perl or Java), you should not include terminating semicolons.
 
 This icon indicates a tip, suggestion, or general note.
 
 The Companion Web Site MySQL Cookbook has a companion web site that you can visit to obtain the source code and sample data for examples developed throughout this book: http://www.kitebird.com/mysql-cookbook/ The main software distribution is named recipes and you'll find many references to it throughout the book. You can use it to save a lot of typing. For example, when you see a
 
 CREATE TABLE statement in the book that describes what a database table looks like, you'll find a SQL batch file in the tables directory of the recipes distribution that you can use to create the table instead of typing out the definition. Change location into the tables directory, then execute the following command, where filename is the name of the containing the
 
 CREATE TABLE statement:
 
 % mysql cookbook 
 GRANT ALL ON cookbook.* TO 'cbuser'@'localhost' IDENTIFIED BY 'cbpass'; Query OK, 0 rows affected (0.09 sec) mysql> QUIT Bye After you enter the mysql command shown on the first line, if you get a message indicating that the program cannot be found or that it is a bad command, see Recipe 1.8. Otherwise, when mysql prints the password prompt, enter the MySQL root password where you see the
 
 ******. (If the MySQL root user has no password, just press Return at the password prompt.) Then issue a GRANT statement like the one shown. To use a database name other than cookbook, substitute its name where you see cookbook in the GRANT statement. Note that you need to grant privileges for the database even if the user account already exists. However, in that case, you'll likely want to omit the IDENTIFIED
 
 BY 'cbpass' part of the statement, because otherwise you'll change that account's current password.
 
 The hostname part of 'cbuser'@'localhost' indicates the host from which you'll be connecting to the MySQL server to access the cookbook database. To set up an account that will connect to a server running on the local host, use localhost, as shown. If you plan to make connections to the server from another host, substitute that host in the GRANT statement. For example, if you'll be connecting to the server as cbuser from a host named xyz.com, the GRANT statement should look like this:
 
 mysql> GRANT ALL ON cookbook.* TO 'cbuser'@'xyz.com' IDENTIFIED BY 'cbpass'; It may have occurred to you that there's a bit of a paradox involved in the procedure just described. That is, to set up a user account that can make connections to the MySQL server, you must connect to the server first so that you can issue the GRANT statement. I'm assuming that you can already connect as the MySQL root user, because GRANT can be used only by a user such as root that has the administrative privileges needed to set up other user accounts. If you can't connect to the server as root, ask your MySQL administrator to issue the GRANT statement for you. Once that has been done, you should be able to use the new MySQL account to connect to the server, create your own database, and proceed from there on your own.
 
 MySQL Accounts and Login Accounts MySQL accounts and login accounts for your operating system are different. For example, the MySQL root user and the Unix root user are separate and have nothing to do with each other, even though the username is the same in each case. This means they are very likely to have different passwords. It also means you cannot create new MySQL accounts by creating login accounts for your operating system; use the GRANT statement instead.
 
 1.3 Creating a Database and a Sample Table 1.3.1 Problem You want to create a database and to set up tables within it.
 
 1.3.2 Solution Use a CREATE DATABASE statement to create a database, a CREATE TABLE statement for each table you want to use, and INSERT to add records to the tables.
 
 1.3.3 Discussion The GRANT statement used in the previous section defines privileges for the cookbook database, but does not create it. You need to create the database explicitly before you can use
 
 it. This section shows how to do that, and also how to create a table and load it with some sample data that can be used for examples in the following sections. After the cbuser account has been set up, verify that you can use it to connect to the MySQL server. Once you've connected successfully, create the database. From the host that was named in the GRANT statement, run the following commands to do this (the host named after -h should be the host where the MySQL server is running):
 
 % mysql -h localhost -p -u cbuser Enter password: cbpass mysql> CREATE DATABASE cookbook; Query OK, 1 row affected (0.08 sec) Now you have a database, so you can create tables in it. Issue the following statements to select cookbook as the default database, create a simple table, and populate it with a few records:[1] [1]
 
 If you don't want to enter the complete text of the INSERT statements (and I don't blame you), skip ahead to Recipe 1.13 for a shortcut. And if you don't want to type in any of the statements, skip ahead to Recipe 1.16.
 
 mysql> mysql> mysql> mysql> mysql> mysql> mysql> mysql> mysql> mysql> mysql> mysql> mysql> mysql>
 
 USE cookbook; CREATE TABLE limbs (thing VARCHAR(20), legs INT, arms INT); INSERT INTO limbs (thing,legs,arms) VALUES('human',2,2); INSERT INTO limbs (thing,legs,arms) VALUES('insect',6,0); INSERT INTO limbs (thing,legs,arms) VALUES('squid',0,10); INSERT INTO limbs (thing,legs,arms) VALUES('octopus',0,8); INSERT INTO limbs (thing,legs,arms) VALUES('fish',0,0); INSERT INTO limbs (thing,legs,arms) VALUES('centipede',100,0); INSERT INTO limbs (thing,legs,arms) VALUES('table',4,0); INSERT INTO limbs (thing,legs,arms) VALUES('armchair',4,2); INSERT INTO limbs (thing,legs,arms) VALUES('phonograph',0,1); INSERT INTO limbs (thing,legs,arms) VALUES('tripod',3,0); INSERT INTO limbs (thing,legs,arms) VALUES('Peg Leg Pete',1,2); INSERT INTO limbs (thing,legs,arms) VALUES('space alien',NULL,NULL);
 
 The table is named limbs and contains three columns to records the number of legs and arms possessed by various life forms and objects. (The physiology of the alien in the last row is such that the proper values for the arms and legs column cannot be determined; NULL indicates "unknown value.") Verify that the table contains what you expect by issuing a SELECT statement:
 
 mysql> SELECT * FROM limbs; +--------------+------+------+ | thing | legs | arms | +--------------+------+------+ | human | 2 | 2 | | insect | 6 | 0 | | squid | 0 | 10 | | octopus | 0 | 8 | | fish | 0 | 0 |
 
 | centipede | 100 | 0 | | table | 4 | 0 | | armchair | 4 | 2 | | phonograph | 0 | 1 | | tripod | 3 | 0 | | Peg Leg Pete | 1 | 2 | | space alien | NULL | NULL | +--------------+------+------+ 12 rows in set (0.00 sec) At this point, you're all set up with a database and a table that can be used to run some example queries.
 
 1.4 Starting and Terminating mysql 1.4.1 Problem You want to start and stop the mysql program.
 
 1.4.2 Solution Invoke mysql from your command prompt to start it, specifying any connection parameters that may be necessary. To leave mysql, use a QUIT statement.
 
 1.4.3 Discussion To start the mysql program, try just typing its name at your command-line prompt. If mysql starts up correctly, you'll see a short message, followed by a mysql> prompt that indicates the program is ready to accept queries. To illustrate, here's what the welcome message looks like (to save space, I won't show it in any further examples):
 
 % mysql Welcome to the MySQL monitor. Commands end with ; or \g. Your MySQL connection id is 18427 to server version: 3.23.51-log Type 'help;' or '\h' for help. Type '\c' to clear the buffer. mysql> If mysql tries to start but exits immediately with an "access denied" message, you'll need to specify connection parameters. The most commonly needed parameters are the host to connect to (the host where the MySQL server runs), your MySQL username, and a password. For example:
 
 % mysql -h localhost -p -u cbuser Enter password: cbpass In general, I'll show mysql commands in examples with no connection parameter options. I assume that you'll supply any parameters that you need, either on the command line, or in an option file (Recipe 1.5) so that you don't have to type them each time you invoke mysql.
 
 If you don't have a MySQL username and password, you need to obtain permission to use the MySQL server, as described earlier in Recipe 1.2. The syntax and default values for the connection parameter options are shown in the following table. These options have both a single-dash short form and a double-dash long form. Parameter type
 
 Option syntax forms
 
 Default value
 
 Hostname
 
 -h hostname--host=hostname
 
 localhost
 
 Username
 
 -u username--user=username
 
 Your login name
 
 Password
 
 -p--password
 
 None
 
 As the table indicates, there is no default password. To supply one, use --password or -p, then enter your password when mysql prompts you for it:
 
 %
 
 mysql -p
 
 Enter password:
 
 enter your password here
 
 If you like, you can specify the password directly on the command line by using either ppassword (note that there is no space after the -p) or --password=password. I don't recommend doing this on a multiple-user machine, because the password may be visible momentarily to other users who are running tools such as ps that report process information. If you get an error message that mysql cannot be found or is an invalid command when you try to invoke it, that means your command interpreter doesn't know where mysql is installed. See Recipe 1.8. To terminate a mysql session, issue a QUIT statement:
 
 mysql> QUIT You can also terminate the session by issuing an EXIT statement or (under Unix) by typing Ctrl-D. The way you specify connection parameters for mysql also applies to other MySQL programs such as mysqldump and mysqladmin. For example, some of the actions that mysqladmin can perform are available only to the MySQL root account, so you need to specify name and password options for that user:
 
 % mysqladmin -p -u root shutdown Enter password:
 
 1.5 Specifying Connection Parameters by Using Option Files 1.5.1 Problem You don't want to type connection parameters on the command line every time you invoke mysql.
 
 1.5.2 Solution Put the parameters in an option file.
 
 1.5.3 Discussion To avoid entering connection parameters manually, put them in an option file for mysql to read automatically. Under Unix, your personal option file is named .my.cnf in your home directory. There are also site-wide option files that administrators can use to specify parameters that apply globally to all users. You can use /etc/my.cnf or the my.cnf file in the MySQL server's data directory. Under Windows, the option files you can use are C:\my.cnf, the my.ini file in your Windows system directory, or my.cnf in the server's data directory.
 
 Windows may hide filename extensions when displaying files, so a file named my.cnf may appear to be named just my. Your version of Windows may allow you to disable extension-hiding. Alternatively, issue a DIR command in a DOS window to see full names.
 
 The following example illustrates the format used to write MySQL option files:
 
 # general client program connection options [client] host=localhost user=cbuser password=cbpass # options specific to the mysql program [mysql] no-auto-rehash # specify pager for interactive mode pager=/usr/bin/less This format has the following general characteristics:
 
 •
 
 Lines are written in groups. The first line of the group specifies the group name inside of square brackets, and the remaining lines specify options associated with the group. The example file just shown has a [client] group and a [mysql] group. Within a group, option lines are written in name=value format, where name corresponds to an option name (without leading dashes) and value is the option's value. If an option
 
 doesn't take any value (such as for the no-auto-rehash option), the name is listed by itself with no trailing =value part.
 
 •
 
 If you don't need some particular parameter, just leave out the corresponding line. For example, if you normally connect to the default host (localhost), you don't need any host line. If your MySQL username is the same as your operating system login name, you can omit the user line.
 
 •
 
 In option files, only the long form of an option is allowed. This is in contrast to command lines, where options often can be specified using a short form or a long form. For example, the hostname can be given using either -h hostname or -host=hostname on the command line; in an option file, only host=hostname is allowed.
 
 •
 
 Options often are used for connection parameters (such as host, user, and
 
 password). However, the file can specify options that have other purposes. The pager option shown for the [mysql] group specifies the paging program that mysql should use for displaying output in interactive mode. It has nothing to do with how the program connects to the server.
 
 •
 
 The usual group for specifying client connection parameters is [client]. This group actually is used by all the standard MySQL clients, so by creating an option file to use with mysql, you make it easier to invoke other programs such as mysqldump and mysqladmin as well.
 
 •
 
 You can define multiple groups in an option file. A common convention is for a program to look for parameters in the [client] group and in the group named after the program itself. This provides a convenient way to list general client parameters that you want all client programs to use, but still be able to specify options that apply only to a particular program. The preceding sample option file illustrates this convention for the mysql program, which gets general connection parameters from the
 
 [client] group and also picks up the no-auto-rehash and pager options from the [mysql] group. (If you put the mysql-specific options in the [client] group, that will result in "unknown option" errors for all other programs that use the [client] group and they won't run properly.)
 
 •
 
 If a parameter is specified multiple times in an option file, the last value found takes precedence. This means that normally you should list any program-specific groups after the [client] group so that if there is any overlap in the options set by the two groups, the more general options will be overridden by the program-specific values.
 
 •
 
 Lines beginning with # or ; characters are ignored as comments. Blank lines are ignored, too.
 
 •
 
 Option files must be plain text files. If you create an option file with a word processor that uses some non-text format by default, be sure to save the file explicitly as text. Windows users especially should take note of this.
 
 •
 
 Options that specify file or directory pathnames should be written using / as the pathname separator character, even under Windows.
 
 If you want to find out which options will be taken from option files by mysql, use this command:
 
 % mysql --print-defaults You can also use the my_print_defaults utility, which takes as arguments the names of the option file groups that it should read. For example, mysql looks in both the [client] and
 
 [mysql] groups for options, so you can check which values it will take from option files like this:
 
 % my_print_defaults client mysql
 
 1.6 Protecting Option Files 1.6.1 Problem Your MySQL username and password are stored in your option file, and you don't want other users reading it.
 
 1.6.2 Solution Change the file's mode to make it accessible only by you.
 
 1.6.3 Discussion If you use a multiple-user operating system such as Unix, you should protect your option file to prevent other users from finding out how to connect to MySQL using your account. Use chmod to make the file private by setting its mode to allow access only by yourself:
 
 % chmod 600 .my.cnf
 
 1.7 Mixing Command-Line and Option File Parameters 1.7.1 Problem You'd rather not store your MySQL password in an option file, but you don't want to enter your username and server host manually.
 
 1.7.2 Solution Put the username and host in the option file, and specify the password interactively when you invoke mysql; it looks both in the option file and on the command line for connection parameters. If an option is specified in both places, the one on the command line takes precedence.
 
 1.7.3 Discussion
 
 mysql first reads your option file to see what connection parameters are listed there, then checks the command line for additional parameters. This means you can specify some options one way, and some the other way. Command-line parameters take precedence over parameters found in your option file, so if for some reason you need to override an option file parameter, just specify it on the command line. For example, you might list your regular MySQL username and password in the option file for general purpose use. If you need to connect on occasion as the MySQL root user, specify the user and password options on the command line to override the option file values:
 
 % mysql -p -u root To explicitly specify "no password" when there is a non-empty password in the option file, use -p on the command line, and then just press Return when mysql prompts you for the password:
 
 %
 
 mysql -p
 
 Enter password:
 
 press Return here
 
 1.8 What to Do if mysql Cannot Be Found 1.8.1 Problem When you invoke mysql from the command line, your command interpreter can't find it.
 
 1.8.2 Solution Add the directory where mysql is installed to your PATH setting. Then you'll be able to run mysql from any directory easily.
 
 1.8.3 Discussion If your shell or command interpreter can't find mysql when you invoke it, you'll see some sort of error message. It may look like this under Unix:
 
 % mysql mysql: Command not found. Or like this under Windows:
 
 C:\> mysql Bad command or invalid filename
 
 One way to tell your shell where to find mysql is to type its full pathname each time you run it. The command might look like this under Unix:
 
 % /usr/local/mysql/bin/mysql Or like this under Windows:
 
 C:\> C:\mysql\bin\mysql Typing long pathnames gets tiresome pretty quickly, though. You can avoid doing so by changing into the directory where mysql is installed before you run it. However, I recommend that you not do that. If you do, the inevitable result is that you'll end up putting all your datafiles and query batch files in the same directory as mysql, thus unnecessarily cluttering up what should be a location intended only for programs. A better solution is to make sure that the directory where mysql is installed is included in the
 
 PATH environment variable that lists pathnames of directories where the shell looks for commands. (See Recipe 1.9.) Then you can invoke mysql from any directory by entering just its name, and your shell will be able to find it. This eliminates a lot of unnecessary pathname typing. An additional benefit is that because you can easily run mysql from anywhere, you will have no need to put your datafiles in the same directory where mysql is located. When you're not operating under the burden of running mysql from a particular location, you'll be free to organize your files in a way that makes sense to you, not in a way imposed by some artificial necessity. For example, you can create a directory under your home directory for each database you have and put the files associated with each database in the appropriate directory. I've pointed out the importance of the search path here because I receive many questions from people who aren't aware of the existence of such a thing, and who consequently try to do all their MySQL-related work in the bin directory where mysql is installed. This seems particularly common among Windows users. Perhaps the reason is that, except for Windows NT and its derivatives, the Windows Help application seems to be silent on the subject of the command interpreter search path or how to set it. (Apparently, Windows Help considers it dangerous for people to know how to do something useful for themselves.) Another way for Windows users to avoid typing the pathname or changing into the mysql directory is to create a shortcut and place it in a more convenient location. That has the advantage of making it easy to start up mysql just by opening the shortcut. To specify command-line options or the startup directory, edit the shortcut's properties. If you don't always invoke mysql with the same options, it might be useful to create a shortcut corresponding to each set of options you need—for example, one shortcut to connect as an ordinary user for general work and another to connect as the MySQL root user for administrative purposes.
 
 1.9 Setting Environment Variables 1.9.1 Problem You need to modify your operating environment, for example, to change your shell's PATH setting.
 
 1.9.2 Solution Edit the appropriate shell startup file. Under Windows NT-based systems, another alternative is to use the System control panel.
 
 1.9.3 Discussion The shell or command interpreter you use to run programs from the command-line prompt includes an environment in which you can store variable values. Some of these variables are used by the shell itself. For example, it uses PATH to determine which directories to look in for programs such as mysql. Other variables are used by other programs (such as PERL5LIB, which tells Perl where to look for library files used by Perl scripts). Your shell determines the syntax used to set environment variables, as well as the startup file in which to place the settings. Typical startup files for various shells are shown in the following table. If you've never looked through your shell's startup files, it's a good idea to do so to familiarize yourself with their contents. Shell
 
 Possible startup files
 
 csh, tcsh
 
 .login, .cshrc, .tcshrc
 
 sh, bash, ksh
 
 .profile .bash_profile, .bash_login, .bashrc
 
 DOS prompt
 
 C:\AUTOEXEC.BAT
 
 The following examples show how to set the PATH variable so that it includes the directory where the mysql program is installed. The examples assume there is an existing PATH setting in one of your startup files. If you have no PATH setting currently, simply add the appropriate line or lines to one of the files.
 
 If you're reading this section because you've been referred here from another chapter, you'll probably be more interested in changing some variable other than PATH. The instructions are similar because you use the same syntax.
 
 The PATH variable lists the pathnames for one or more directories. If an environment variable's value consists of multiple pathnames, it's conventional under Unix to separate them using the colon character (:). Under Windows, pathnames may contain colons, so the separator is the semicolon character ( ;).
 
 To set the value of PATH, use the instructions that pertain to your shell:
 
 •
 
 For csh or tcsh, look for a setenv PATH command in your startup files, then add the appropriate directory to the line. Suppose your search path is set by a line like this in your .login file:
 
 setenv PATH /bin:/usr/bin:/usr/local/bin If mysql is installed in /usr/local/mysql/bin, add that directory to the search path by changing the setenv line to look like this:
 
 setenv PATH /usr/local/mysql/bin:/bin:/usr/bin:/usr/local/bin It's also possible that your path will be set with set path, which uses different syntax:
 
 set path = (/usr/local/mysql/bin /bin /usr/bin /usr/local/bin)
 
 •
 
 For a shell in the Bourne shell family such as sh, bash, or ksh, look in your startup files for a line that sets up and exports the PATH variable:
 
 export PATH=/bin:/usr/bin:/usr/local/bin The assignment and the export might be on separate lines:
 
 PATH=/bin:/usr/bin:/usr/local/bin export PATH Change the setting to this:
 
 export PATH=/usr/local/mysql/bin:/bin:/usr/bin:/usr/local/bin Or:
 
 PATH=/usr/local/mysql/bin:/bin:/usr/bin:/usr/local/bin export PATH
 
 •
 
 Under Windows, check for a line that sets the PATH variable in your AUTOEXEC.BAT file. It might look like this:
 
 PATH=C:\WINDOWS;C:\WINDOWS\COMMAND Or like this:
 
 SET PATH=C:\WINDOWS;C:\WINDOWS\COMMAND
 
 Change the PATH value to include the directory where mysql is installed. If this is C:\mysql\bin, the resulting PATH setting looks like this:
 
 PATH=C:\mysql\bin;C:\WINDOWS;C:\WINDOWS\COMMAND Or:
 
 SET PATH=C:\mysql\bin;C:\WINDOWS;C:\WINDOWS\COMMAND
 
 •
 
 Under Windows NT-based systems, another way to change the PATH value is to use the System control panel (use its Environment or Advanced tab, whichever is present). In other versions of Windows, you can use the Registry Editor application. Unfortunately, the name of the Registry Editor key that contains the path value seems to vary among versions of Windows. For example, on the Windows machines that I use, the key has one name under Windows Me and a different name under Windows 98; under Windows 95, I couldn't find the key at all. It's probably simpler just to edit AUTOEXEC.BAT.
 
 After setting an environment variable, you'll need to cause the modification to take effect. Under Unix, you can log out and log in again. Under Windows, if you set PATH using the System control panel, you can simply open a new DOS window. If you edited AUTOEXEC.BAT instead, restart the machine.
 
 1.10 Issuing Queries 1.10.1 Problem You've started mysql and now you want to send queries to the MySQL server.
 
 1.10.2 Solution Just type them in, but be sure to let mysql know where each one ends.
 
 1.10.3 Discussion To issue a query at the mysql> prompt, type it in, add a semicolon ( ;) at the end to signify the end of the statement, and press Return. An explicit statement terminator is necessary; mysql doesn't interpret Return as a terminator because it's allowable to enter a statement using multiple input lines. The semicolon is the most common terminator, but you can also use
 
 \g ("go") as a synonym for the semicolon. Thus, the following examples are equivalent ways of issuing the same query, even though they are entered differently and terminated differently:[2] [2]
 
 Example queries in this book are shown with SQL keywords like SELECT in uppercase for distinctiveness, but that's simply a typographical convention. You can enter keywords in any lettercase.
 
 mysql> SELECT NOW( ); +---------------------+ | NOW( ) | +---------------------+ | 2001-07-04 10:27:23 | +---------------------+ mysql> SELECT -> NOW( )\g +---------------------+ | NOW( ) | +---------------------+ | 2001-07-04 10:27:28 | +---------------------+ Notice for the second query that the prompt changes from mysql> to -> on the second input line. mysql changes the prompt this way to let you know that it's still waiting to see the query terminator. Be sure to understand that neither the ; character nor the \g sequence that serve as query terminators are part of the query itself. They're conventions used by the mysql program, which recognizes these terminators and strips them from the input before sending the query to the MySQL server. It's important to remember this when you write your own programs that send queries to the server (as we'll begin to do in the next chapter). In that context, you don't include any terminator characters; the end of the query string itself signifies the end of the query. In fact, adding a terminator may well cause the query to fail with an error.
 
 1.11 Selecting a Database 1.11.1 Problem You want to tell mysql which database to use.
 
 1.11.2 Solution Name the database on the mysql command line or issue a USE statement from within mysql.
 
 1.11.3 Discussion When you issue a query that refers to a table (as most queries do), you need to indicate which database the table is part of. One way to do so is to use a fully qualified table reference that begins with the database name. (For example, cookbook.limbs refers to the limbs table in the cookbook database.) As a convenience, MySQL also allows you to select a default (current) database so that you can refer to its tables without explicitly specifying the database name each time. You can specify the database on the command line when you start mysql:
 
 % mysql cookbook If you provide options on the command line such as connection parameters when you run mysql, they should precede the database name:
 
 % mysql -h
 
 host
 
 -p -u
 
 user
 
 cookbook
 
 If you've already started a mysql session, you can select a database (or switch to a different one) by issuing a USE statement:
 
 mysql> USE cookbook; Database changed If you've forgotten or are not sure which database is the current one (which can happen easily if you're using multiple databases and switching between them several times during the course of a mysql session), use the following statement:
 
 mysql> SELECT DATABASE( ); +------------+ | DATABASE() | +------------+ | cookbook | +------------+
 
 DATABASE( ) is a function that returns the name of the current database. If no database has been selected yet, the function returns an empty string:
 
 mysql> SELECT DATABASE( ); +------------+ | DATABASE() | +------------+ | | +------------+ The STATUS command (and its synonym, \s) also display the current database name, in additional to several other pieces of information:
 
 mysql> \s -------------Connection id: 5589 Current database: cookbook Current user: cbuser@localhost Current pager: stdout Using outfile: '' Server version: 3.23.51-log Protocol version: 10 Connection: Localhost via UNIX socket Client characterset: latin1 Server characterset: latin1 UNIX socket: /tmp/mysql.sock Uptime: 9 days 39 min 43 sec Threads: 4 Questions: 42265 Slow queries: 0 Open tables: 52 Queries per second avg: 0.054 --------------
 
 Opens: 82
 
 Flush tables: 1
 
 Temporarily Using a Table from Another Database To use a table from another database temporarily, you can switch to that database and then switch back when you're done using the table. However, you can also use the table without switching databases by referring to the table using its fully qualified name. For example, to use the table other_tbl in another database other_db, you can refer to it as other_db.other_tbl.
 
 1.12 Canceling a Partially Entered Query 1.12.1 Problem You start to enter a query, then decide not to issue it after all.
 
 1.12.2 Solution Cancel the query using your line kill character or the \c sequence.
 
 1.12.3 Discussion If you change your mind about issuing a query that you're entering, cancel it. If the query is on a single line, use your line kill character to erase the entire line. (The particular character to use depends on your terminal setup; for me, the character is Ctrl-U.) If you've entered a statement over multiple lines, the line kill character will erase only the last line. To cancel the statement completely, enter \c and type Return. This will return you to the mysql> prompt:
 
 mysql> SELECT * -> FROM limbs -> ORDER BY\c mysql> Sometimes \c appears to do nothing (that is, the mysql> prompt does not reappear), which leads to the sense that you're "trapped" in a query and can't escape. If \c is ineffective, the cause usually is that you began typing a quoted string and haven't yet entered the matching end quote that terminates the string. Let mysql's prompt help you figure out what to do here. If the prompt has changed from mysql> to ">, That means mysql is looking for a terminating double quote. If the prompt is '> instead, mysql is looking for a terminating single quote. Type the appropriate matching quote to end the string, then enter \c followed by Return and you should be okay.
 
 1.13 Repeating and Editing Queries 1.13.1 Problem The query you just entered contained an error, and you want to fix it without typing the whole thing again. Or you want to repeat an earlier statement without retyping it.
 
 1.13.2 Solution Use mysql's built-in query editor.
 
 1.13.3 Discussion If you issue a long query only to find that it contains a syntax error, what should you do? Type in the entire corrected query from scratch? No need. mysql maintains a statement history and supports input-line editing. This allows you to recall queries so that you can modify and reissue them easily. There are many, many editing functions, but most people tend to use a small set of commands for the majority of their editing.[3] A basic set of useful commands is shown in the following table. Typically, you use Up Arrow to recall the previous line, Left Arrow and Right Arrow to move around within the line, and Backspace or Delete to erase characters. To add new characters to the line, just move the cursor to the appropriate spot and type them in. When you're done editing, press Return to issue the query (the cursor need not be at the end of the line when you do this). [3]
 
 The input-line editing capabilities in mysql are based on the GNU Readline library. You can read the documentation for this library to find out more about the many editing functions that are available. For more information, check the Bash manual, available online at http://www.gnu.org/manual/. Editing Key
 
 Effect of Key
 
 Up Arrow
 
 Scroll up through statement history
 
 Down Arrow
 
 Scroll down through statement history
 
 Left Arrow
 
 Move left within line
 
 Right Arrow
 
 Move right within line
 
 Ctrl-A
 
 Move to beginning of line
 
 Ctrl-E
 
 Move to end of line
 
 Backspace
 
 Delete previous character
 
 Ctrl-D
 
 Delete character under cursor
 
 Input-line editing is useful for more than just fixing mistakes. You can use it to try out variant forms of a query without retyping the entire thing each time. It's also handy for entering a series of similar statements. For example, if you wanted to use the query history to issue the series of INSERT statements shown earlier in Recipe 1.3 to create the limbs table, first enter the initial INSERT statement. Then, to issue each successive statement, press the Up Arrow key to recall the previous statement with the cursor at the end, backspace back through the column values to erase them, enter the new values, and press Return. To recall a statement that was entered on multiple lines, the editing procedure is a little trickier than for single-line statements. In this case, you must recall and reenter each successive line of the query in order. For example, if you've entered a two-line query that contains a mistake, press Up Arrow twice to recall the first line. Make any modifications
 
 necessary and press Return. Then press Up Arrow twice more to recall the second line. Modify it, press Return, and the query will execute. Under Windows, mysql allows statement recall only for NT-based systems. For versions such as Windows 98 or Me, you can use the special mysqlc client program instead. However, mysqlc requires an additional library file, cygwinb19.dll. If you find a copy of this library in the same directory where mysqlc is installed (the bin dir under the MySQL installation directory), you should be all set. If the library is located in the MySQL lib directory, copy it into your Windows system directory. The command looks something like this; you should modify it to reflect the actual locations of the two directories on your system:
 
 C:\> copy C:\mysql\lib\cygwinb19.dll C:\Windows\System After you make sure the library is in a location where mysqlc can find it, invoke mysqlc and it should be capable of input-line editing. One unfortunate consequence of using mysqlc is that it's actually a fairly old program. (For example, even in MySQL 4.x distributions, mysqlc dates back to 3.22.7.) This means it doesn't understand newer statements such as SOURCE.
 
 1.14 Using Auto-Completion for Database and Table Names 1.14.1 Problem You wish there was a way to type database and table names more quickly.
 
 1.14.2 Solution There is; use mysql's name auto-completion facility.
 
 1.14.3 Discussion Normally when you use mysql interactively, it reads the list of database names and the names of the tables and columns in your current database when it starts up. mysql remembers this information to provide name completion capabilities that are useful for entering statements with fewer keystrokes:
 
 • •
 
 Type in a partial database, table, or column name and then hit the Tab key. If the partial name is unique, mysql completes it for you. Otherwise, you can hit Tab again to see the possible matches.
 
 •
 
 Enter additional characters and hit Tab again once to complete it or twice to see the new set of matches.
 
 mysql's name auto-completion capability is based on the table names in the current database, and thus is unavailable within a mysql session until a database has been selected, either on the command line or by means of a USE statement.
 
 Auto-completion allows you to cut down the amount of typing you do. However, if you don't use this feature, reading name-completion information from the MySQL server may be counterproductive because it can cause mysql to start up more slowly when you have a lot of tables in your database. To tell mysql not to read this information so that it starts up more quickly, specify the -A (or --no-auto-rehash) option on the mysql command line. Alternatively, put a no-auto-rehash line in the [mysql] group of your MySQL option file:
 
 [mysql] no-auto-rehash To force mysql to read name completion information even if it was invoked in no-completion mode, issue a REHASH or \# command at the mysql> prompt.
 
 1.15 Using SQL Variables in Queries 1.15.1 Problem You want to save a value from a query so you can refer to it in a subsequent query.
 
 1.15.2 Solution Use a SQL variable to store the value for later use.
 
 1.15.3 Discussion As of MySQL 3.23.6, you can assign a value returned by a SELECT statement to a variable, then refer to the variable later in your mysql session. This provides a way to save a result returned from one query, then refer to it later in other queries. The syntax for assigning a value to a SQL variable within a SELECT query is @var_name := value, where var_name is the variable name and value is a value that you're retrieving. The variable may be used in subsequent queries wherever an expression is allowed, such as in a WHERE clause or in an
 
 INSERT statement. A common situation in which SQL variables come in handy is when you need to issue successive queries on multiple tables that are related by a common key value. Suppose you have a customers table with a cust_id column that identifies each customer, and an
 
 orders table that also has a cust_id column to indicate which customer each order is associated with. If you have a customer name and you want to delete the customer record as well as all the customer's orders, you need to determine the proper cust_id value for that customer, then delete records from both the customers and orders tables that match the ID. One way to do this is to first save the ID value in a variable, then refer to the variable in the DELETE statements:[4] [4]
 
 In MySQL 4, you can use multiple-table DELETE statements to accomplish tasks like this with a single query. See Chapter 12 for examples.
 
 mysql> SELECT @id := cust_id FROM customers WHERE cust_id=' customer name '; mysql> DELETE FROM customers WHERE cust_id = @id; mysql> DELETE FROM orders WHERE cust_id = @id; The preceding SELECT statement assigns a column value to a variable, but variables also can be assigned values from arbitrary expressions. The following statement determines the highest sum of the arms and legs columns in the limbs table and assigns it to the
 
 @max_limbs variable: mysql> SELECT @max_limbs := MAX(arms+legs) FROM limbs; Another use for a variable is to save the result from LAST_INSERT_ID( ) after creating a new record in a table that has an AUTO_INCREMENT column:
 
 mysql> SELECT @last_id := LAST_INSERT_ID( );
 
 LAST_INSERT_ID( ) returns the value of the new AUTO_INCREMENT value. By saving it in a variable, you can refer to the value several times in subsequent statements, even if you issue other statements that create their own AUTO_INCREMENT values and thus change the value returned by LAST_INSERT_ID( ). This is discussed further in Chapter 11. SQL variables hold single values. If you assign a value to a variable using a statement that returns multiple rows, the value from the last row is used:
 
 mysql> SELECT @name := thing FROM limbs WHERE legs = 0; +----------------+ | @name := thing | +----------------+ | squid | | octopus | | fish | | phonograph | +----------------+ mysql> SELECT @name; +------------+ | @name | +------------+ | phonograph | +------------+ If the statement returns no rows, no assignment takes place and the variable retains its previous value. If the variable has not been used previously, that value is NULL:
 
 mysql> SELECT @name2 := thing FROM limbs WHERE legs < 0; Empty set (0.00 sec) mysql> SELECT @name2; +--------+ | @name2 | +--------+ | NULL |
 
 +--------+ To set a variable explicitly to a particular value, use a SET statement. SET syntax uses = rather than := to assign the value:
 
 mysql> SET @sum = 4 + 7; mysql> SELECT @sum; +------+ | @sum | +------+ | 11 | +------+ A given variable's value persists until you assign it another value or until the end of your mysql session, whichever comes first. Variable names are case sensitive:
 
 mysql> SET @x = 1; SELECT @x, @X; +------+------+ | @x | @X | +------+------+ | 1 | NULL | +------+------+ SQL variables can be used only where expressions are allowed, not where constants or literal identifiers must be provided. Although it's tempting to attempt to use variables for such things as table names, it doesn't work. For example, you might try to generate a temporary table name using a variable as follows, but the result is only an error message:
 
 mysql> SET @tbl_name = CONCAT('tbl_',FLOOR(RAND( )*1000000)); mysql> CREATE TABLE @tbl_name (int_col INT); ERROR 1064 at line 2: You have an error in your SQL syntax near '@tbl_name (int_col INT)' at line 1 SQL variables are a MySQL-specific extension, so they will not work with other database engines.
 
 1.16 Telling mysql to Read Queries from a File 1.16.1 Problem You want mysql to read queries stored in a file so you don't have to enter them manually.
 
 1.16.2 Solution Redirect mysql's input or use the SOURCE command.
 
 1.16.3 Discussion
 
 By default, the mysql program reads input interactively from the terminal, but you can feed it queries in batch mode using other input sources such as a file, another program, or the command arguments. You can also use copy and paste as a source of query input. This section discusses how to read queries from a file. The next few sections discuss how to take input from other sources. To create a SQL script for mysql to execute in batch mode, put your statements in a text file, then invoke mysql and redirect its input to read from that file:
 
 % mysql cookbook 
 CREATE TABLE counter (depth INT); mysql> INSERT INTO counter SET depth = 0;
 
 Then create a script file loop.sql that contains the following lines (be sure each line ends with a semicolon):
 
 UPDATE counter SET depth = depth + 1; SELECT depth FROM counter; SOURCE loop.sql; Finally, invoke mysql and issue a SOURCE command to read the script file:
 
 % mysql cookbook mysql> SOURCE loop.sql; The first two statements in loop.sql increment the nesting counter and display the current
 
 depth value. In the third statement, loop.sql sources itself, thus creating an input loop. You'll see the output whiz by, with the counter display incrementing each time through the loop. Eventually mysql will run out of file descriptors and stop with an error:
 
 ERROR: Failed to open file 'loop.sql', error: 24 What is error 24? Find out by using MySQL's perror (print error) utility:
 
 % perror 24 Error code 24:
 
 Too many open files
 
 1.17 Telling mysql to Read Queries from Other Programs 1.17.1 Problem You want to shove the output from another program into mysql.
 
 1.17.2 Solution Use a pipe.
 
 1.17.3 Discussion An earlier section used the following command to show how mysql can read SQL statements from a file:
 
 % mysql cookbook < limbs.sql mysql can also read a pipe, to receive output from other programs as its input. As a trivial example, the preceding command is equivalent to this one:
 
 % cat limbs.sql | mysql cookbook Before you tell me that I've qualified for this week's "useless use of cat award,"[5] allow me to observe that you can substitute other commands for cat. The point is that any command that
 
 produces output consisting of semicolon-terminated SQL statements can be used as an input source for mysql. This can be useful in many ways. For example, the mysqldump utility is used to generate database backups. It writes a backup as a set of SQL statements that recreate the database, so to process mysqldump output, you feed it to mysql. This means you can use the combination of mysqldump and mysql to copy a database over the network to another MySQL server: [5]
 
 Under Windows, the equivalent would be the "useless use of type award":
 
 % mysqldump cookbook | mysql -h some.other.host.com cookbook Program-generated SQL also can be useful when you need to populate a table with test data but don't want to write the INSERT statements by hand. Instead, write a short program that generates the statements and send its output to mysql using a pipe:
 
 % generate-test-data | mysql cookbook 1.17.4 See Also mysqldump is discussed further in Chapter 10.
 
 1.18 Specifying Queries on the Command Line 1.18.1 Problem You want to specify a query directly on the command line for mysql to execute.
 
 1.18.2 Solution mysql can read a query from its argument list. Use the -e (or --execute) option to specify a query on the command line.
 
 1.18.3 Discussion For example, to find out how many records are in the limbs table, run this command:
 
 % mysql -e "SELECT COUNT(*) FROM limbs" cookbook +----------+ | COUNT(*) | +----------+ | 12 | +----------+ To run multiple queries with the -e option, separate them with semicolons:
 
 % mysql -e "SELECT COUNT(*) FROM limbs;SELECT NOW( )" cookbook +----------+ | COUNT(*) | +----------+ | 12 |
 
 +----------+ +---------------------+ | NOW( ) | +---------------------+ | 2001-07-04 10:42:22 | +---------------------+ 1.18.4 See Also By default, results generated by queries that are specified with -e are displayed in tabular format if output goes to the terminal, and in tab-delimited format otherwise. To produce a different output style, see Recipe 1.22.
 
 1.19 Using Copy and Paste as a mysql Input Source 1.19.1 Problem You want to take advantage of your graphical user interface (GUI) to make mysql easier to use.
 
 1.19.2 Solution Use copy and paste to supply mysql with queries to execute. In this way, you can take advantage of your GUI's capabilities to augment the terminal interface presented by mysql.
 
 1.19.3 Discussion Copy and paste is useful in a windowing environment that allows you to run multiple programs at once and transfer information between them. If you have a document containing queries open in a window, you can just copy the queries from there and paste them into the window in which you're running mysql. This is equivalent to typing the queries yourself, but often quicker. For queries that you issue frequently, keeping them visible in a separate window can be a good way to make sure they're always at your fingertips and easily accessible.
 
 1.20 Preventing Query Output from Scrolling off the Screen 1.20.1 Problem Query output zooms off the top of your screen before you can see it.
 
 1.20.2 Solution Tell mysql to display output a page at a time, or run mysql in a window that allows scrollback.
 
 1.20.3 Discussion If a query produces many lines of output, normally they just scroll right off the top of the screen. To prevent this, tell mysql to present output a page at a time by specifying the --pager option.[6] --pager=program tells mysql to use a specific program as your pager:
 
 [6]
 
 The --pager option is not available under Windows.
 
 % mysql --pager=/usr/bin/less --pager by itself tells mysql to use your default pager, as specified in your PAGER environment variable:
 
 % mysql --pager If your PAGER variable isn't set, you must either define it or use the first form of the command to specify a pager program explicitly. To define PAGER, use the instructions in Recipe 1.9 for setting environment variables. Within a mysql session, you can turn paging on and off using \P and \n. \P without an argument enables paging using the program specified in your PAGER variable. \P with an argument enables paging using the argument as the name of the paging program:
 
 mysql> \P PAGER set mysql> \P PAGER set mysql> \n PAGER set
 
 to /bin/more /usr/bin/less to /usr/bin/less to stdout
 
 Output paging was introduced in MySQL 3.23.28. Another way to deal with long result sets is to use a terminal program that allows you to scroll back through previous output. Programs such as xterm for the X Window System, Terminal for Mac OS X, MacSSH or BetterTelnet for Mac OS, or Telnet for Windows allow you to set the number of output lines saved in the scrollback buffer. Under Windows NT, 2000, or XP, you can set up a DOS window that allows scrollback using the following procedure: 1.
 
 Open the Control Panel.
 
 2.
 
 Create a shortcut to the MS-DOS prompt by right clicking on the Console item and dragging the mouse to where you
 
 3.
 
 Right click on the shortcut and select the Properties item from the menu that appears.
 
 4.
 
 Select the Layout tab in the resulting Properties window.
 
 5.
 
 Set the screen buffer height to the number of lines you want to save and click the OK button.
 
 want to place the shortcut (on the desktop, for example).
 
 Now you should be able to launch the shortcut to get a scrollable DOS window that allows output produced by commands in that window to be retrieved by using the scrollbar.
 
 1.21 Sending Query Output to a File or to a Program 1.21.1 Problem You want to send mysql output somewhere other than to your screen.
 
 1.21.2 Solution
 
 Redirect mysql's output or use a pipe.
 
 1.21.3 Discussion mysql chooses its default output format according to whether you run it interactively or noninteractively. Under interactive use, mysql normally sends its output to the terminal and writes query results using tabular format:
 
 mysql> SELECT * FROM limbs; +--------------+------+------+ | thing | legs | arms | +--------------+------+------+ | human | 2 | 2 | | insect | 6 | 0 | | squid | 0 | 10 | | octopus | 0 | 8 | | fish | 0 | 0 | | centipede | 100 | 0 | | table | 4 | 0 | | armchair | 4 | 2 | | phonograph | 0 | 1 | | tripod | 3 | 0 | | Peg Leg Pete | 1 | 2 | | space alien | NULL | NULL | +--------------+------+------+ 12 rows in set (0.00 sec) In non-interactive mode (that is, when either the input or output is redirected), mysql writes output in tab-delimited format:
 
 % echo "SELECT * FROM limbs" | mysql cookbook thing legs arms human 2 2 insect 6 0 squid 0 10 octopus 0 8 fish 0 0 centipede 100 0 table 4 0 armchair 4 2 phonograph 0 1 tripod 3 0 Peg Leg Pete 1 2 space alien NULL NULL However, in either context, you can select any of mysql's output formats by using the appropriate command-line options. This section describes how to send mysql output somewhere other than the terminal. The next several sections discuss the various mysql output formats and how to select them explicitly according to your needs when the default format isn't what you want. To save output from mysql in a file, use your shell's standard redirection capability:
 
 % mysql cookbook >
 
 outputfile
 
 However, if you try to run mysql interactively with the output redirected, you won't be able to see what you're typing, so generally in this case you'll also take query input from a file (or another program):
 
 % mysql cookbook 

 
 outputfile
 
 You can also send query output to another program. For example, if you want to mail query output to someone, you might do so like this:
 
 % mysql cookbook 
 outputfile That's fairly cryptic, to say the least. You can achieve the same result with other languages that may be easier to read. Here's a short Perl script that does the same thing as the sed command (it converts tab-delimited input to CSV output), and includes comments to document how it works:
 
 #! /usr/bin/perl -w while () { s/"/""/g; s/\t/","/g; s/^/"/; s/$/"/; print; }
 
 # read next input line # # # # #
 
 double any quotes within column values put `","' between column values add `"' before the first value add `"' after the last value print the result
 
 exit (0); If you name the script csv.pl, you can use it like this:
 
 % mysql cookbook 

 
 outputfile
 
 If you run the command under a version of Windows that doesn't know how to associate .pl files with Perl, it may be necessary to invoke Perl explicitly:
 
 C:\> mysql cookbook 

 
 outputfile
 
 Perl may be more suitable if you need a cross-platform solution, because it runs under both Unix and Windows. tr and sed normally are unavailable under Windows.
 
 1.23.4 See Also An even better way to produce CSV output is to use the Perl Text::CSV_XS module, which was designed for that purpose. This module is discussed in Chapter 10, where it's used to construct a more general-purpose file reformatter.
 
 1.24 Producing HTML Output 1.24.1 Problem You'd like to turn a query result into HTML.
 
 1.24.2 Solution mysql can do that for you.
 
 1.24.3 Discussion mysql generates result set output as HTML tables if you use -H (or --html) option. This gives you a quick way to produce sample output for inclusion into a web page that shows what the result of a query looks like.[8] Here's an example that shows the difference between tabular format and HTML table output (a few line breaks have been added to the HTML output to make it easier to read): [8]
 
 I'm referring to writing static HTML pages here. If you're writing a script that produces web pages on the fly, there are better ways to generate HTML output from a query. For more information on writing web scripts, see Chapter 16.
 
 % mysql -e "SELECT * FROM limbs WHERE legs=0" cookbook +------------+------+------+ | thing | legs | arms | +------------+------+------+ | squid | 0 | 10 | | octopus | 0 | 8 | | fish | 0 | 0 |
 
 | phonograph | 0 | 1 | +------------+------+------+ % mysql -H -e "SELECT * FROM limbs WHERE legs=0" cookbook 	thing	legs	arms
	squid	0	10
	octopus	0	8
	fish	0	0
	phonograph	0	1

 The first line of the table contains column headings. If you don't want a header row, see Recipe 1.26. The -H and --html options produce output only for queries that generate a result set. No output is written for queries such as INSERT or UPDATE statements. -H and --html may be used as of MySQL 3.22.26. (They actually were introduced in an earlier version, but the output was not quite correct.)
 
 1.25 Producing XML Output 1.25.1 Problem You'd like to turn a query result into XML.
 
 1.25.2 Solution mysql can do that for you.
 
 1.25.3 Discussion mysql creates an XML document from the result of a query if you use the -X (or --xml) option. Here's an example that shows the difference between tabular format and the XML created from the same query:
 
 % mysql -e "SELECT * FROM limbs WHERE legs=0" cookbook +------------+------+------+ | thing | legs | arms | +------------+------+------+ | squid | 0 | 10 | | octopus | 0 | 8 | | fish | 0 | 0 | | phonograph | 0 | 1 | +------------+------+------+ % mysql -X -e "SELECT * FROM limbs WHERE legs=0" cookbook squid 0 <arms>10
 
 octopus 0 <arms>8 fish 0 <arms>0 phonograph 0 <arms>1 -X and --xml may be used as of MySQL 4.0. If your version of MySQL is older than that, you can write your own XML generator. See Recipe 10.42.
 
 1.26 Suppressing Column Headings in Query Output 1.26.1 Problem You don't want to include column headings in query output.
 
 1.26.2 Solution Turn column headings off with the appropriate command-line option. Normally this is -N or -skip-column-names, but you can use -ss instead.
 
 1.26.3 Discussion Tab-delimited format is convenient for generating datafiles that you can import into other programs. However, the first row of output for each query lists the column headings by default, which may not always be what you want. Suppose you have a program named summarize the produces various descriptive statistics for a column of numbers. If you're producing output from mysql to be used with this program, you wouldn't want the header row because it would throw off the results. That is, if you ran a command like this, the output would be inaccurate because summarize would count the column heading:
 
 % mysql -e "SELECT arms FROM limbs" cookbook | summarize To create output that contains only data values, suppress the column header row with the -N (or --skip-column-names) option:
 
 % mysql -N -e "SELECT arms FROM limbs" cookbook | summarize
 
 -N and --skip-column-names were introduced in MySQL 3.22.20. For older versions, you can achieve the same effect by specifying the "silent" option (-s or --silent) twice:
 
 % mysql -ss -e "SELECT arms FROM limbs" cookbook | summarize Under Unix, another alternative is to use tail to skip the first line:
 
 % mysql -e "SELECT arms FROM limbs" cookbook | tail +2 | summarize
 
 1.27 Numbering Query Output Lines 1.27.1 Problem You'd like the lines of a query result nicely numbered.
 
 1.27.2 Solution Postprocess the output from mysql, or use a SQL variable.
 
 1.27.3 Discussion The -N option can be useful in combination with cat -n when you want to number the output rows from a query under Unix:
 
 % mysql 1 2 3 4 5 6 7 8 9 10 11 12
 
 -N -e "SELECT thing, arms FROM limbs" cookbook | cat -n human 2 insect 0 squid 10 octopus 8 fish 0 centipede 0 table 0 armchair 2 phonograph 1 tripod 0 Peg Leg Pete 2 NULL
 
 Another option is to use a SQL variable. Expressions involving variables are evaluated for each row of a query result, a property that you can use to provide a column of row numbers in the output:
 
 mysql> SET @n = 0; mysql> SELECT @n := @n+1 AS rownum, thing, arms, legs FROM limbs; +--------+--------------+------+------+ | rownum | thing | arms | legs | +--------+--------------+------+------+ | 1 | human | 2 | 2 | | 2 | insect | 0 | 6 | | 3 | squid | 10 | 0 | | 4 | octopus | 8 | 0 | | 5 | fish | 0 | 0 |
 
 | 6 | centipede | 0 | 100 | | 7 | table | 0 | 4 | | 8 | armchair | 2 | 4 | | 9 | phonograph | 1 | 0 | | 10 | tripod | 0 | 3 | | 11 | Peg Leg Pete | 2 | 1 | | 12 | space alien | NULL | NULL | +--------+--------------+------+------+
 
 1.28 Making Long Output Lines More Readable 1.28.1 Problem The output lines from a query are too long. They wrap around and make a mess of your screen.
 
 1.28.2 Solution Use vertical output format.
 
 1.28.3 Discussion Some queries generate output lines that are so long they take up more than one line on your terminal, which can make query results difficult to read. Here is an example that shows what excessively long query output lines might look like on your screen:[9] [9]
 
 Prior to MySQL 3.23.32, omit the FULL keyword from the SHOW COLUMNS statement.
 
 mysql> SHOW FULL COLUMNS FROM limbs; +-------+-------------+------+-----+---------+-------+---------------------------------+ | Field | Type | Null | Key | Default | Extra | Privileges | +-------+-------------+------+-----+---------+-------+---------------------------------+ | thing | varchar(20) | YES | | NULL | | select,insert,update,references | | legs | int(11) | YES | | NULL | | select,insert,update,references | | arms | int(11) | YES | | NULL | | select,insert,update,references | +-------+-------------+------+-----+---------+-------+---------------------------------+ An alternative is to generate "vertical" output with each column value on a separate line. This is done by terminating a query with \G rather than with a ; character or with \g. Here's what the result from the preceding query looks like when displayed using vertical format:
 
 mysql> SHOW FULL COLUMNS FROM limbs\G *************************** 1. row *************************** Field: thing Type: varchar(20) Null: YES Key: Default: NULL Extra: Privileges: select,insert,update,references *************************** 2. row *************************** Field: legs
 
 Type: int(11) Null: YES Key: Default: NULL Extra: Privileges: select,insert,update,references *************************** 3. row *************************** Field: arms Type: int(11) Null: YES Key: Default: NULL Extra: Privileges: select,insert,update,references To specify vertical output from the command line, use the -E (or --vertical) option when you invoke mysql. This affects all queries issued during the session, something that can be useful when using mysql to execute a script. (If you write the statements in the SQL script file using the usual semicolon terminator, you can select normal or vertical output from the command line by selective use of -E.)
 
 1.29 Controlling mysql's Verbosity Level 1.29.1 Problem You want mysql to produce more output. Or less.
 
 1.29.2 Solution Use the -v or -s options for more or less verbosity.
 
 1.29.3 Discussion When you run mysql non-interactively, not only does the default output format change, it becomes more terse. For example, mysql doesn't print row counts or indicate how long queries took to execute. To tell mysql to be more verbose, use -v or --verbose. These options can be specified multiple times for increasing verbosity. Try the following commands to see how the output differs:
 
 % % % %
 
 echo echo echo echo
 
 "SELECT "SELECT "SELECT "SELECT
 
 NOW( NOW( NOW( NOW(
 
 )" )" )" )"
 
 | | | |
 
 mysql mysql -v mysql -vv mysql -vvv
 
 The counterparts of -v and --verbose are -s and --silent. These options too may be used multiple times for increased effect.
 
 1.30 Logging Interactive mysql Sessions 1.30.1 Problem
 
 You want to keep a record of what you did in a mysql session.
 
 1.30.2 Solution Create a tee file.
 
 1.30.3 Discussion If you maintain a log of an interactive MySQL session, you can refer back to it later to see what you did and how. Under Unix, you can use the script program to save a log of a terminal session. This works for arbitrary commands, so it works for interactive mysql sessions, too. However, script also adds a carriage return to every line of the transcript, and it includes any backspacing and corrections you make as you're typing. A method of logging an interactive mysql session that doesn't add extra messy junk to the log file (and that works under both Unix and Windows) is to start mysql with a --tee option that specifies the name of the file in which to record the session:[10] [10]
 
 It's called a "tee" because it's similar to the Unix tee utility. For more background, try this command:
 
 % mysql --tee=tmp.out cookbook To control session logging from within mysql, use \T and \t to turn tee output on and off. This is useful if you want to record only parts of a session:
 
 mysql> \T tmp.out Logging to file 'tmp.out' mysql> \t Outfile disabled. A tee file contains the queries you enter as well as the output from those queries, so it's a convenient way to keep a complete record of them. It's useful, for example, when you want to print or mail a session or parts of it, or for capturing query output to include as an example in a document. It's also a good way to try out queries to make sure you have the syntax correct before putting them in a script file; you can create the script from the tee file later by editing it to remove everything except those queries you want to keep. mysql appends session output to the end of the tee file rather than overwriting it. If you want an existing file to contain only the contents of a single session, remove it first before invoking mysql. The ability to create tee files was introduced in MySQL 3.23.28.
 
 1.31 Creating mysql Scripts from Previously Executed Queries 1.31.1 Problem You want to reuse queries that were issued during an earlier mysql session.
 
 1.31.2 Solution Use a tee file from the earlier session, or look in mysql's statement history file.
 
 1.31.3 Discussion One way to create a batch file is to enter your queries into the file from scratch with a text editor and hope that you don't make any mistakes while typing them. But it's often easier to use queries that you've already verified as correct. How? First, try out the queries "by hand" using mysql in interactive mode to make sure they work properly. Then, extract the queries from a record of your session to create the batch file. Two sources of information are particularly useful for creating SQL scripts:
 
 •
 
 You can record all or parts of a mysql session by using the --tee command-line option or the \T command from within mysql. (See Recipe 1.30 for more information.)
 
 •
 
 Under Unix, a second option is to use your history file. mysql maintains a record of your queries, which it stores in the file .mysql_history in your home directory.
 
 A tee file session log has more context because it contains both query input and output, not just the text of the queries. This additional information can make it easier to locate the parts of the session you want. (Of course, you must also remove the extra stuff to create a batch file from the tee file.) Conversely, the history file is more concise. It contains only of the queries you issue, so there are fewer extraneous lines to delete to obtain the queries you want. Choose whichever source of information best suits your needs.
 
 1.32 Using mysql as a Calculator 1.32.1 Problem You need a quick way to evaluate an expression.
 
 1.32.2 Solution Use mysql as a calculator. MySQL doesn't require every SELECT statement to refer to a table, so you can select the results of arbitrary expressions.
 
 1.32.3 Discussion
 
 SELECT statements typically refer to some table or tables from which you're retrieving rows. However, in MySQL, SELECT need not reference any table at all, which means that you can use the mysql program as a calculator for evaluating an expression:
 
 mysql> SELECT (17 + 23) / SQRT(64); +----------------------+ | (17 + 23) / SQRT(64) | +----------------------+ | 5.00000000 | +----------------------+
 
 This is also useful for checking how a comparison works. For example, to determine whether or not string comparisons are case sensitive, try the following query:
 
 mysql> SELECT 'ABC' = 'abc'; +---------------+ | 'ABC' = 'abc' | +---------------+ | 1 | +---------------+ The result of this comparison is 1 (meaning "true"; in general, nonzero values are true). This tells you that string comparisons are not case sensitive by default. Expressions that evaluate to false return zero:
 
 mysql> SELECT 'ABC' = 'abcd'; +----------------+ | 'ABC' = 'abcd' | +----------------+ | 0 | +----------------+ If the value of an expression cannot be determined, the result is NULL:
 
 mysql> SELECT 1/0; +------+ | 1/0 | +------+ | NULL | +------+ SQL variables may be used to store the results of intermediate calculations. The following statements use variables this way to compute the total cost of a hotel bill:
 
 mysql> SET @daily_room_charge = 100.00; mysql> SET @num_of_nights = 3; mysql> SET @tax_percent = 8; mysql> SET @total_room_charge = @daily_room_charge * @num_of_nights; mysql> SET @tax = (@total_room_charge * @tax_percent) / 100; mysql> SET @total = @total_room_charge + @tax; mysql> SELECT @total; +--------+ | @total | +--------+ | 324 | +--------+
 
 1.33 Using mysql in Shell Scripts 1.33.1 Problem You want to invoke mysql from within a shell script rather than using it interactively.
 
 1.33.2 Solution
 
 There's no rule against that. Just be sure to supply the appropriate arguments to the command.
 
 1.33.3 Discussion If you need to process query results within a program, you'll typically use a MySQL programming interface designed specifically for the language you're using (for example, in a Perl script you'd use the DBI interface). But for simple, short, or quick-and-dirty tasks, it may be easier just to invoke mysql directly from within a shell script, possibly postprocessing the results with other commands. For example, an easy way to write a MySQL server status tester is to use a shell script that invokes mysql, as is demonstrated later in this section. Shell scripts are also useful for prototyping programs that you intend to convert for use with a standard API later. For Unix shell scripting, I recommend that you stick to shells in the Bourne shell family, such as sh, bash, or ksh. (The csh and tcsh shells are more suited to interactive use than to scripting.) This section provides some examples showing how to write Unix scripts for /bin/sh. It also comments briefly on DOS scripting. The sidebar "Using Executable Programs" describes how to make scripts executable and run them.
 
 Using Executable Programs When you write a program, you'll generally need to make it executable before you can run it. In Unix, you do this by setting the "execute" file access modes using the chmod command:
 
 % chmod +x myprog To run the program, name it on the command line:
 
 % myprog However, if the program is in your current directory, your shell might not find it. The shell searches for programs in the directories named in your PATH environment variable, but for security reasons, the search path for Unix shells often is deliberately set not to include the current directory (.). In that case, you need to include a leading path of ./ to explicitly indicate the program's location:
 
 % ./myprog Some of the programs developed in this book are intended only to demonstrate a particular concept and probably never will be run outside your current directory, so examples that use them generally show how to invoke them using the leading ./ path. For programs that are intended for repeated use, it's more likely that you'll install them in a directory named in your PATH setting. In that case, no leading path will be necessary to invoke them. This also holds for common Unix utilities (such as chmod), which are installed in standard system directories. Under Windows, programs are interpreted as executable based on their filename extensions (such as .exe or .bat), so chmod is unnecessary. Also, the command interpreter includes the current directory in its search path by default, so you should be able to invoke programs that are located there without specifying any leading path. (Thus, if you're using Windows and you want to run an example command that is shown in this book using ./, you should omit the ./ from the command.)
 
 1.33.4 Writing Shell Scripts Under Unix Here is a shell script that reports the current uptime of the MySQL server. It runs a SHOW
 
 STATUS query to get the value of the Uptime status variable that contains the server uptime in seconds:
 
 #! /bin/sh # mysql_uptime.sh - report server uptime in seconds mysql -B -N -e "SHOW STATUS LIKE 'Uptime'"
 
 The first line of the script that begins with #! is special. It indicates the pathname of the program that should be invoked to execute the rest of the script, /bin/sh in this case. To use the script, create a file named mysql_uptime.sh that contains the preceding lines and make it executable with chmod +x. The mysql_uptime.sh script runs mysql using -e to indicate the query string, -B to generate batch (tab-delimited) output, and -N to suppress the column header line. The resulting output looks like this:
 
 % ./mysql_uptime.sh Uptime 1260142 The command shown here begins with ./, indicating that the script is located in your current directory. If you move the script to a directory named in your PATH setting, you can invoke it from anywhere, but then you should omit the ./ from the command. Note that moving the script make cause csh or tcsh not to know where the script is located until your next login. To remedy this without logging in again, use rehash after moving the script. The following example illustrates this process:
 
 % ./mysql_uptime.sh Uptime 1260348 % mv mysql_uptime.sh /usr/local/bin % mysql_uptime.sh mysql_uptime.sh: Command not found. % rehash % mysql_uptime.sh Uptime 1260397 If you prefer a report that lists the time in days, hours, minutes, and seconds rather than just seconds, you can use the output from the mysql STATUS statement, which provides the following information:
 
 mysql> STATUS; Connection id: Current database: Current user: Current pager: Using outfile: Server version: Protocol version: Connection: Client characterset: Server characterset: UNIX socket: Uptime:
 
 12347 cookbook cbuser@localhost stdout '' 3.23.47-log 10 Localhost via UNIX socket latin1 latin1 /tmp/mysql.sock 14 days 14 hours 2 min 46 sec
 
 For uptime reporting, the only relevant part of that information is the line that begins with
 
 Uptime. It's a simple matter to write a script that sends a STATUS command to the server and filters the output with grep to extract the desired line:
 
 #! /bin/sh # mysql_uptime2.sh - report server uptime
 
 mysql -e STATUS | grep "^Uptime" The result looks like this:
 
 % ./mysql_uptime2.sh Uptime:
 
 14 days 14 hours 2 min 46 sec
 
 The preceding two scripts specify the statement to be executed by means of the -e commandline option, but you can use other mysql input sources described earlier in the chapter, such as files and pipes. For example, the following mysql_uptime3.sh script is like mysql_uptime2.sh but provides input to mysql using a pipe:
 
 #! /bin/sh # mysql_uptime3.sh - report server uptime echo STATUS | mysql | grep "^Uptime" Some shells support the concept of a "here-document," which serves essentially the same purpose as file input to a command, except that no explicit filename is involved. (In other words, the document is located "right here" in the script, not stored in an external file.) To provide input to a command using a here-document, use the following syntax:
 
 command "-"); # set up connection between DBI and output writer my $gen = XML::Generator::DBI->new ( dbh => $dbh, # database handle Handler => $out, # output writer RootElement => "rowset" # document root element ); # issue query and write XML $gen->execute ($query); $dbh->disconnect ( ); exit (0);
 
 10.43 Importing XML into MySQL 10.43.1 Problem You want to import an XML document into a MySQL table.
 
 10.43.2 Solution Set up an XML parser to read the document. Then use the records in the document to construct and execute INSERT statements.
 
 10.43.3 Discussion Importing an XML document depends on being able to parse the document and extract record contents from it. The way you do this will depend on how the document is written. For example, one format might represent column names and values as attributes of elements:
 
 mysql> -> mysql> mysql> ->
 
 CREATE TABLE shirt (item CHAR(20)); INSERT INTO shirt (item) VALUES('Pinstripe'),('Tie-Dye'),('Black'); CREATE TABLE tie (item CHAR(20)); INSERT INTO tie (item) VALUES('Fleur de lis'),('Paisley'),('Polka Dot');
 
 You can list what's in each table by using separate single-table queries:
 
 mysql> SELECT item FROM shirt; +-----------+ | item | +-----------+ | Pinstripe | | Tie-Dye | | Black | +-----------+ mysql> SELECT item FROM tie; +--------------+ | item | +--------------+ | Fleur de lis | | Paisley | | Polka Dot | +--------------+ But you can also ask MySQL to show you various combinations of wardrobe items by writing a query that performs a join. A join names two or more tables after the
 
 FROM keyword. In the
 
 output column list, you can name columns from any or all of the joined tables, or use expressions that are based on those columns. The simplest join involves two tables and selects all columns from each. With no
 
 WHERE clause, the join generates output for all
 
 combinations of rows. Thus, to find all possible combinations of shirts and ties, use the following query to produce a full join between the two tables:
 
 mysql> SELECT * FROM shirt, tie; +-----------+--------------+ | item | item | +-----------+--------------+ | Pinstripe | Fleur de lis | | Tie-Dye | Fleur de lis | | Black | Fleur de lis | | Pinstripe | Paisley | | Tie-Dye | Paisley | | Black | Paisley | | Pinstripe | Polka Dot | | Tie-Dye | Polka Dot | | Black | Polka Dot | +-----------+--------------+
 
 You can see that each item from the
 
 shirt table is paired with every item from the tie
 
 table. To use the list to guide you in your wardrobe selections, print it out and tape it up on the wall. Each day, wear the items displayed in the first unused row and cross the row off the list. The output column list in the previous query is specified as
 
 *. For a single-table query, an
 
 output list of
 
 * means "every column from the named table." Analogously, for a join it means "every column from every named table," so the query returns the columns from both shirt and tie. Other ways to specify output columns are to use tbl_name.* to select all columns from a particular table, or tbl_name.col_name to specify a single column from the table. Thus, all the following queries are equivalent:
 
 SELECT SELECT SELECT SELECT SELECT
 
 * FROM shirt, tie; shirt.*, tie.* FROM shirt, tie; shirt.*, tie.item FROM shirt, tie; shirt.item, tie.* FROM shirt, tie; shirt.item, tie.item FROM shirt, tie;
 
 The
 
 tbl_name.col_name notation that qualifies a column name with a table name is always allowable, but can be shortened to just col_name if the name appears in only one of the joined tables. In that case, MySQL can determine without ambiguity which table the column comes from and no table name qualifier is necessary. We can't do that for a join between
 
 shirt and tie; they both have a column with the same name (item), so the
 
 following query is ambiguous:
 
 mysql> SELECT item, item FROM shirt, tie; ERROR 1052 at line 1: Column: 'item' in field list is ambiguous If the columns had distinct names such as
 
 s_item and t_item, the query could be
 
 written unambiguously without table qualifiers:
 
 SELECT s_item, p_item FROM shirt, tie; To make the meaning of a query clearer to human readers, it's often useful to qualify column names even when that's not strictly necessary as far as MySQL is concerned. I tend to use qualified names in join query examples for that reason. Without a
 
 WHERE clause to restrict the output, a join produces an output row for every
 
 possible combination of input rows. For large tables, this is usually a bad idea, so it's typical to provide some kind of condition on the output rows. For example, if you're tired of having your office mates tease you about your polka dot tie, select only the other stylish combinations that are possible using your wardrobe items:
 
 mysql> SELECT shirt.item, tie.item FROM shirt, tie
 
 -> WHERE tie.item != 'Polka Dot'; +-----------+--------------+ | item | item | +-----------+--------------+ | Pinstripe | Fleur de lis | | Tie-Dye | Fleur de lis | | Black | Fleur de lis | | Pinstripe | Paisley | | Tie-Dye | Paisley | | Black | Paisley | +-----------+--------------+ You can also limit the output other ways. To select wardrobe combinations at random, run the following query each morning to pick a single row from the full join:[1] [1]
 
 ORDER BY RAND( ) is discussed further in Chapter 13.
 
 mysql> SELECT shirt.item, tie.item FROM shirt, tie -> ORDER BY RAND( ) LIMIT 1; +---------+--------------+ | item | item | +---------+--------------+ | Tie-Dye | Fleur de lis | +---------+--------------+ It's possible to perform joins between more than two tables. Suppose you set up a
 
 pants
 
 table:
 
 mysql> SELECT * FROM pants; +----------+ | item | +----------+ | Plaid | | Striped | | Corduroy | +----------+ Then you can select combinations of shirts, ties, and pants:
 
 mysql> SELECT shirt.item, tie.item, pants.item FROM shirt, tie, pants; +-----------+--------------+----------+ | item | item | item | +-----------+--------------+----------+ | Pinstripe | Fleur de lis | Plaid | | Tie-Dye | Fleur de lis | Plaid | | Black | Fleur de lis | Plaid | | Pinstripe | Paisley | Plaid | | Tie-Dye | Paisley | Plaid | | Black | Paisley | Plaid | | Pinstripe | Polka Dot | Plaid | | Tie-Dye | Polka Dot | Plaid | | Black | Polka Dot | Plaid | | Pinstripe | Fleur de lis | Striped | | Tie-Dye | Fleur de lis | Striped | | Black | Fleur de lis | Striped |
 
 | Pinstripe | Paisley | Striped | | Tie-Dye | Paisley | Striped | | Black | Paisley | Striped | | Pinstripe | Polka Dot | Striped | | Tie-Dye | Polka Dot | Striped | | Black | Polka Dot | Striped | | Pinstripe | Fleur de lis | Corduroy | | Tie-Dye | Fleur de lis | Corduroy | | Black | Fleur de lis | Corduroy | | Pinstripe | Paisley | Corduroy | | Tie-Dye | Paisley | Corduroy | | Black | Paisley | Corduroy | | Pinstripe | Polka Dot | Corduroy | | Tie-Dye | Polka Dot | Corduroy | | Black | Polka Dot | Corduroy | +-----------+--------------+----------+ Clearly, as you join more tables, the number of row combinations grows quickly, even when each individual table has few rows. If you don't want to write out complete table names in the output column list, give each table a short alias and refer to table columns using the aliases:
 
 SELECT s.item, t.item, p.item FROM shirt AS s, tie AS t, pants AS p; Aliases don't save much typing for the preceding statement, but for complicated queries that select many columns, aliases can make life much simpler. In addition, aliases are not only convenient but necessary for some types of queries, as will become evident when we get to the topic of self-joins (Recipe 12.12).
 
 12.3 Performing a Join Between Tables in Different Databases 12.3.1 Problem You want to use tables in a join, but they're not located in the same database.
 
 12.3.2 Solution Use database name qualifiers to tell MySQL where to find the tables.
 
 12.3.3 Discussion Sometimes it's necessary to perform a join on two tables that live in different databases. To do this, qualify table and column names sufficiently so that MySQL knows what you're referring to. We've been using the that both are in the
 
 shirt and tie tables under the implicit understanding
 
 cookbook database, which means that we can simply refer to the
 
 tables without specifying any database name. For example, the following query retrieves the combinations of items from the two tables:
 
 mysql> SELECT shirt.item, tie.item FROM shirt, tie; +-----------+--------------+ | item | item | +-----------+--------------+ | Pinstripe | Fleur de lis | | Tie-Dye | Fleur de lis | | Black | Fleur de lis | | Pinstripe | Paisley | | Tie-Dye | Paisley | | Black | Paisley | | Pinstripe | Polka Dot | | Tie-Dye | Polka Dot | | Black | Polka Dot | +-----------+--------------+ But suppose instead that
 
 shirt is in the db1 database and tie is in the db2 database.
 
 To indicate this, qualify each table name with a prefix that specifies which database it's part of. The fully qualified form of the join looks like this:
 
 SELECT db1.shirt.item, db2.tie.item FROM db1.shirt, db2.tie; If there is no current database, or it is neither
 
 db1 nor db2, it's necessary to use this fully qualified form. However, if the current database is db1 or db2, you can dispense with some of the qualifiers. For example, if the current database is db1, you can omit the db1 qualifiers:
 
 SELECT shirt.item, db2.tie.item FROM shirt, db2.tie; Conversely, if the current database is
 
 db2, no db2 qualifiers are necessary:
 
 SELECT db1.shirt.item, tie.item FROM db1.shirt, tie;
 
 12.4 Referring to Join Output Column Names in Programs 12.4.1 Problem You need to process the result of a join query from within a program, but the column names in the result set aren't unique.
 
 12.4.2 Solution Use column aliases to assign unique names to each column, or refer to the columns by position.
 
 12.4.3 Discussion Joins often retrieve columns from similar tables, and it's not unusual for columns selected from different tables to have the same names. Consider again the three-way join between the
 
 shirt, tie, and pants tables that was used in Recipe 12.2: mysql> SELECT shirt.item, tie.item, pants.item FROM shirt, tie, pants; +-----------+--------------+----------+ | item | item | item | +-----------+--------------+----------+ | Pinstripe | Fleur de lis | Plaid | | Tie-Dye | Fleur de lis | Plaid | | Black | Fleur de lis | Plaid | | Pinstripe | Paisley | Plaid | ... The query uses the table names to qualify each instance of
 
 item in the output column list to
 
 clarify which table each item comes from. But the column names in the output are not distinct, because MySQL doesn't include table names in the column headings. If you're processing the result of the join from within a program and fetching rows into a data structure that references column values by name, non-unique column names can cause some values to become inaccessible. The following Perl script fragment illustrates the difficulty:
 
 $stmt = qq{ SELECT shirt.item, tie.item, pants.item FROM shirt, tie, pants }; $sth = $dbh->prepare ($stmt); $sth->execute ( ); # Determine the number of columns in result set rows two ways: # - Check the NUM_OF_FIELDS statement handle attribute # - Fetch a row into a hash and see how many keys the hash contains $count1 = $sth->{NUM_OF_FIELDS}; $ref = $sth->fetchrow_hashref ( ); $count2 = keys (%{$ref}); print "The statement is: $stmt\n"; print "According to NUM_OF_FIELDS, the result set has $count1 columns\n"; print "The column names are: " . join (",", sort (@{$sth->{NAME}})) . "\n"; print "According to the row hash size, the result set has $count2 columns\n"; print "The column names are: " . join (",", sort (keys (%{$ref}))) . "\n"; The script issues the wardrobe-selection query, then determines the number of columns in the result, first by checking the
 
 NUM_OF_FIELDS attribute, then by fetching a row into a
 
 hash and counting the number of hash keys. Executing this script results in the following output:
 
 According to NUM_OF_FIELDS, the result set has 3 columns The column names are: item,item,item According to the row hash size, the result set has 1 columns The column names are: item
 
 There is a problem here—the column counts don't match. The second count is 1 because the non-unique column names cause multiple column values to be mapped onto the same hash element. As a result of these hash key collisions, some of the values are lost. To solve this problem, make the column names unique by supplying aliases. For example, the query can be rewritten from:
 
 SELECT shirt.item, tie.item, pants.item FROM shirt, tie, pants to:
 
 SELECT shirt.item AS shirt, tie.item AS tie, pants.item AS pants FROM shirt, tie, pants If you make that change and rerun the script, its output becomes:
 
 According to NUM_OF_FIELDS, the result set has 3 columns The column names are: pants,shirt,tie According to the row hash size, the result set has 3 columns The column names are: pants,shirt,tie Now the column counts are the same; no values are lost when fetching into a hash. Another way to address the problem that doesn't require renaming the columns is to fetch the row into something other than a hash. For example, you can fetch the row into an array and refer to the shirt, tie, and pants items as the first through third elements of the array:
 
 while (my @val = $sth->fetchrow_array ( )) { print "shirt: $val[0], tie: $val[1], pants: $val[2]\n"; } The name-clash problem may have different solutions in other languages. For example, the problem doesn't occur in quite the same way in Python scripts. If you retrieve a row using a dictionary (Python's closest analog to a Perl hash), the MySQLdb module notices clashing column names and places them in the dictionary using a key consisting of the column name with the table name prepended. Thus, for the following query, the dictionary keys would be
 
 item, tie.item, and pants.item: SELECT shirt.item, tie.item, pants.item FROM shirt, tie, pants That means column values won't get lost, but it's still necessary to be aware of non-unique names. If you try to refer to column values using just the column names, you won't get the results you expect for those names that are reported with a leading table name. If you use aliases to make each column name unique, the dictionary entries will have the names that you assign.
 
 12.5 Finding Rows in One Table That Match Rows in Another 12.5.1 Problem You want to use rows in one table to locate rows in another table.
 
 12.5.2 Solution Use a join with an appropriate
 
 WHERE clause to match up records from different tables.
 
 12.5.3 Discussion The records in the
 
 shirt, tie, and pants tables from Recipe 12.2 have no special
 
 relationship to each other, so no combination of rows is more meaningful than any other. That's okay, because the purpose of the examples that use those tables is to illustrate how to perform a join, not why you'd do so. The "why" is that joins allow you to combine information from multiple tables when each table contains only part of the information in which you're interested. Output rows from a join are more complete than rows from either table by itself. This kind of operation often is based on matching rows in one table to rows in another, which requires that each table have one or more columns of common information that can be used to link them together logically. To illustrate, suppose you're starting an art collection, using the following two tables to record your acquisitions.
 
 artist lists those painters whose works you want to collect, and
 
 painting lists each painting that you've purchased: CREATE TABLE artist ( a_id INT UNSIGNED NOT NULL AUTO_INCREMENT, name VARCHAR(30) NOT NULL, PRIMARY KEY (a_id), UNIQUE (name) ); CREATE TABLE painting ( a_id INT UNSIGNED NOT NULL, p_id INT UNSIGNED NOT NULL AUTO_INCREMENT, title VARCHAR(100) NOT NULL, state VARCHAR(2) NOT NULL, price INT UNSIGNED, (dollars) INDEX (a_id), PRIMARY KEY (p_id) );
 
 # artist ID # artist name
 
 # # # # #
 
 artist ID painting ID title of painting state where purchased purchase price
 
 You've just begun the collection, so the tables contain only the following records:
 
 mysql> SELECT * FROM artist ORDER BY a_id; +------+----------+ | a_id | name | +------+----------+ | 1 | Da Vinci | | 2 | Monet | | 3 | Van Gogh | | 4 | Picasso | | 5 | Renoir | +------+----------+ mysql> SELECT * FROM painting ORDER BY a_id, p_id; +------+------+-------------------+-------+-------+ | a_id | p_id | title | state | price | +------+------+-------------------+-------+-------+ | 1 | 1 | The Last Supper | IN | 34 | | 1 | 2 | The Mona Lisa | MI | 87 | | 3 | 3 | Starry Night | KY | 48 | | 3 | 4 | The Potato Eaters | KY | 67 | | 3 | 5 | The Rocks | IA | 33 | | 5 | 6 | Les Deux Soeurs | NE | 64 | +------+------+-------------------+-------+-------+ The low values in the
 
 price column of the painting table betray the fact that your
 
 collection actually contains only cheap facsimiles, not the originals. Well, that's all right—who can afford the originals? Each table contains partial information about your collection. For example, the doesn't tell you which paintings each artist produced, and the
 
 artist table
 
 painting table lists artist
 
 IDs but not their names. To answer certain kinds of questions, you must combine the two tables, and do so in a way that matches up records properly. The "matching up" part is a matter of writing an appropriate
 
 WHERE clause. In Recipe 12.2, I mentioned that performing
 
 a full join generally is a bad idea because of the amount of output produced. Another reason not to perform a full join is that the result may be meaningless. The following full join between the
 
 artist and painting tables makes this clear. It includes no WHERE clause, and
 
 thus produces output that conveys no useful information:
 
 mysql> SELECT * FROM artist, painting; +------+----------+------+------+-------------------+-------+-------+ | a_id | name | a_id | p_id | title | state | price | +------+----------+------+------+-------------------+-------+-------+ | 1 | Da Vinci | 1 | 1 | The Last Supper | IN | 34 | | 2 | Monet | 1 | 1 | The Last Supper | IN | 34 | | 3 | Van Gogh | 1 | 1 | The Last Supper | IN | 34 | | 4 | Picasso | 1 | 1 | The Last Supper | IN | 34 | | 5 | Renoir | 1 | 1 | The Last Supper | IN | 34 | | 1 | Da Vinci | 1 | 2 | The Mona Lisa | MI | 87 | | 2 | Monet | 1 | 2 | The Mona Lisa | MI | 87 | | 3 | Van Gogh | 1 | 2 | The Mona Lisa | MI | 87 | | 4 | Picasso | 1 | 2 | The Mona Lisa | MI | 87 | | 5 | Renoir | 1 | 2 | The Mona Lisa | MI | 87 |
 
 | 1 | Da Vinci | 3 | 3 | Starry Night | KY | 48 | | 2 | Monet | 3 | 3 | Starry Night | KY | 48 | | 3 | Van Gogh | 3 | 3 | Starry Night | KY | 48 | | 4 | Picasso | 3 | 3 | Starry Night | KY | 48 | | 5 | Renoir | 3 | 3 | Starry Night | KY | 48 | | 1 | Da Vinci | 3 | 4 | The Potato Eaters | KY | 67 | | 2 | Monet | 3 | 4 | The Potato Eaters | KY | 67 | | 3 | Van Gogh | 3 | 4 | The Potato Eaters | KY | 67 | | 4 | Picasso | 3 | 4 | The Potato Eaters | KY | 67 | | 5 | Renoir | 3 | 4 | The Potato Eaters | KY | 67 | | 1 | Da Vinci | 3 | 5 | The Rocks | IA | 33 | | 2 | Monet | 3 | 5 | The Rocks | IA | 33 | | 3 | Van Gogh | 3 | 5 | The Rocks | IA | 33 | | 4 | Picasso | 3 | 5 | The Rocks | IA | 33 | | 5 | Renoir | 3 | 5 | The Rocks | IA | 33 | | 1 | Da Vinci | 5 | 6 | Les Deux Soeurs | NE | 64 | | 2 | Monet | 5 | 6 | Les Deux Soeurs | NE | 64 | | 3 | Van Gogh | 5 | 6 | Les Deux Soeurs | NE | 64 | | 4 | Picasso | 5 | 6 | Les Deux Soeurs | NE | 64 | | 5 | Renoir | 5 | 6 | Les Deux Soeurs | NE | 64 | +------+----------+------+------+-------------------+-------+-------+ Clearly, you're not maintaining these tables to match up each artist with each painting, which is what the preceding query does. An unrestricted join in this case produces nothing more than a lot of output with no value, so a
 
 WHERE clause is essential to give the query meaning.
 
 For example, to produce a list of paintings together with the artist names, you can associate records from the two tables using a simple
 
 WHERE clause that matches up values in the
 
 artist ID column that is common to both tables and that serves as the link between them:
 
 mysql> SELECT * FROM artist, painting -> WHERE artist.a_id = painting.a_id; +------+----------+------+------+-------------------+-------+-------+ | a_id | name | a_id | p_id | title | state | price | +------+----------+------+------+-------------------+-------+-------+ | 1 | Da Vinci | 1 | 1 | The Last Supper | IN | 34 | | 1 | Da Vinci | 1 | 2 | The Mona Lisa | MI | 87 | | 3 | Van Gogh | 3 | 3 | Starry Night | KY | 48 | | 3 | Van Gogh | 3 | 4 | The Potato Eaters | KY | 67 | | 3 | Van Gogh | 3 | 5 | The Rocks | IA | 33 | | 5 | Renoir | 5 | 6 | Les Deux Soeurs | NE | 64 | +------+----------+------+------+-------------------+-------+-------+ The column names in the
 
 WHERE clause include table qualifiers to make it clear which a_id
 
 values to compare. The output indicates who painted each painting, and, conversely, which paintings by each artist are in your collection. However, the output is perhaps overly verbose. (It includes two identical
 
 a_id columns, for example; one comes from the artist table, the other from the painting table.) You may want to see the a_id values only once. Or you may not want to see any ID columns at all. To exclude them, provide a column output list that names specifically only those columns in which you're interested:
 
 mysql> SELECT artist.name, painting.title, painting.state, painting.price -> FROM artist, painting
 
 -> WHERE artist.a_id = painting.a_id; +----------+-------------------+-------+-------+ | name | title | state | price | +----------+-------------------+-------+-------+ | Da Vinci | The Last Supper | IN | 34 | | Da Vinci | The Mona Lisa | MI | 87 | | Van Gogh | Starry Night | KY | 48 | | Van Gogh | The Potato Eaters | KY | 67 | | Van Gogh | The Rocks | IA | 33 | | Renoir | Les Deux Soeurs | NE | 64 | +----------+-------------------+-------+-------+ By adding other conditions to the
 
 WHERE clause, you can use row-matching queries to
 
 answer more specific questions, such as the following:
 
 •
 
 Which paintings did Van Gogh paint? To answer this question, identify the record from the
 
 artist table that corresponds to the artist name, use its a_id value to find matching records in the painting table, and select the title from those records: • • • • • • • • • •
 
 mysql> SELECT painting.title -> FROM artist, painting -> WHERE artist.name = 'Van Gogh' AND artist.a_id = painting.a_id; +-------------------+ | title | +-------------------+ | Starry Night | | The Potato Eaters | | The Rocks | +-------------------+ Who painted "The Mona Lisa"? To find out, go in the other direction, using information in the
 
 • • • • • • • •
 
 painting table to find information in the artist table:
 
 mysql> SELECT artist.name -> FROM artist, painting -> WHERE painting.title = 'The Mona Lisa' AND painting.a_id = artist.a_id; +----------+ | name | +----------+ | Da Vinci | +----------+ Which artists' paintings did you purchase in Kentucky or Indiana? This is somewhat similar to the last query, but tests a different column in the the initial set of records to be joined with the
 
 • •
 
 mysql> SELECT DISTINCT artist.name -> FROM artist, painting
 
 painting table to find
 
 artist table:
 
 • • • • • •
 
 -> WHERE painting.state IN ('KY','IN') AND artist.a_id = painting.a_id; +----------+ | name | +----------+ | Da Vinci | | Van Gogh | +----------+ The query also uses
 
 DISTINCT to display each artist name just once. Try it without
 
 DISTINCT and you'll see that Van Gogh is listed twice—that's because you obtained two Van Goghs in Kentucky.
 
 •
 
 Joins can also be used with aggregate functions to produce summaries. For example, to find out how many paintings you have per artist, use this query:
 
 • • • • • • • • • •
 
 mysql> SELECT artist.name, COUNT(*) AS 'number of paintings' -> FROM artist, painting -> WHERE artist.a_id = painting.a_id -> GROUP BY artist.name; +----------+---------------------+ | name | number of paintings | +----------+---------------------+ | Da Vinci | 2 | | Renoir | 1 | | Van Gogh | 3 | +----------+---------------------+ A more elaborate query might also show how much you paid for each artist's paintings, in total and on average:
 
 mysql> SELECT artist.name, -> COUNT(*) AS 'number of paintings', -> SUM(painting.price) AS 'total price', -> AVG(painting.price) AS 'average price' -> FROM artist, painting WHERE artist.a_id = painting.a_id -> GROUP BY artist.name; +----------+---------------------+-------------+---------------+ | name | number of paintings | total price | average price | +----------+---------------------+-------------+---------------+ | Da Vinci | 2 | 121 | 60.5000 | | Renoir | 1 | 64 | 64.0000 | | Van Gogh | 3 | 148 | 49.3333 | +----------+---------------------+-------------+---------------+ Note that the summary queries produce output only for those artists in the
 
 artist table for whom you actually have acquired paintings. (For example, Monet is listed in the artist table but is not present in the summary because you don't have any of his paintings yet.) If you want the summary to include all artists, even if you have none of their paintings yet, you
 
 must use a different kind of join—specifically, a
 
 LEFT JOIN. See Recipe 12.6 and Recipe
 
 12.9.
 
 Joins and Indexes Because a join can easily cause MySQL to process large numbers of row combinations, it's a good idea to make sure that the columns you're comparing are indexed. Otherwise, performance can drop off quickly as table sizes increase. For the
 
 artist and painting tables, joins are made based on the values in the a_id column of each table. If you look back at the CREATE TABLE statements that were shown for these tables in Recipe 12.5, you'll see that a_id is indexed in each table.
 
 12.6 Finding Rows with No Match in Another Table 12.6.1 Problem You want to find rows in one table that have no match in another. Or you want to produce a list on the basis of a join between tables, but you want the list to include an entry even when there are no matches in the second table.
 
 12.6.2 Solution Use a
 
 LEFT JOIN. As of MySQL 3.23.25, you can also use a RIGHT JOIN.
 
 12.6.3 Discussion The preceding sections focused on finding matches between two tables. But the answers to some questions require determining which records do not have a match (or, stated another way, which records have values that are missing from the other table). For example, you might want to know which artists in the
 
 artist table you don't yet have any paintings by.
 
 The same kind of question occurs in other contexts, such as:
 
 •
 
 You're working in sales. You have a list of potential customers, and another list of people who have placed orders. To focus your efforts on people who are not yet actual customers, you want to find people in the first list that are not in the second.
 
 •
 
 You have one list of baseball players, another list of players who have hit home runs, and you want to know which players in the first list have not hit a home run. The answer is determined by finding those players in the first list who are not in the second.
 
 For these types of questions, you need to use a
 
 LEFT JOIN.
 
 To see why, let's determine which artists in the
 
 artist table are missing from the
 
 painting table. At present, the tables are small, so it's easy to examine them visually and determine that you have no paintings by Monet and Picasso (there are no painting records with an a_id value of 2 or 4): mysql> SELECT * FROM artist ORDER BY a_id; +------+----------+ | a_id | name | +------+----------+ | 1 | Da Vinci | | 2 | Monet | | 3 | Van Gogh | | 4 | Picasso | | 5 | Renoir | +------+----------+ mysql> SELECT * FROM painting ORDER BY a_id, p_id; +------+------+-------------------+-------+-------+ | a_id | p_id | title | state | price | +------+------+-------------------+-------+-------+ | 1 | 1 | The Last Supper | IN | 34 | | 1 | 2 | The Mona Lisa | MI | 87 | | 3 | 3 | Starry Night | KY | 48 | | 3 | 4 | The Potato Eaters | KY | 67 | | 3 | 5 | The Rocks | IA | 33 | | 5 | 6 | Les Deux Soeurs | NE | 64 | +------+------+-------------------+-------+-------+ But as you acquire more paintings and the tables get larger, it won't be so easy to eyeball them and answer the question by inspection. Can you answer the question using SQL? Sure, although first attempts at solving the problem generally look something like the following query, using a
 
 WHERE clause that looks for mismatches between the two tables:
 
 mysql> SELECT * FROM artist, painting WHERE artist.a_id != painting.a_id; +------+----------+------+------+-------------------+-------+-------+ | a_id | name | a_id | p_id | title | state | price | +------+----------+------+------+-------------------+-------+-------+ | 2 | Monet | 1 | 1 | The Last Supper | IN | 34 | | 3 | Van Gogh | 1 | 1 | The Last Supper | IN | 34 | | 4 | Picasso | 1 | 1 | The Last Supper | IN | 34 | | 5 | Renoir | 1 | 1 | The Last Supper | IN | 34 | | 2 | Monet | 1 | 2 | The Mona Lisa | MI | 87 | | 3 | Van Gogh | 1 | 2 | The Mona Lisa | MI | 87 | | 4 | Picasso | 1 | 2 | The Mona Lisa | MI | 87 | | 5 | Renoir | 1 | 2 | The Mona Lisa | MI | 87 | | 1 | Da Vinci | 3 | 3 | Starry Night | KY | 48 | | 2 | Monet | 3 | 3 | Starry Night | KY | 48 | | 4 | Picasso | 3 | 3 | Starry Night | KY | 48 | | 5 | Renoir | 3 | 3 | Starry Night | KY | 48 | | 1 | Da Vinci | 3 | 4 | The Potato Eaters | KY | 67 | | 2 | Monet | 3 | 4 | The Potato Eaters | KY | 67 | | 4 | Picasso | 3 | 4 | The Potato Eaters | KY | 67 |
 
 | 5 | Renoir | 3 | 4 | The Potato Eaters | KY | 67 | | 1 | Da Vinci | 3 | 5 | The Rocks | IA | 33 | | 2 | Monet | 3 | 5 | The Rocks | IA | 33 | | 4 | Picasso | 3 | 5 | The Rocks | IA | 33 | | 5 | Renoir | 3 | 5 | The Rocks | IA | 33 | | 1 | Da Vinci | 5 | 6 | Les Deux Soeurs | NE | 64 | | 2 | Monet | 5 | 6 | Les Deux Soeurs | NE | 64 | | 3 | Van Gogh | 5 | 6 | Les Deux Soeurs | NE | 64 | | 4 | Picasso | 5 | 6 | Les Deux Soeurs | NE | 64 | +------+----------+------+------+-------------------+-------+-------+ That's obviously not the correct result! The query produces a list of all combinations of values from the two rows where the values aren't the same, but what you really want is a list of values in
 
 artist that aren't present at all in painting. The trouble here is that a
 
 regular join can only produce combinations from values that are present in the tables. It can't tell you anything about values that are missing. When faced with the problem of finding values in one table that have no match in (or that are missing from) another table, you should get in the habit of thinking, "aha, that's a
 
 LEFT
 
 JOIN problem." A LEFT JOIN is similar to a regular join in that it attempts to match rows in the first (left) table with the rows in the second (right) table. But in addition, if a left table row has no match in the right table, a
 
 LEFT JOIN still produces a row—one in which all the columns from the right table are set to NULL. This means you can find values that are missing from the right table by looking for NULL. It's easier to observe how this happens by working in stages. First, run a regular join to find matching rows:
 
 mysql> SELECT * FROM artist, painting -> WHERE artist.a_id = painting.a_id; +------+----------+------+------+-------------------+-------+-------+ | a_id | name | a_id | p_id | title | state | price | +------+----------+------+------+-------------------+-------+-------+ | 1 | Da Vinci | 1 | 1 | The Last Supper | IN | 34 | | 1 | Da Vinci | 1 | 2 | The Mona Lisa | MI | 87 | | 3 | Van Gogh | 3 | 3 | Starry Night | KY | 48 | | 3 | Van Gogh | 3 | 4 | The Potato Eaters | KY | 67 | | 3 | Van Gogh | 3 | 5 | The Rocks | IA | 33 | | 5 | Renoir | 5 | 6 | Les Deux Soeurs | NE | 64 | +------+----------+------+------+-------------------+-------+-------+ In this output, the first
 
 a_id column comes from the artist table and the second one comes from the painting table. Now compare that result with the output you get from a
 
 LEFT JOIN. A LEFT JOIN is written in somewhat similar fashion, but you separate the table names by LEFT JOIN rather than by a comma, and specify which columns to compare using an ON clause rather than a WHERE clause:
 
 mysql> SELECT * FROM artist LEFT JOIN painting -> ON artist.a_id = painting.a_id; +------+----------+------+------+-------------------+-------+-------+ | a_id | name | a_id | p_id | title | state | price | +------+----------+------+------+-------------------+-------+-------+ | 1 | Da Vinci | 1 | 1 | The Last Supper | IN | 34 | | 1 | Da Vinci | 1 | 2 | The Mona Lisa | MI | 87 | | 2 | Monet | NULL | NULL | NULL | NULL | NULL | | 3 | Van Gogh | 3 | 3 | Starry Night | KY | 48 | | 3 | Van Gogh | 3 | 4 | The Potato Eaters | KY | 67 | | 3 | Van Gogh | 3 | 5 | The Rocks | IA | 33 | | 4 | Picasso | NULL | NULL | NULL | NULL | NULL | | 5 | Renoir | 5 | 6 | Les Deux Soeurs | NE | 64 | +------+----------+------+------+-------------------+-------+-------+ The output is similar to that from the regular join, except that the
 
 LEFT JOIN also produces an output row for artist rows that have no painting table match. For those output rows, all the columns from painting are set to NULL. Next, to restrict the output only to the non-matched
 
 artist rows, add a WHERE clause that looks for NULL values in the painting column that is named in the ON clause: mysql> SELECT * FROM artist LEFT JOIN painting -> ON artist.a_id = painting.a_id -> WHERE painting.a_id IS NULL; +------+---------+------+------+-------+-------+ | a_id | name | a_id | p_id | title | price | +------+---------+------+------+-------+-------+ | 2 | Monet | NULL | NULL | NULL | NULL | | 4 | Picasso | NULL | NULL | NULL | NULL | +------+---------+------+------+-------+-------+ Finally, to show only the
 
 artist table values that are missing from the painting table, shorten the output column list to include only columns from the artist table: mysql> SELECT artist.* FROM artist LEFT JOIN painting -> ON artist.a_id = painting.a_id -> WHERE painting.a_id IS NULL; +------+---------+ | a_id | name | +------+---------+ | 2 | Monet | | 4 | Picasso | +------+---------+ The preceding
 
 LEFT JOIN lists those left-table values that are not present in the right
 
 table. A similar kind of operation can be used to report each left-table value along with an indicator whether or not it's present in the right table. To do this, perform a
 
 LEFT JOIN to
 
 count the number of times each left-table value occurs in the right table. A count of zero
 
 indicates the value is not present. The following query lists each artist from the
 
 artist
 
 table, and whether or not you have any paintings by the artist:
 
 mysql> SELECT artist.name, -> IF(COUNT(painting.a_id)>0,'yes','no') AS 'in collection' -> FROM artist LEFT JOIN painting ON artist.a_id = painting.a_id -> GROUP BY artist.name; +----------+---------------+ | name | in collection | +----------+---------------+ | Da Vinci | yes | | Monet | no | | Picasso | no | | Renoir | yes | | Van Gogh | yes | +----------+---------------+ As of MySQL 3.23.25, you can also use
 
 RIGHT JOIN, which is like LEFT JOIN but reverses the roles of the left and right tables. In other words, RIGHT JOIN forces the matching process to produce a row from each table in the right table, even in the absence of a corresponding row in the left table. This means you would rewrite the preceding
 
 LEFT
 
 JOIN as follows to convert it to a RIGHT JOIN that produces the same results: mysql> SELECT artist.name, -> IF(COUNT(painting.a_id)>0,'yes','no') AS 'in collection' -> FROM painting RIGHT JOIN artist ON painting.a_id = artist.a_id -> GROUP BY artist.name; +----------+---------------+ | name | in collection | +----------+---------------+ | Da Vinci | yes | | Monet | no | | Picasso | no | | Renoir | yes | | Van Gogh | yes | +----------+---------------+ Elsewhere in this book, I'll generally refer in discussion only to the discussions apply to
 
 LEFT JOIN for brevity, but
 
 RIGHT JOIN as well if you reverse the roles of the tables.
 
 Other Ways to Write LEFT JOIN and RIGHT JOIN Queries When the names of the columns to be matched are the same in both tables, an alternative to
 
 ON can be used for writing LEFT JOIN and RIGHT JOIN queries. This syntax substitutes USING for ON. For example, the following two queries are equivalent:
 
 SELECT t1.n, t2.n FROM t1 LEFT JOIN t2 ON t1.n = t2.n; SELECT t1.n, t2.n FROM t1 LEFT JOIN t2 USING (n); As are these:
 
 SELECT t1.n, t2.n FROM t1 RIGHT JOIN t2 ON t1.n = t2.n; SELECT t1.n, t2.n FROM t1 RIGHT JOIN t2 USING (n); In the special case that you want to base the comparison on all columns that appear in both tables, you can use
 
 NATURAL LEFT JOIN or NATURAL RIGHT
 
 JOIN: SELECT t1.n, t2.n FROM t1 NATURAL LEFT JOIN t2; SELECT t1.n, t2.n FROM t1 NATURAL RIGHT JOIN t2;
 
 12.6.4 See Also As shown in this section,
 
 LEFT JOIN is useful for finding values with no match in another table, or for showing whether each value is matched. LEFT JOIN may also be used for producing a summary that includes all items in a list, even those for which there's nothing to summarize. This is very common for characterizing the relationship between a master table and a detail table. For example, a
 
 LEFT JOIN can produce "total sales per customer"
 
 reports that list all customers, even those who haven't bought anything during the summary period. (See Recipe 12.9.) Another application of
 
 LEFT JOIN is for performing consistency checking when you receive
 
 two datafiles that are supposed to be related, and you want to determine whether they really are. (That is, you want to check the integrity of the relationship.) Import each file into a MySQL table, then run a couple of
 
 LEFT JOIN statements to determine whether there are
 
 unattached records in one table or the other—that is, records that have no match in the other table. (If there are any such records and you want to delete them, see Recipe 12.22.)
 
 12.7 Finding Rows Containing Per-Group Minimum or Maximum Values 12.7.1 Problem You want to find which record within each group of rows in a table contains the maximum or minimum value for a given column. For example, you want to determine the most expensive painting in your collection for each artist.
 
 12.7.2 Solution Create a temporary table to hold the per-group maximum or minimum, then join the temporary table with the original one to pull out the matching record for each group.
 
 12.7.3 Discussion Many questions involve finding largest or smallest values in a particular table column, but it's also common to want to know what the other values are in the row that contains the value. For example, you can use
 
 MAX(pop) to find the largest state population recorded in the
 
 states table, but you might also want to know which state has that population. As shown in Recipe 7.6, one way to solve this problem is to use a SQL variable. The technique works like this:
 
 mysql> SELECT @max := MAX(pop) FROM states; mysql> SELECT * FROM states WHERE pop = @max; +------------+--------+------------+----------+ | name | abbrev | statehood | pop | +------------+--------+------------+----------+ | California | CA | 1850-09-09 | 29760021 | +------------+--------+------------+----------+ Another way to answer the question is to use a join. First, select the maximum population value into a temporary table:
 
 mysql> CREATE TABLE tmp SELECT MAX(pop) as maxpop FROM states; Then join the temporary table to the original one to find the record matching the selected population:
 
 mysql> SELECT states.* FROM states, tmp WHERE states.pop = tmp.maxpop; +------------+--------+------------+----------+ | name | abbrev | statehood | pop | +------------+--------+------------+----------+ | California | CA | 1850-09-09 | 29760021 | +------------+--------+------------+----------+
 
 By applying these techniques to the
 
 artist and painting tables, you can answer
 
 questions like "What is the most expensive painting in the collection, and who painted it?" To use a SQL variable, store the highest price in it, then use the variable to identify the record containing the price so you can retrieve other columns from it:
 
 mysql> SELECT @max_price := MAX(price) FROM painting; mysql> SELECT artist.name, painting.title, painting.price -> FROM artist, painting -> WHERE painting.price = @max_price -> AND painting.a_id = artist.a_id; +----------+---------------+-------+ | name | title | price | +----------+---------------+-------+ | Da Vinci | The Mona Lisa | 87 | +----------+---------------+-------+ The same thing can be done by creating a temporary table to hold the maximum price, and then joining it with the other tables:
 
 mysql> CREATE TABLE tmp SELECT MAX(price) AS max_price FROM painting; mysql> SELECT artist.name, painting.title, painting.price -> FROM artist, painting, tmp -> WHERE painting.price = tmp.max_price -> AND painting.a_id = artist.a_id; +----------+---------------+-------+ | name | title | price | +----------+---------------+-------+ | Da Vinci | The Mona Lisa | 87 | +----------+---------------+-------+ On the face of it, using a temporary table and a join is just a more complicated way of answering the question. Does this technique have any practical value? Yes, it does, because it leads to a more general technique for answering more difficult questions. The previous queries show information only for the most expensive single painting in the entire
 
 painting table.
 
 What if your question is, "What is the most expensive painting per artist?" You can't use a SQL variable to answer that question, because the answer requires finding one price per artist, and a variable can hold only a single value at a time. But the technique of using a temporary table works well, because the table can hold multiple values and a join can find matches for them all at once. To answer the question, select each artist ID and the corresponding maximum painting price into a temporary table. The table will contain not just the maximum painting price, but the maximum within each group, where "group" is defined as "paintings by a given artist." Then use the artist IDs and prices stored in the
 
 tmp table to match records in the
 
 painting table, and join the result with artist to get the artist names: mysql> -> mysql> -> -> ->
 
 CREATE TABLE tmp SELECT a_id, MAX(price) AS max_price FROM painting GROUP BY a_id; SELECT artist.name, painting.title, painting.price FROM artist, painting, tmp WHERE painting.a_id = tmp.a_id AND painting.price = tmp.max_price
 
 -> AND painting.a_id = artist.a_id; +----------+-------------------+-------+ | name | title | price | +----------+-------------------+-------+ | Da Vinci | The Mona Lisa | 87 | | Van Gogh | The Potato Eaters | 67 | | Renoir | Les Deux Soeurs | 64 | +----------+-------------------+-------+ The same technique works for other kinds of values, such as temporal values. Consider the
 
 driver_log table that lists drivers and trips that they've taken: mysql> SELECT name, trav_date, miles -> FROM driver_log -> ORDER BY name, trav_date; +-------+------------+-------+ | name | trav_date | miles | +-------+------------+-------+ | Ben | 2001-11-29 | 131 | | Ben | 2001-11-30 | 152 | | Ben | 2001-12-02 | 79 | | Henry | 2001-11-26 | 115 | | Henry | 2001-11-27 | 96 | | Henry | 2001-11-29 | 300 | | Henry | 2001-11-30 | 203 | | Henry | 2001-12-01 | 197 | | Suzi | 2001-11-29 | 391 | | Suzi | 2001-12-02 | 502 | +-------+------------+-------+ One type of maximum-per-group problem for this table is, "show the most recent trip for each driver." It can be solved like this:
 
 mysql> CREATE TABLE tmp -> SELECT name, MAX(trav_date) AS trav_date -> FROM driver_log GROUP BY name; mysql> SELECT driver_log.name, driver_log.trav_date, driver_log.miles -> FROM driver_log, tmp -> WHERE driver_log.name = tmp.name -> AND driver_log.trav_date = tmp.trav_date -> ORDER BY driver_log.name; +-------+------------+-------+ | name | trav_date | miles | +-------+------------+-------+ | Ben | 2001-12-02 | 79 | | Henry | 2001-12-01 | 197 | | Suzi | 2001-12-02 | 502 | +-------+------------+-------+
 
 12.7.4 See Also The technique illustrated in this section shows how to answer maximum-per-group questions by selecting summary information into a temporary table and joining that table to the original one. This technique has many applications. One such application is calculation of team
 
 standings, where the standings for each group of teams are determined by comparing each team in the group to the team with the best record. Recipe 12.8 discusses how to do this.
 
 12.8 Computing Team Standings 12.8.1 Problem You want to compute team standings from their win-loss records, including the games-behind (GB) values.
 
 12.8.2 Solution Determine which team is in first place, then join that result to the original records.
 
 12.8.3 Discussion Standings for sports teams that compete against each other typically are ranked according to who has the best win-loss record, and the teams not in first place are assigned a "gamesbehind" value indicating how many games out of first place they are. This section shows how to calculate those values. The first example uses a table containing a single set of team records, to illustrate the logic of the calculations. The second example uses a table containing several sets of records; in this case, it's necessary to use a join to perform the calculations independently for each group of teams. Consider the following table,
 
 standings1, which contains a single set of baseball team
 
 records (they represent the final standings for the Northern League in the year 1902):
 
 mysql> SELECT team, wins, losses FROM standings1 -> ORDER BY wins-losses DESC; +-------------+------+--------+ | team | wins | losses | +-------------+------+--------+ | Winnipeg | 37 | 20 | | Crookston | 31 | 25 | | Fargo | 30 | 26 | | Grand Forks | 28 | 26 | | Devils Lake | 19 | 31 | | Cavalier | 15 | 32 | +-------------+------+--------+ The records are sorted by the win-loss differential, which is how to place teams in order from first place to last place. But displays of team standings typically include each team's winning percentage and a figure indicating how many games behind the leader all the other teams are. So let's add that information to the output. Calculating the percentage is easy. It's the ratio of wins to total games played and can be determined using this expression:
 
 wins / (wins + losses)
 
 If you want to perform standings calculations under conditions when a team may not have played any games yet, that expression evaluates to
 
 NULL because it involves a division by
 
 zero. For simplicity, I'll assume a nonzero number of games, but if you want to handle this condition by mapping
 
 NULL to zero, generalize the expression as follows:
 
 IFNULL(wins / (wins + losses),0) or as:
 
 wins / IF(wins=0,1,wins + losses) Determining the games-behind value is a little trickier. It's based on the relationship of the win-loss records for two teams, calculated as the average of two values:
 
 •
 
 The number of games the second place team must win to have the same number of wins as the first place team
 
 •
 
 The number of games the first place team must lose to have the same number of losses as the second place team
 
 For example, suppose two teams A and B have the following win-loss records:
 
 +------+------+--------+ | team | wins | losses | +------+------+--------+ | A | 17 | 11 | | B | 14 | 12 | +------+------+--------+ Here, team B has to win three more games and team A has to lose one more game for the teams to be even. The average of three and one is two, thus B is two games behind A. Mathematically, the games-behind calculation for the two teams can be expressed like this:
 
 ((winsA - winsB) + (lossesB - lossesA)) / 2 With a little rearrangement of terms, the expression becomes:
 
 ((winsA - lossesA) - (winsB - lossesB)) / 2 The second expression is equivalent to the first, but it has each factor written as a single team's win-loss differential, rather than as a comparison between teams. That makes it easier to work with, because each factor can be determined independently from a single team record. The first factor represents the first place team's win-loss differential, so if we calculate that value first, all the other team GB values can be determined in relation to it. The first place team is the one with the largest win-loss differential. To find that value and save it in a variable, use this query:
 
 mysql> SELECT @wl_diff := MAX(wins-losses) FROM standings1; +------------------------------+ | @wl_diff := MAX(wins-losses) | +------------------------------+ | 17 | +------------------------------+ Then use the differential as follows to produce team standings that include winning percentage and GB values:
 
 mysql> SELECT team, wins AS W, losses AS L, -> wins/(wins+losses) AS PCT, -> (@wl_diff - (wins-losses)) / 2 AS GB -> FROM standings1 -> ORDER BY wins-losses DESC, PCT DESC; +-------------+------+------+------+------+ | team | W | L | PCT | GB | +-------------+------+------+------+------+ | Winnipeg | 37 | 20 | 0.65 | 0 | | Crookston | 31 | 25 | 0.55 | 5.5 | | Fargo | 30 | 26 | 0.54 | 6.5 | | Grand Forks | 28 | 26 | 0.52 | 7.5 | | Devils Lake | 19 | 31 | 0.38 | 14.5 | | Cavalier | 15 | 32 | 0.32 | 17 | +-------------+------+------+------+------+ There are a couple of minor formatting issues that can be addressed at this point. Percentages in standings generally are displayed to three decimals, and the GB value for the first place team is displayed as
 
 - rather than as 0. To display three decimals, TRUNCATE(expr,3) can be used. To display the GB value for the first place team appropriately, put the expression that calculates the GB column within a call to IF( ) that maps 0 to a dash:
 
 mysql> SELECT team, wins AS W, losses AS L, -> TRUNCATE(wins/(wins+losses),3) AS PCT, -> IF((@wl_diff - (wins-losses)) = 0,'-',(@wl_diff - (wins-losses))/2) AS GB -> FROM standings1 -> ORDER BY wins-losses DESC, PCT DESC; +-------------+------+------+-------+------+ | team | W | L | PCT | GB | +-------------+------+------+-------+------+ | Winnipeg | 37 | 20 | 0.649 | | | Crookston | 31 | 25 | 0.553 | 5.5 | | Fargo | 30 | 26 | 0.535 | 6.5 | | Grand Forks | 28 | 26 | 0.518 | 7.5 | | Devils Lake | 19 | 31 | 0.380 | 14.5 | | Cavalier | 15 | 32 | 0.319 | 17 | +-------------+------+------+-------+------+ These queries order the teams by win-loss differential, using winning percentage as a tiebreaker in case there are teams with the same differential value. It would be simpler just to sort by percentage, of course, but then you wouldn't always get the correct ordering. It's a
 
 curious fact that a team with a lower winning percentage can actually be higher in the standings than a team with a higher percentage. (This generally occurs early in the season, when teams may have played highly disparate numbers of games, relatively speaking.) Consider the case where two teams A and B have the following records:
 
 +------+------+--------+ | team | wins | losses | +------+------+--------+ | A | 4 | 1 | | B | 2 | 0 | +------+------+--------+ Applying the GB and percentage calculations to these team records yields the following result, where the first place team actually has a lower winning percentage than the second place team:
 
 +------+------+------+-------+------+ | team | W | L | PCT | GB | +------+------+------+-------+------+ | A | 4 | 1 | 0.800 | | | B | 2 | 0 | 1.000 | 0.5 | +------+------+------+-------+------+ The standings calculations shown thus far can be done without a join. They involve only a single set of team records, so the first place team's win-loss differential can be stored in a variable. A more complex situation occurs when a dataset includes several sets of team records. For example, the 1997 Northern League had two divisions (Eastern and Western). In addition, separate standings were maintained for the first and second halves of the season, because season-half winners in each division played each other for the right to compete in the league championship. The following table,
 
 standings2, shows what these records look
 
 like, ordered by season half, division, and win-loss differential:
 
 mysql> SELECT half, div, team, wins, losses FROM standings2 -> ORDER BY half, div, wins-losses DESC; +------+---------+-----------------+------+--------+ | half | div | team | wins | losses | +------+---------+-----------------+------+--------+ | 1 | Eastern | St. Paul | 24 | 18 | | 1 | Eastern | Thunder Bay | 18 | 24 | | 1 | Eastern | Duluth-Superior | 17 | 24 | | 1 | Eastern | Madison | 15 | 27 | | 1 | Western | Winnipeg | 29 | 12 | | 1 | Western | Sioux City | 28 | 14 | | 1 | Western | Fargo-Moorhead | 21 | 21 | | 1 | Western | Sioux Falls | 15 | 27 | | 2 | Eastern | Duluth-Superior | 22 | 20 | | 2 | Eastern | St. Paul | 21 | 21 | | 2 | Eastern | Madison | 19 | 23 | | 2 | Eastern | Thunder Bay | 18 | 24 | | 2 | Western | Fargo-Moorhead | 26 | 16 | | 2 | Western | Winnipeg | 24 | 18 | | 2 | Western | Sioux City | 22 | 20 | | 2 | Western | Sioux Falls | 16 | 26 |
 
 +------+---------+-----------------+------+--------+ Generating the standings for these records requires computing the GB values separately for each of the four combinations of season half and division. Begin by calculating the win-loss differential for the first place team in each group and saving the values into a separate
 
 firstplace table: mysql> -> -> ->
 
 CREATE TABLE firstplace SELECT half, div, MAX(wins-losses) AS wl_diff FROM standings2 GROUP BY half, div;
 
 Then join the
 
 firstplace table to the original standings, associating each team record
 
 with the proper win-loss differential to compute its GB value:
 
 mysql> SELECT wl.half, wl.div, wl.team, wl.wins AS W, wl.losses AS L, -> TRUNCATE(wl.wins/(wl.wins+wl.losses),3) AS PCT, -> IF((fp.wl_diff - (wl.wins-wl.losses)) = 0, -> '-', (fp.wl_diff - (wl.wins-wl.losses)) / 2) AS GB -> FROM standings2 AS wl, firstplace AS fp -> WHERE wl.half = fp.half AND wl.div = fp.div -> ORDER BY wl.half, wl.div, wl.wins-wl.losses DESC, PCT DESC; +------+---------+-----------------+------+------+-------+-------+ | half | div | team | W | L | PCT | GB | +------+---------+-----------------+------+------+-------+-------+ | 1 | Eastern | St. Paul | 24 | 18 | 0.571 | | | 1 | Eastern | Thunder Bay | 18 | 24 | 0.428 | 6.00 | | 1 | Eastern | Duluth-Superior | 17 | 24 | 0.414 | 6.50 | | 1 | Eastern | Madison | 15 | 27 | 0.357 | 9.00 | | 1 | Western | Winnipeg | 29 | 12 | 0.707 | | | 1 | Western | Sioux City | 28 | 14 | 0.666 | 1.50 | | 1 | Western | Fargo-Moorhead | 21 | 21 | 0.500 | 8.50 | | 1 | Western | Sioux Falls | 15 | 27 | 0.357 | 14.50 | | 2 | Eastern | Duluth-Superior | 22 | 20 | 0.523 | | | 2 | Eastern | St. Paul | 21 | 21 | 0.500 | 1.00 | | 2 | Eastern | Madison | 19 | 23 | 0.452 | 3.00 | | 2 | Eastern | Thunder Bay | 18 | 24 | 0.428 | 4.00 | | 2 | Western | Fargo-Moorhead | 26 | 16 | 0.619 | | | 2 | Western | Winnipeg | 24 | 18 | 0.571 | 2.00 | | 2 | Western | Sioux City | 22 | 20 | 0.523 | 4.00 | | 2 | Western | Sioux Falls | 16 | 26 | 0.380 | 10.00 | +------+---------+-----------------+------+------+-------+-------+ That output is somewhat difficult to read, however. To make it easier to understand, you'd likely execute the query from within a program and reformat its results to display each set of team records separately. Here's some Perl code that does that by beginning a new output group each time it encounters a new group of standings. The code assumes that the join query has just been executed and that its results are available through the statement handle
 
 $sth: my ($cur_half, $cur_div) = ("", ""); while (my ($half, $div, $team, $wins, $losses, $pct, $gb) = $sth->fetchrow_array ( ))
 
 { if ($cur_half ne $half || $cur_div ne $div) # new group of standings? { # print standings header and remember new half/division values print "\n$div Division, season half $half\n"; printf "%-20s %3s %3s %5s %s\n", "Team", "W", "L", "PCT", "GB"; $cur_half = $half; $cur_div = $div; } printf "%-20s %3d %3d %5s %s\n", $team, $wins, $losses, $pct, $gb; } The reformatted output looks like this:
 
 Eastern Division, season half 1 Team W L St. Paul 24 18 Thunder Bay 18 24 Duluth-Superior 17 24 Madison 15 27
 
 PCT 0.57 0.43 0.41 0.36
 
 GB 6.00 6.50 9.00
 
 Western Division, season half 1 Team W L Winnipeg 29 12 Sioux City 28 14 Fargo-Moorhead 21 21 Sioux Falls 15 27
 
 PCT 0.71 0.67 0.50 0.36
 
 GB 1.50 8.50 14.50
 
 Eastern Division, season half 2 Team W L Duluth-Superior 22 20 St. Paul 21 21 Madison 19 23 Thunder Bay 18 24
 
 PCT 0.52 0.50 0.45 0.43
 
 GB 1.00 3.00 4.00
 
 Western Division, season half 2 Team W L Fargo-Moorhead 26 16 Winnipeg 24 18 Sioux City 22 20 Sioux Falls 16 26
 
 PCT 0.62 0.57 0.52 0.38
 
 GB 2.00 4.00 10.00
 
 The code just shown that produces plain text output comes from the script calc_standings.pl in the joins directory of the
 
 recipes distribution. That directory also contains a PHP script,
 
 calc_standings.php, that takes the alternative approach of producing output in the form of HTML tables, which you might prefer for generating standings in a web environment.
 
 12.9 Producing Master-Detail Lists and Summaries 12.9.1 Problem Two related tables have a master-detail relationship and you want to produce a list that shows each master record with its detail records, or a list that summarizes the detail records for each master record.
 
 12.9.2 Solution The solution to this problem involves a join, but the type of join depends on the question you want answered. To produce a list containing only master records for which some detail record exists, use a regular join based on the primary key in the master table. To produce a list that includes entries for all master records, even those that have no detail records, use a
 
 LEFT
 
 JOIN. 12.9.3 Discussion It's often useful to produce a list from two related tables. For tables that have a master-detail or parent-child relationship, a given record in one table might be matched by several records in the other. This section shows some questions of this type that you can ask (and answer), using the
 
 artist and painting tables from earlier in the chapter.
 
 One form of master-detail question for these tables is, "Which artist painted each painting?" This is a simple join that matches each
 
 painting record to its corresponding artist
 
 record based on the artist ID values:
 
 mysql> SELECT artist.name, painting.title -> FROM artist, painting WHERE artist.a_id = painting.a_id -> ORDER BY 1, 2; +----------+-------------------+ | name | title | +----------+-------------------+ | Da Vinci | The Last Supper | | Da Vinci | The Mona Lisa | | Renoir | Les Deux Soeurs | | Van Gogh | Starry Night | | Van Gogh | The Potato Eaters | | Van Gogh | The Rocks | +----------+-------------------+ That type of join suffices, as long as you want to list only master records that have detail records. However, another form of master-detail question you can ask is, "Which paintings did each artist paint?" That question is similar, but not quite identical. It will have a different answer if there are artists listed in the
 
 artist table that are not represented in the
 
 painting table, and the question requires a different query to produce the proper answer. In that case, the join output should include records in one table that have no match in the other. That's a form of "find the non-matching records" problem (Recipe 12.6), so to list each
 
 artist record, whether or not there are any painting records for it, use a LEFT JOIN: mysql> SELECT artist.name, painting.title -> FROM artist LEFT JOIN painting ON artist.a_id = painting.a_id -> ORDER BY 1, 2;
 
 +----------+-------------------+ | name | title | +----------+-------------------+ | Da Vinci | The Last Supper | | Da Vinci | The Mona Lisa | | Monet | NULL | | Picasso | NULL | | Renoir | Les Deux Soeurs | | Van Gogh | Starry Night | | Van Gogh | The Potato Eaters | | Van Gogh | The Rocks | +----------+-------------------+ The rows in the result that have listed in the
 
 NULL in the title column correspond to artists that are
 
 artist table for whom you have no paintings.
 
 The same principles apply when producing summaries using master and detail tables. For example, to summarize your art collection by number of paintings per painter, you might ask, "how many paintings are there per artist in the
 
 painting table?" To find the answer based
 
 on artist ID, you can count up the paintings easily with this query:
 
 mysql> SELECT a_id, COUNT(a_id) AS count FROM painting GROUP BY a_id; +------+-------+ | a_id | count | +------+-------+ | 1 | 2 | | 3 | 3 | | 5 | 1 | +------+-------+ Of course, that output is essentially meaningless unless you have all the artist ID numbers memorized. To display the artists by name rather than ID, join the
 
 painting table to the
 
 artist table: mysql> SELECT artist.name AS painter, COUNT(painting.a_id) AS count -> FROM artist, painting -> WHERE artist.a_id = painting.a_id -> GROUP BY artist.name; +----------+-------+ | painter | count | +----------+-------+ | Da Vinci | 2 | | Renoir | 1 | | Van Gogh | 3 | +----------+-------+ On the other hand, you might ask, "How many paintings did each artist paint?" This is the same question as the previous one (and the same query answers it), as long as every artist in the
 
 artist table has at least one corresponding painting table record. But if you have artists in the artist table that are not yet represented by any paintings in your collection,
 
 they will not appear in the query output. To produce a count-per-artist summary that includes even artists with no paintings in the
 
 painting table, use a LEFT JOIN:
 
 mysql> SELECT artist.name AS painter, COUNT(painting.a_id) AS count -> FROM artist LEFT JOIN painting ON artist.a_id = painting.a_id -> GROUP BY artist.name; +----------+-------+ | painter | count | +----------+-------+ | Da Vinci | 2 | | Monet | 0 | | Picasso | 0 | | Renoir | 1 | | Van Gogh | 3 | +----------+-------+ Beware of a subtle error that is easy to make when writing that kind of query. Suppose you write it slightly differently, like so:
 
 mysql> SELECT artist.name AS painter, COUNT(*) AS count -> FROM artist LEFT JOIN painting ON artist.a_id = painting.a_id -> GROUP BY artist.name; +----------+-------+ | painter | count | +----------+-------+ | Da Vinci | 2 | | Monet | 1 | | Picasso | 1 | | Renoir | 1 | | Van Gogh | 3 | +----------+-------+ Now every artist appears to have at least one painting. Why the difference? The cause of the problem is that the query uses
 
 COUNT(*) rather than COUNT(painting.a_id).
 
 The way
 
 LEFT JOIN works for unmatched rows in the left table is that it generates a row with all the columns from the right table set to NULL. In the example, the right table is painting. The query that uses COUNT(painting.a_id) works correctly, because COUNT(expr) doesn't count NULL values. The query that uses COUNT(*) works incorrectly because it counts all values, even for rows corresponding to missing artists.
 
 LEFT JOIN is suitable for other types of summaries as well. To produce additional columns showing the total and average values of the paintings for each artist in the artist table, use this query:
 
 mysql> -> -> -> -> ->
 
 SELECT artist.name AS painter, COUNT(painting.a_id) AS 'number of paintings', SUM(painting.price) AS 'total price', AVG(painting.price) AS 'average price' FROM artist LEFT JOIN painting ON artist.a_id = painting.a_id GROUP BY artist.name;
 
 +----------+---------------------+-------------+---------------+ | painter | number of paintings | total price | average price | +----------+---------------------+-------------+---------------+ | Da Vinci | 2 | 121 | 60.5000 | | Monet | 0 | 0 | NULL | | Picasso | 0 | 0 | NULL | | Renoir | 1 | 64 | 64.0000 | | Van Gogh | 3 | 148 | 49.3333 | +----------+---------------------+-------------+---------------+ Note that
 
 COUNT( ) and SUM( ) are zero for artists that are not represented, but AVG( ) is NULL. That's because AVG( ) is computed as the sum over the count; if the count is zero, the value is undefined. To display an average value of zero in that case, modify the query to test the value of
 
 AVG( ) with IFNULL( ):
 
 mysql> SELECT artist.name AS painter, -> COUNT(painting.a_id) AS 'number of paintings', -> SUM(painting.price) AS 'total price', -> IFNULL(AVG(painting.price),0) AS 'average price' -> FROM artist LEFT JOIN painting ON artist.a_id = painting.a_id -> GROUP BY artist.name; +----------+---------------------+-------------+---------------+ | painter | number of paintings | total price | average price | +----------+---------------------+-------------+---------------+ | Da Vinci | 2 | 121 | 60.5000 | | Monet | 0 | 0 | 0 | | Picasso | 0 | 0 | 0 | | Renoir | 1 | 64 | 64.0000 | | Van Gogh | 3 | 148 | 49.3333 | +----------+---------------------+-------------+---------------+
 
 12.10 Using a Join to Fill in Holes in a List 12.10.1 Problem You want to produce a summary for each of several categories, but some of the categories are not represented in the data to be summarized. Consequently, the summary has missing categories.
 
 12.10.2 Solution Create a reference table that lists each category and produce the summary based on a
 
 JOIN between the list and the table containing your data. Then every category in the reference table will appear in the result, even "empty" ones.
 
 12.10.3 Discussion
 
 LEFT
 
 When you run a summary query, normally it produces entries only for the values that are actually present in the data. Let's say you want to produce a time-of-day summary for the records in the
 
 mail table, which looks like this:
 
 mysql> SELECT * FROM mail; +---------------------+---------+---------+---------+---------+---------+ | t | srcuser | srchost | dstuser | dsthost | size | +---------------------+---------+---------+---------+---------+---------+ | 2001-05-11 10:15:08 | barb | saturn | tricia | mars | 58274 | | 2001-05-12 12:48:13 | tricia | mars | gene | venus | 194925 | | 2001-05-12 15:02:49 | phil | mars | phil | saturn | 1048 | | 2001-05-13 13:59:18 | barb | saturn | tricia | venus | 271 | | 2001-05-14 09:31:37 | gene | venus | barb | mars | 2291 | | 2001-05-14 11:52:17 | phil | mars | tricia | saturn | 5781 | ... To determine how many messages were sent for each hour of the day, use the following query:
 
 mysql> SELECT HOUR(t) AS hour, COUNT(HOUR(t)) AS count -> FROM mail GROUP BY hour; +------+-------+ | hour | count | +------+-------+ | 7 | 1 | | 8 | 1 | | 9 | 2 | | 10 | 2 | | 11 | 1 | | 12 | 2 | | 13 | 1 | | 14 | 1 | | 15 | 1 | | 17 | 2 | | 22 | 1 | | 23 | 1 | +------+-------+ However, this summary is incomplete in the sense that it includes entries only for those hours of the day represented in the
 
 mail table. To produce a summary that includes all hours of
 
 the day, even those during which no messages were sent, create a reference table that lists each hour:
 
 mysql> mysql> -> ->
 
 CREATE TABLE ref (h INT); INSERT INTO ref (h) VALUES(0),(1),(2),(3),(4),(5),(6),(7),(8),(9),(10),(11), (12),(13),(14),(15),(16),(17),(18),(19),(20),(21),(22),(23);
 
 Then join the reference table to the
 
 mail table using a LEFT JOIN:
 
 mysql> SELECT ref.h AS hour, COUNT(HOUR(mail.t)) AS count -> FROM ref LEFT JOIN mail ON ref.h = HOUR(mail.t) -> GROUP BY hour;
 
 +------+-------+ | hour | count | +------+-------+ | 0 | 0 | | 1 | 0 | | 2 | 0 | | 3 | 0 | | 4 | 0 | | 5 | 0 | | 6 | 0 | | 7 | 1 | | 8 | 1 | | 9 | 2 | | 10 | 2 | | 11 | 1 | | 12 | 2 | | 13 | 1 | | 14 | 1 | | 15 | 1 | | 16 | 0 | | 17 | 2 | | 18 | 0 | | 19 | 0 | | 20 | 0 | | 21 | 0 | | 22 | 1 | | 23 | 1 | +------+-------+ Now the summary includes an entry for every hour of the day. The
 
 LEFT JOIN forces the
 
 output to include a row for every record in the reference table, regardless of the contents of the
 
 mail table.
 
 The example just shown uses the reference table with a
 
 LEFT JOIN to fill in holes in the
 
 category list. By rewriting the query slightly, you can also use the reference table to find holes in the dataset—that is, to determine which categories are not present in the data to be summarized. The following query shows those hours of the day during which no messages were sent by using a
 
 HAVING clause that selects only summary rows with a zero count:
 
 mysql> SELECT ref.h AS hour, COUNT(HOUR(mail.t)) AS count -> FROM ref LEFT JOIN mail ON ref.h = HOUR(mail.t) -> GROUP BY hour -> HAVING count = 0; +------+-------+ | hour | count | +------+-------+ | 0 | 0 | | 1 | 0 | | 2 | 0 | | 3 | 0 | | 4 | 0 | | 5 | 0 | | 6 | 0 | | 16 | 0 |
 
 | 18 | 0 | | 19 | 0 | | 20 | 0 | | 21 | 0 | +------+-------+ In this case, it's possible to write a simpler query, based on the fact that each hour value appears in the reference table only once. This means that no look for reference rows that don't match any
 
 GROUP BY is necessary; just
 
 mail table rows:
 
 mysql> SELECT ref.h AS hour -> FROM ref LEFT JOIN mail ON ref.h = HOUR(mail.t) -> WHERE mail.t IS NULL; +------+ | hour | +------+ | 0 | | 1 | | 2 | | 3 | | 4 | | 5 | | 6 | | 16 | | 18 | | 19 | | 20 | | 21 | +------+ This query also has the advantage of not producing a count column (which is extraneous anyway, because the counts are always zero). Reference tables that contain a list of categories are quite useful for summary queries, but creating such tables manually can be a mind-numbing and error-prone exercise. If a category list has a lot of entries, you might find it preferable to write a script that uses the endpoints of the range of category values to generate the reference table for you. In essence, this type of script acts as an iterator that generates a record for each value in the range. The following Perl script, make_date_list.pl, shows an example of this approach. It creates a reference table containing a row for every date in a particular date range:
 
 #! /usr/bin/perl -w # make_date_list.pl - create a table with an entry for every date in a # given date range. The table can be used in a LEFT JOIN with a data table # when producing a summary, to make sure that every date appears in the # summary, whether or not the data table actually contains any values for # a given day. # Usage: make_date_list.pl tbl_name col_name min_date max_date # This script assumes that you're using the cookbook database. use strict;
 
 use lib qw(/usr/local/apache/lib/perl); use Cookbook; # Check number of arguments, perform minimal tests for ISO-format dates @ARGV == 4 or die "Usage: make_date_list.pl tbl_name col_name min_date max_date\n"; my ($tbl_name, $col_name, $min_date, $max_date) = (@ARGV); $min_date =~ /^\d+\D\d+\D\d+$/ or die "Minimum date $min_date is not in ISO format\n"; $max_date =~ /^\d+\D\d+\D\d+$/ or die "Maximum date $max_date is not in ISO format\n"; my $dbh = Cookbook::connect ( ); # Determine the number of days spanned by the date range. my $days = $dbh->selectrow_array (qq{ SELECT TO_DAYS(?) - TO_DAYS(?) + 1 }, undef, $max_date, $min_date); print "Minimum date: $min_date\n"; print "Maximum date: $max_date\n"; print "Number of days spanned by range: $days\n"; die "Date range is too small\n" if $days < 1; # Drop table if it exists, then recreate it $dbh->do ("DROP TABLE IF EXISTS $tbl_name"); $dbh->do (qq{ CREATE TABLE $tbl_name ($col_name DATE NOT NULL, PRIMARY KEY ($col_name)) }); # Populate table with each date in the date range my $sth = $dbh->prepare (qq{ INSERT INTO $tbl_name ($col_name) VALUES(DATE_ADD(?,INTERVAL ? DAY)) }); for (my $i = 0; $i < $days; $i++) { $sth->execute ($min_date, $i); } $dbh->disconnect ( ); exit (0); Tables generated by make_date_list.pl can be used for per-day summaries, or to find days not represented in the table. A date-based reference table can be used for calendar-day summaries, too. For example, you could use it to summarize the baseball1.com
 
 master
 
 table to find out how many ballplayers in the table were born each day of the year, or to find days of the year for which there are no birthdays. When creating a calendar day reference table, be sure to use a leap year so that the table contains an entry for February 29. The year 2004 is one such year, so a suitable reference table can be created like this:
 
 % make_date_list.pl ref d 2004-01-01 2004-12-31 The
 
 master table stores birth dates in three columns named birthday, birthmonth, birthyear. After creating the reference table, use the following query to summarize birthdays in the master table for each calendar day: SELECT MONTH(ref.d) AS month, DAYOFMONTH(ref.d) AS day, COUNT(master.lahmanid) AS count FROM ref LEFT JOIN master ON MONTH(ref.d) = master.birthmonth AND DAYOFMONTH(ref.d) = master.birthday GROUP BY month, day; To see if there are any days on which no birthdays occur, use this query instead:
 
 SELECT MONTH(ref.d) AS month, DAYOFMONTH(ref.d) AS day FROM ref LEFT JOIN master ON MONTH(ref.d) = master.birthmonth AND DAYOFMONTH(ref.d) = master.birthday WHERE master.birthmonth IS NULL and master.birthday IS NULL;
 
 12.11 Enumerating a Many-to-Many Relationship 12.11.1 Problem You want to display a relationship between tables when records in either table may be matched by multiple records in the other table.
 
 12.11.2 Solution This is a many-to-many relationship. It requires a third table for associating your two primary tables, and a three-way join to list the correspondences between them.
 
 12.11.3 Discussion The
 
 artist and painting tables used in earlier sections are related in a one-to-many
 
 relationship: A given artist may have produced many paintings, but each painting was created by only one artist. One-to-many relationships are relatively simple and the two tables in the relationship can be related by means of a key that is common to both tables. Even simpler is the one-to-one relationship, which often is used for performing lookups that map one set of values to another. For example, the
 
 states table contains name and
 
 abbrev columns that list full state names and their corresponding abbreviations: mysql> SELECT name, abbrev FROM states;
 
 +----------------+--------+ | name | abbrev | +----------------+--------+ | Alabama | AL | | Alaska | AK | | Arizona | AZ | | Arkansas | AR | ... This is a one-to-one relationship. It can be used to map state name abbreviations in the
 
 painting table, which contains a state column indicating the state in which each painting was purchased. With no mapping, painting entries can be displayed like this: mysql> SELECT title, state FROM painting ORDER BY state; +-------------------+-------+ | title | state | +-------------------+-------+ | The Rocks | IA | | The Last Supper | IN | | Starry Night | KY | | The Potato Eaters | KY | | The Mona Lisa | MI | | Les Deux Soeurs | NE | +-------------------+-------+ If you want to see the full state names rather than abbreviations, it's possible to use the oneto-one relationship that exists between the two that is enumerated in the Join that table to the
 
 states table.
 
 painting table as follows, using the abbreviation values that are
 
 common to the two tables:
 
 mysql> SELECT painting.title, states.name AS state -> FROM painting, states -> WHERE painting.state = states.abbrev -> ORDER BY state; +-------------------+----------+ | title | state | +-------------------+----------+ | The Last Supper | Indiana | | The Rocks | Iowa | | Starry Night | Kentucky | | The Potato Eaters | Kentucky | | The Mona Lisa | Michigan | | Les Deux Soeurs | Nebraska | +-------------------+----------+ A more complex relationship between tables is the many-to-many relationship, which occurs when a record in one table may have many matches in the other, and vice versa. To illustrate such a relationship, this is the point at which database books typically devolve into the "parts and suppliers" problem. (A given part may be available through several suppliers; how can you produce a list showing which parts are available from which suppliers?) However, having seen that example far too many times, I prefer to use a different illustration. So, even though conceptually it's really the same idea, let's use the following scenario: You and a bunch of your
 
 friends are avid enthusiasts of euchre, a four-handed card game played with two teams of partners. Each year, you all get together, pair off, and run a friendly tournament. Naturally, to avoid controversy about the results of each tournament, you record the pairings and outcomes in a database. One way to store the results would be with a table that is set up as follows, where for each tournament year, you record the team names, win-loss records, players, and player cities of residence:
 
 mysql> SELECT * FROM euchre ORDER BY year, wins DESC, player; +----------+------+------+--------+----------+-------------+ | team | year | wins | losses | player | player_city | +----------+------+------+--------+----------+-------------+ | Kings | 2001 | 10 | 2 | Ben | Cork | | Kings | 2001 | 10 | 2 | Billy | York | | Crowns | 2001 | 7 | 5 | Melvin | Dublin | | Crowns | 2001 | 7 | 5 | Tony | Derry | | Stars | 2001 | 4 | 8 | Franklin | Bath | | Stars | 2001 | 4 | 8 | Wallace | Cardiff | | Sceptres | 2001 | 3 | 9 | Maurice | Leeds | | Sceptres | 2001 | 3 | 9 | Nigel | London | | Crowns | 2002 | 9 | 3 | Ben | Cork | | Crowns | 2002 | 9 | 3 | Tony | Derry | | Kings | 2002 | 8 | 4 | Franklin | Bath | | Kings | 2002 | 8 | 4 | Nigel | London | | Stars | 2002 | 5 | 7 | Maurice | Leeds | | Stars | 2002 | 5 | 7 | Melvin | Dublin | | Sceptres | 2002 | 2 | 10 | Billy | York | | Sceptres | 2002 | 2 | 10 | Wallace | Cardiff | +----------+------+------+--------+----------+-------------+ As shown by the table, each team has multiple players, and each player has participated in multiple teams. The table captures the nature of this many-to-many relationship, but it's also in non-normal form, because each row unnecessarily stores quite a bit of repetitive information. (Information for each team is recorded multiple times, as is information about each player.) A better way to represent this many-to-many relationship is as follows:
 
 •
 
 Store each team name, year, and record once, in a table named
 
 •
 
 Store each player name and city of residence once, in a table named
 
 •
 
 euchre_player. Create a third table, euchre_link, that stores team-player associations and
 
 euchre_team.
 
 serves as a link, or bridge, between the two primary tables. To minimize the information stored in this table, assign unique IDs to each team and player within their respective tables, and store only those IDs in the The resulting team and player tables look like this:
 
 mysql> SELECT * FROM euchre_team; +----+----------+------+------+--------+ | id | name | year | wins | losses | +----+----------+------+------+--------+ | 1 | Kings | 2001 | 10 | 2 |
 
 euchre_link table.
 
 | 2 | Crowns | 2001 | 7 | 5 | | 3 | Stars | 2001 | 4 | 8 | | 4 | Sceptres | 2001 | 3 | 9 | | 5 | Kings | 2002 | 8 | 4 | | 6 | Crowns | 2002 | 9 | 3 | | 7 | Stars | 2002 | 5 | 7 | | 8 | Sceptres | 2002 | 2 | 10 | +----+----------+------+------+--------+ mysql> SELECT * FROM euchre_player; +----+----------+---------+ | id | name | city | +----+----------+---------+ | 1 | Ben | Cork | | 2 | Billy | York | | 3 | Tony | Derry | | 4 | Melvin | Dublin | | 5 | Franklin | Bath | | 6 | Wallace | Cardiff | | 7 | Nigel | London | | 8 | Maurice | Leeds | +----+----------+---------+ The
 
 euchre_link table associates teams and players as follows:
 
 mysql> SELECT * FROM euchre_link; +---------+-----------+ | team_id | player_id | +---------+-----------+ | 1 | 1 | | 1 | 2 | | 2 | 3 | | 2 | 4 | | 3 | 5 | | 3 | 6 | | 4 | 7 | | 4 | 8 | | 5 | 5 | | 5 | 7 | | 6 | 1 | | 6 | 3 | | 7 | 4 | | 7 | 8 | | 8 | 2 | | 8 | 6 | +---------+-----------+ To answer questions about the teams or players using these tables, you need to perform a three-way join, using the link table to relate the two primary tables to each other. Here are some examples:
 
 •
 
 List all the pairings that show the teams and who played on them. This query enumerates all the correspondences between the
 
 euchre_team and
 
 euchre_player tables and reproduces the information that was originally in the non-normal euchre table:
 
 • • • • • • • • • • • • • • • • • • • • • • •
 
 mysql> SELECT t.name, t.year, t.wins, t.losses, p.name, p.city -> FROM euchre_team AS t, euchre_link AS l, euchre_player AS p -> WHERE t.id = l.team_id AND p.id = l.player_id -> ORDER BY t.year, t.wins DESC, p.name; +----------+------+------+--------+----------+---------+ | name | year | wins | losses | name | city | +----------+------+------+--------+----------+---------+ | Kings | 2001 | 10 | 2 | Ben | Cork | | Kings | 2001 | 10 | 2 | Billy | York | | Crowns | 2001 | 7 | 5 | Melvin | Dublin | | Crowns | 2001 | 7 | 5 | Tony | Derry | | Stars | 2001 | 4 | 8 | Franklin | Bath | | Stars | 2001 | 4 | 8 | Wallace | Cardiff | | Sceptres | 2001 | 3 | 9 | Maurice | Leeds | | Sceptres | 2001 | 3 | 9 | Nigel | London | | Crowns | 2002 | 9 | 3 | Ben | Cork | | Crowns | 2002 | 9 | 3 | Tony | Derry | | Kings | 2002 | 8 | 4 | Franklin | Bath | | Kings | 2002 | 8 | 4 | Nigel | London | | Stars | 2002 | 5 | 7 | Maurice | Leeds | | Stars | 2002 | 5 | 7 | Melvin | Dublin | | Sceptres | 2002 | 2 | 10 | Billy | York | | Sceptres | 2002 | 2 | 10 | Wallace | Cardiff | +----------+------+------+--------+----------+---------+
 
 • • • • • • • • • •
 
 List the members for a particular team (the 2001 Crowns):
 
 •
 
 List the teams that a given player (Billy) has been a member of:
 
 • • • • • • • • •
 
 mysql> SELECT t.name, t.year, t.wins, t.losses -> FROM euchre_team AS t, euchre_link AS l, euchre_player AS p -> WHERE t.id = l.team_id AND p.id = l.player_id -> AND p.name = 'Billy'; +----------+------+------+--------+ | name | year | wins | losses | +----------+------+------+--------+ | Kings | 2001 | 10 | 2 | | Sceptres | 2002 | 2 | 10 | +----------+------+------+--------+
 
 mysql> SELECT p.name, p.city -> FROM euchre_team AS t, euchre_link AS l, euchre_player AS p -> WHERE t.id = l.team_id AND p.id = l.player_id -> AND t.name = 'Crowns' AND t.year = 2001; +--------+--------+ | name | city | +--------+--------+ | Tony | Derry | | Melvin | Dublin | +--------+--------+
 
 Note that although questions about many-to-many relationships involve a three-way join, a three-way join in itself does not necessarily imply a many-to-many relationship. Earlier in this section, we joined the
 
 states table to the painting table to map state abbreviations
 
 to full names:
 
 mysql> SELECT painting.title, states.name AS state -> FROM painting, states -> WHERE painting.state = states.abbrev -> ORDER BY state; +-------------------+----------+ | title | state | +-------------------+----------+ | The Last Supper | Indiana | | The Rocks | Iowa | | Starry Night | Kentucky | | The Potato Eaters | Kentucky | | The Mona Lisa | Michigan | | Les Deux Soeurs | Nebraska | +-------------------+----------+ To display the artist who painted each painting, modify the query slightly by joining the results with the
 
 artist table:
 
 mysql> SELECT artist.name, painting.title, states.name AS state -> FROM artist, painting, states -> WHERE artist.a_id = painting.a_id AND painting.state = states.abbrev; +----------+-------------------+----------+ | name | title | state | +----------+-------------------+----------+ | Da Vinci | The Last Supper | Indiana | | Da Vinci | The Mona Lisa | Michigan | | Van Gogh | Starry Night | Kentucky | | Van Gogh | The Potato Eaters | Kentucky | | Van Gogh | The Rocks | Iowa | | Renoir | Les Deux Soeurs | Nebraska | +----------+-------------------+----------+ The query now involves a three-way join, but the nature of the relationship between artists and paintings remains the same. It's still one-to-many, not many-to-many.
 
 12.12 Comparing a Table to Itself 12.12.1 Problem You want to compare records in a table to other records in the same table. For example, you want to find all paintings in your collection by the artist who painted "The Potato Eaters." Or you want to know which states listed in the
 
 states table joined the Union in the same year as New York. Or you want to know which of the people listed in the profile table have some favorite food in common.
 
 12.12.2 Solution Problems that require comparing a table to itself involve an operation known as a self-join. It's much like other joins, except that you must always use table aliases so that you can refer to the same table different ways within the query.
 
 12.12.3 Discussion A special case of joining one table to another occurs when both tables are the same. This is called a self-join. Although many people find the idea confusing or strange to think about at first, it's perfectly legal. Be assured that you'll get used to the concept, and more than likely will find yourself using self-joins quite often because they are so important. A tip-off that you need a self-join is when you want to know which pairs of elements in a table satisfy some condition. For example, suppose your favorite painting is "The Potato Eaters" and you want to identify all the items in your collection that were done by the artist who painted it. You can do so as follows: 1. Identify the row in the
 
 2.
 
 painting table that contains the title "The Potato Eaters," so that you can refer to its a_id value. Use the a_id value to match other rows in the table that have the same a_id value.
 
 3. Display the titles from those matching rows. The artist ID and painting titles that we begin with look like this:
 
 mysql> SELECT a_id, title FROM painting ORDER BY a_id; +------+-------------------+ | a_id | title | +------+-------------------+ | 1 | The Last Supper | | 1 | The Mona Lisa | | 3 | Starry Night | | 3 | The Potato Eaters | | 3 | The Rocks | | 5 | Les Deux Soeurs | +------+-------------------+ A two-step method for picking out the right titles without a join is to look up the artist's ID with one query, then use the ID in a second query that selects records that match it:
 
 mysql> SELECT @id := a_id FROM painting WHERE title = 'The Potato Eaters'; +-------------+ | @id := a_id | +-------------+ | 3 | +-------------+ mysql> SELECT title FROM painting WHERE a_id = @id; +-------------------+
 
 | title | +-------------------+ | Starry Night | | The Potato Eaters | | The Rocks | +-------------------+ Another solution—one that requires only a single query—is to use a self-join. The trick to this lies in figuring out the proper notation to use. The way many people first try to write a query that joins a table to itself looks something like this:
 
 mysql> SELECT title FROM painting, painting -> WHERE title = 'The Potato Eaters' AND a_id = a_id; ERROR 1066 at line 1: Not unique table/alias: 'painting' The problem with that query is that the column references are ambiguous. MySQL can't tell which instance of the
 
 painting table any given column name refers to. The solution is to
 
 give at least one instance of the table an alias so that you can distinguish column references by using different table qualifiers. The following query shows how to do this, using the aliases
 
 p1 and p2 to refer to the painting table different ways: mysql> SELECT p2.title -> FROM painting AS p1, painting AS p2 -> WHERE p1.title = 'The Potato Eaters' -> AND p1.a_id = p2.a_id; +-------------------+ | title | +-------------------+ | Starry Night | | The Potato Eaters | | The Rocks | +-------------------+ The query output illustrates something typical of self-joins: when you begin with a reference value in one table instance ("The Potato Eaters") to find matching records in a second table instance (paintings by the same artist), the output includes the reference value. That makes sense—after all, the reference matches itself. If you want to find only other paintings by the same artist, explicitly exclude the reference value from the output:
 
 mysql> SELECT p2.title -> FROM painting AS p1, painting AS p2 -> WHERE p1.title = 'The Potato Eaters' AND p2.title != 'The Potato Eaters' -> AND p1.a_id = p2.a_id; +--------------+ | title | +--------------+ | Starry Night | | The Rocks | +--------------+
 
 A more general way to exclude the reference value without naming it literally is to specify that you don't want output rows to have the same title as the reference, whatever that title happens to be:
 
 mysql> SELECT p2.title -> FROM painting AS p1, painting AS p2 -> WHERE p1.title = 'The Potato Eaters' AND p1.title != p2.title -> AND p1.a_id = p2.a_id; +--------------+ | title | +--------------+ | Starry Night | | The Rocks | +--------------+ The preceding queries use comparisons of ID values to match records in the two table instances, but any kind of value can be used. For example, to use the
 
 states table to
 
 answer the question "Which states joined the Union in the same year as New York?," perform a temporal pairwise comparison based on the year part of the dates in the table's
 
 statehood column: mysql> SELECT s2.name, s2.statehood -> FROM states AS s1, states AS s2 -> WHERE s1.name = 'New York' -> AND YEAR(s1.statehood) = YEAR(s2.statehood) -> ORDER BY s2.name; +----------------+------------+ | name | statehood | +----------------+------------+ | Connecticut | 1788-01-09 | | Georgia | 1788-01-02 | | Maryland | 1788-04-28 | | Massachusetts | 1788-02-06 | | New Hampshire | 1788-06-21 | | New York | 1788-07-26 | | South Carolina | 1788-05-23 | | Virginia | 1788-06-25 | +----------------+------------+ Here again, the reference value (New York) appears in the output. If you want to prevent that, add an expression to the
 
 WHERE clause that explicitly excludes the reference:
 
 mysql> SELECT s2.name, s2.statehood -> FROM states AS s1, states AS s2 -> WHERE s1.name = 'New York' AND s1.name != s2.name -> AND YEAR(s1.statehood) = YEAR(s2.statehood) -> ORDER BY s2.name; +----------------+------------+ | name | statehood | +----------------+------------+ | Connecticut | 1788-01-09 | | Georgia | 1788-01-02 | | Maryland | 1788-04-28 | | Massachusetts | 1788-02-06 |
 
 | New Hampshire | 1788-06-21 | | South Carolina | 1788-05-23 | | Virginia | 1788-06-25 | +----------------+------------+ Like the problem of finding other paintings by the painter of "The Potato Eaters," the statehood problem could have been solved by using a SQL variable and two queries. That will always be true when you're seeking matches for one particular row in your table. Other problems require finding matches between several pairs of rows, in which case the two-query method will not work. Suppose you want to determine which pairs of people listed in the
 
 profile table have favorite foods in common. In this case, the output potentially can include any pair of people in the table. There is no fixed reference value, so you cannot store the reference in a variable. A self-join is perfect for this problem, although there is the question of how to identify which
 
 foods values share common elements. The foods column contains SET values, each of which may indicate multiple foods, so an exact comparison will not work:
 
 •
 
 The comparison is true only if both
 
 foods values name an identical set of foods; this
 
 is unsuitable if you require only a common element.
 
 •
 
 Two empty values will compare as equal, even though they have no foods in common.
 
 To identify
 
 SET values that share common elements, use the fact that MySQL represents them as bit fields and perform the comparison using the & (bitwise AND) operator to look for pairs that have a non-zero intersection:
 
 mysql> SELECT t1.name, t2.name, t1.foods, t2.foods -> FROM profile AS t1, profile AS t2 -> WHERE t1.id != t2.id AND (t1.foods & t2.foods) != 0 -> ORDER BY t1.name, t2.name; +------+------+----------------------+----------------------+ | name | name | foods | foods | +------+------+----------------------+----------------------+ | Alan | Brit | curry,fadge | burrito,curry,pizza | | Alan | Fred | curry,fadge | lutefisk,fadge,pizza | | Alan | Mara | curry,fadge | lutefisk,fadge | | Alan | Sean | curry,fadge | burrito,curry | | Brit | Alan | burrito,curry,pizza | curry,fadge | | Brit | Carl | burrito,curry,pizza | eggroll,pizza | | Brit | Fred | burrito,curry,pizza | lutefisk,fadge,pizza | | Brit | Sean | burrito,curry,pizza | burrito,curry | | Carl | Brit | eggroll,pizza | burrito,curry,pizza | | Carl | Fred | eggroll,pizza | lutefisk,fadge,pizza | | Fred | Alan | lutefisk,fadge,pizza | curry,fadge | | Fred | Brit | lutefisk,fadge,pizza | burrito,curry,pizza | | Fred | Carl | lutefisk,fadge,pizza | eggroll,pizza | | Fred | Mara | lutefisk,fadge,pizza | lutefisk,fadge | | Mara | Alan | lutefisk,fadge | curry,fadge | | Mara | Fred | lutefisk,fadge | lutefisk,fadge,pizza | | Sean | Alan | burrito,curry | curry,fadge |
 
 | Sean | Brit | burrito,curry | burrito,curry,pizza | +------+------+----------------------+----------------------+ Some self-join problems are of the "Which values have no match?" variety. An instance of this is the question, "Which message senders in the
 
 mail table didn't send any messages to
 
 themselves?" First, check who sent mail to who:
 
 mysql> SELECT DISTINCT srcuser, dstuser FROM mail -> ORDER BY srcuser, dstuser; +---------+---------+ | srcuser | dstuser | +---------+---------+ | barb | barb | | barb | tricia | | gene | barb | | gene | gene | | gene | tricia | | phil | barb | | phil | phil | | phil | tricia | | tricia | gene | | tricia | phil | +---------+---------+ Of those pairs, several are for people that did send mail to themselves:
 
 mysql> SELECT DISTINCT srcuser, dstuser FROM mail -> WHERE srcuser = dstuser; +---------+---------+ | srcuser | dstuser | +---------+---------+ | phil | phil | | barb | barb | | gene | gene | +---------+---------+ Finding people who didn't send mail to themselves is a "non-match" problem, which is the type of problem that typically involves a
 
 LEFT JOIN. In this case, the solution requires a
 
 LEFT JOIN of the mail table to itself: mysql> SELECT DISTINCT m1.srcuser -> FROM mail AS m1 LEFT JOIN mail AS m2 -> ON m1.srcuser = m2.srcuser AND m2.srcuser = m2.dstuser -> WHERE m2.dstuser IS NULL; +---------+ | srcuser | +---------+ | tricia | +---------+ For each record in the
 
 mail table, the query selects matches where the sender and recipient are the same. For records having no such match, the LEFT JOIN forces the output to
 
 contain a row anyway, with all the
 
 m2 columns set to NULL. These rows identify the senders
 
 who sent no messages to themselves. Using a
 
 LEFT JOIN to join a table to itself also provides another way to answer maximum-
 
 per-group questions of the sort discussed in Recipe 12.7, but without using a secondary temporary table. Recall that in that recipe we found the most expensive painting per artist as follows using a temporary table:
 
 mysql> CREATE TABLE tmp -> SELECT a_id, MAX(price) AS max_price FROM painting GROUP BY a_id; mysql> SELECT artist.name, painting.title, painting.price -> FROM artist, painting, tmp -> WHERE painting.a_id = tmp.a_id -> AND painting.price = tmp.max_price -> AND painting.a_id = artist.a_id; +----------+-------------------+-------+ | name | title | price | +----------+-------------------+-------+ | Da Vinci | The Mona Lisa | 87 | | Van Gogh | The Potato Eaters | 67 | | Renoir | Les Deux Soeurs | 64 | +----------+-------------------+-------+ Another way to identify the paintings and then pull out values from each of those rows is with a
 
 LEFT JOIN. The following query identifies the paintings:
 
 mysql> SELECT p1.a_id, p1.title, p1.price -> FROM painting p1 -> LEFT JOIN painting p2 -> ON p1.a_id = p2.a_id AND p1.price < p2.price -> WHERE p2.a_id IS NULL; +------+-------------------+-------+ | a_id | title | price | +------+-------------------+-------+ | 1 | The Mona Lisa | 87 | | 3 | The Potato Eaters | 67 | | 5 | Les Deux Soeurs | 64 | +------+-------------------+-------+ To display the artist names, join the result with the
 
 artist table:
 
 mysql> SELECT artist.name, p1.title, p1.price -> FROM (painting p1 -> LEFT JOIN painting p2 -> ON p1.a_id = p2.a_id AND p1.price < p2.price), artist -> WHERE p2.a_id IS NULL AND p1.a_id = artist.a_id; +----------+-------------------+-------+ | name | title | price | +----------+-------------------+-------+ | Da Vinci | The Mona Lisa | 87 | | Van Gogh | The Potato Eaters | 67 | | Renoir | Les Deux Soeurs | 64 | +----------+-------------------+-------+
 
 Note that a given "compare a table to itself" problem does not necessarily require a self-join, even if it's possible to solve it that way. The
 
 mail table serves to illustrate this. One way to
 
 determine which senders sent themselves a message is to use a self-join:
 
 mysql> SELECT DISTINCT m1.srcuser, m2.dstuser -> FROM mail AS m1, mail AS m2 -> WHERE m1.srcuser = m2.srcuser AND m2.dstuser = m1.srcuser; +---------+---------+ | srcuser | dstuser | +---------+---------+ | phil | phil | | barb | barb | | gene | gene | +---------+---------+ But that's silly. The query doesn't need to compare records to each other. It needs only to compare different columns within each row, so a non-join query is sufficient, and simpler to write:
 
 mysql> SELECT DISTINCT srcuser, dstuser FROM mail -> WHERE srcuser = dstuser; +---------+---------+ | srcuser | dstuser | +---------+---------+ | phil | phil | | barb | barb | | gene | gene | +---------+---------+
 
 12.13 Calculating Differences Between Successive Rows 12.13.1 Problem You have a table containing successive cumulative values in its rows and you want to compute the differences between pairs of successive rows.
 
 12.13.2 Solution Use a self-join that matches up pairs of adjacent rows and calculates the differences between members of each pair.
 
 12.13.3 Discussion Self-joins are useful when you have a set of absolute (or cumulative) values that you want to convert to relative values representing the differences between successive pairs of rows. For example, if you take an automobile trip and write down the total miles traveled at each stopping point, you can compute the difference between successive points to determine the distance from one stop to the next. Here is such a table that shows the stops for a trip from
 
 San Antonio, Texas to Madison, Wisconsin. Each row shows the total miles driven as of each stop:
 
 mysql> SELECT seq, city, miles FROM trip_log ORDER BY seq; +-----+------------------+-------+ | seq | city | miles | +-----+------------------+-------+ | 1 | San Antonio, TX | 0 | | 2 | Dallas, TX | 263 | | 3 | Benton, AR | 566 | | 4 | Memphis, TN | 745 | | 5 | Portageville, MO | 878 | | 6 | Champaign, IL | 1164 | | 7 | Madison, WI | 1412 | +-----+------------------+-------+ A self-join can convert these cumulative values to successive differences that represent the distances from each city to the next. The following query shows how to use the sequence numbers in the records to match up pairs of successive rows and compute the differences between each pair of mileage values:
 
 mysql> SELECT t1.seq AS seq1, t2.seq AS seq2, -> t1.city AS city1, t2.city AS city2, -> t1.miles AS miles1, t2.miles AS miles2, -> t2.miles-t1.miles AS dist -> FROM trip_log AS t1, trip_log AS t2 -> WHERE t1.seq+1 = t2.seq -> ORDER BY t1.seq; +------+------+------------------+------------------+--------+--------+-----+ | seq1 | seq2 | city1 | city2 | miles1 | miles2 | dist | +------+------+------------------+------------------+--------+--------+-----+ | 1 | 2 | San Antonio, TX | Dallas, TX | 0 | 263 | 263 | | 2 | 3 | Dallas, TX | Benton, AR | 263 | 566 | 303 | | 3 | 4 | Benton, AR | Memphis, TN | 566 | 745 | 179 | | 4 | 5 | Memphis, TN | Portageville, MO | 745 | 878 | 133 | | 5 | 6 | Portageville, MO | Champaign, IL | 878 | 1164 | 286 | | 6 | 7 | Champaign, IL | Madison, WI | 1164 | 1412 | 248 | +------+------+------------------+------------------+--------+--------+-----+ The presence of the
 
 seq column in the trip_log table is important for calculating
 
 successive difference values. It's needed for establishing which row precedes another and matching each row
 
 n with row n+1. The implication is that a table should include a sequence
 
 column that has no gaps if you want to perform relative-difference calculations from absolute or cumulative values. If the table contains a sequence column but there are gaps, renumber it.
 
 If the table contains no such column, add one. Recipe 11.9 and Recipe 11.13 describe how to perform these operations. A somewhat more complex situation occurs when you compute successive differences for more than one column and use the results in a calculation. The following table,
 
 player_stats, shows some cumulative numbers for a baseball player at the end of each month of his season. ab indicates the total at-bats and h the total hits the player has had as of a given date. (The first record indicates the starting point of the player's season, which is why the
 
 ab and h values are zero.)
 
 mysql> SELECT id, date, ab, h, TRUNCATE(IFNULL(h/ab,0),3) AS ba -> FROM player_stats ORDER BY id; +----+------------+-----+----+-------+ | id | date | ab | h | ba | +----+------------+-----+----+-------+ | 1 | 2001-04-30 | 0 | 0 | 0.000 | | 2 | 2001-05-31 | 38 | 13 | 0.342 | | 3 | 2001-06-30 | 109 | 31 | 0.284 | | 4 | 2001-07-31 | 196 | 49 | 0.250 | | 5 | 2001-08-31 | 304 | 98 | 0.322 | +----+------------+-----+----+-------+ The last column of the query result also shows the player's batting average as of each date. This column is not stored in the table, but is easily computed as the ratio of hits to at-bats. The result provides a general idea of how the player's hitting performance changed over the course of the season, but it doesn't give a very informative picture of how the player did during each individual month. To determine that, it's necessary to calculate relative differences between pairs of rows. This is easily done with a self-join that matches each row with row
 
 n+1, to calculate differences between pairs of at-bats and hits values. These
 
 differences allow batting average during each month to be computed:
 
 mysql> SELECT -> t1.id AS id1, t2.id AS id2, -> t2.date, -> t1.ab AS ab1, t2.ab AS ab2, -> t1.h AS h1, t2.h AS h2, -> t2.ab-t1.ab AS abdiff, -> t2.h-t1.h AS hdiff, -> TRUNCATE(IFNULL((t2.h-t1.h)/(t2.ab-t1.ab),0),3) AS ba -> FROM player_stats AS t1, player_stats AS t2 -> WHERE t1.id+1 = t2.id -> ORDER BY t1.id; +-----+-----+------------+-----+-----+----+----+--------+-------+-------+ | id1 | id2 | date | ab1 | ab2 | h1 | h2 | abdiff | hdiff | ba | +-----+-----+------------+-----+-----+----+----+--------+-------+-------+ | 1 | 2 | 2001-05-31 | 0 | 38 | 0 | 13 | 38 | 13 | 0.342 | | 2 | 3 | 2001-06-30 | 38 | 109 | 13 | 31 | 71 | 18 | 0.253 | | 3 | 4 | 2001-07-31 | 109 | 196 | 31 | 49 | 87 | 18 | 0.206 | | 4 | 5 | 2001-08-31 | 196 | 304 | 49 | 98 | 108 | 49 | 0.453 | +-----+-----+------------+-----+-----+----+----+--------+-------+-------+
 
 n
 
 These results show much more clearly than the original table does that the player started off well, but had a slump in the middle of the season, particularly in July. They also indicate just how strong his performance was in August.
 
 12.14 Finding Cumulative Sums and Running Averages 12.14.1 Problem You have a set of observations measured over time and want to compute the cumulative sum of the observations at each measurement point. Or you want to compute a running average at each point.
 
 12.14.2 Solution Use a self-join to produce the sets of successive observations at each measurement point, then apply aggregate functions to each set of values to compute its sum or average.
 
 12.14.3 Discussion Recipe 12.13 illustrates how a self-join can produce relative values from absolute values. A self-join can do the opposite as well, producing cumulative values at each successive stage of a set of observations. The following table shows a set of rainfall measurements taken over a series of days. The values in each row show the observation date and the amount of precipitation in inches:
 
 mysql> SELECT date, precip FROM rainfall ORDER BY date; +------------+--------+ | date | precip | +------------+--------+ | 2002-06-01 | 1.50 | | 2002-06-02 | 0.00 | | 2002-06-03 | 0.50 | | 2002-06-04 | 0.00 | | 2002-06-05 | 1.00 | +------------+--------+ To calculate cumulative rainfall for a given day, sum that day's precipitation value with the values for all the previous days. For example, the cumulative rainfall as of
 
 2002-06-03 is
 
 determined like this:
 
 mysql> SELECT SUM(precip) FROM rainfall WHERE date SELECT t1.date, t1.precip AS 'daily precip', -> SUM(t2.precip) AS 'cum. precip' -> FROM rainfall AS t1, rainfall AS t2 -> WHERE t1.date >= t2.date -> GROUP BY t1.date; +------------+--------------+-------------+ | date | daily precip | cum. precip | +------------+--------------+-------------+ | 2002-06-01 | 1.50 | 1.50 | | 2002-06-02 | 0.00 | 1.50 | | 2002-06-03 | 0.50 | 2.00 | | 2002-06-04 | 0.00 | 2.00 | | 2002-06-05 | 1.00 | 3.00 | +------------+--------------+-------------+ The self-join can be extended to display the number of days elapsed at each date, as well as the running averages for amount of precipitation each day:
 
 mysql> SELECT t1.date, t1.precip AS 'daily precip', -> SUM(t2.precip) AS 'cum. precip', -> COUNT(t2.precip) AS days, -> AVG(t2.precip) AS 'avg. precip' -> FROM rainfall AS t1, rainfall AS t2 -> WHERE t1.date >= t2.date -> GROUP BY t1.date; +------------+--------------+-------------+------+-------------+ | date | daily precip | cum. precip | days | avg. precip | +------------+--------------+-------------+------+-------------+ | 2002-06-01 | 1.50 | 1.50 | 1 | 1.500000 | | 2002-06-02 | 0.00 | 1.50 | 2 | 0.750000 | | 2002-06-03 | 0.50 | 2.00 | 3 | 0.666667 | | 2002-06-04 | 0.00 | 2.00 | 4 | 0.500000 | | 2002-06-05 | 1.00 | 3.00 | 5 | 0.600000 | +------------+--------------+-------------+------+-------------+ In the preceding query, the number of days elapsed and the precipitation running averages can be computed easily using
 
 COUNT( ) and AVG( ) because there are no missing days
 
 in the table. If missing days are allowed, the calculation becomes more complicated, because the number of days elapsed for each calculation no longer will be the same as the number of records. You can see this by deleting the records for the days that had no precipitation to produce a couple of "holes" in the table:
 
 mysql> DELETE FROM rainfall WHERE precip = 0; mysql> SELECT date, precip FROM rainfall ORDER BY date; +------------+--------+ | date | precip | +------------+--------+ | 2002-06-01 | 1.50 |
 
 | 2002-06-03 | 0.50 | | 2002-06-05 | 1.00 | +------------+--------+ Deleting those records doesn't change the cumulative sum or running average for the dates that remain, but does change how they must be calculated. If you try the self-join again, it yields incorrect results for the days-elapsed and average precipitation columns:
 
 mysql> SELECT t1.date, t1.precip AS 'daily precip', -> SUM(t2.precip) AS 'cum. precip', -> COUNT(t2.precip) AS days, -> AVG(t2.precip) AS 'avg. precip' -> FROM rainfall AS t1, rainfall AS t2 -> WHERE t1.date >= t2.date -> GROUP BY t1.date; +------------+--------------+-------------+------+-------------+ | date | daily precip | cum. precip | days | avg. precip | +------------+--------------+-------------+------+-------------+ | 2002-06-01 | 1.50 | 1.50 | 1 | 1.500000 | | 2002-06-03 | 0.50 | 2.00 | 2 | 1.000000 | | 2002-06-05 | 1.00 | 3.00 | 3 | 1.000000 | +------------+--------------+-------------+------+-------------+ To fix the problem, it's necessary to determine the number of days elapsed a different way. Take the minimum and maximum date involved in each sum and calculate a days-elapsed value from them using the following expression:
 
 TO_DAYS(MAX(t2.date)) - TO_DAYS(MIN(t2.date)) + 1 That value must be used for the days-elapsed column and for computing the running averages. The resulting query is as follows:
 
 mysql> SELECT t1.date, t1.precip AS 'daily precip', -> SUM(t2.precip) AS 'cum. precip', -> TO_DAYS(MAX(t2.date)) - TO_DAYS(MIN(t2.date)) + 1 AS days, -> SUM(t2.precip) / (TO_DAYS(MAX(t2.date)) - TO_DAYS(MIN(t2.date)) + 1) -> AS 'avg. precip' -> FROM rainfall AS t1, rainfall AS t2 -> WHERE t1.date >= t2.date -> GROUP BY t1.date; +------------+--------------+-------------+------+-------------+ | date | daily precip | cum. precip | days | avg. precip | +------------+--------------+-------------+------+-------------+ | 2002-06-01 | 1.50 | 1.50 | 1 | 1.5000 | | 2002-06-03 | 0.50 | 2.00 | 3 | 0.6667 | | 2002-06-05 | 1.00 | 3.00 | 5 | 0.6000 | +------------+--------------+-------------+------+-------------+ As this example illustrates, calculation of cumulative values from relative values requires only a column that allows rows to be placed into the proper order. (For the that's the
 
 rainfall table,
 
 date column.) Values in the column need not be sequential, or even numeric. This
 
 differs from calculations that produce difference values from cumulative values (Recipe 12.13), which require that a table have a column that contains an unbroken sequence.
 
 The running averages in the rainfall examples are based on dividing cumulative precipitation sums by number of days elapsed as of each day. When the table has no gaps, the number of days is the same as the number of values summed, making it easy to find successive averages. When records are missing, the calculations become more complex. What this demonstrates is that it's necessary to consider the nature of your data and calculate averages appropriately. The next example is conceptually similar to the previous ones in that it calculates cumulative sums and running averages, but it performs the computations yet another way. The following table shows a marathon runner's performance at each stage of a 26-kilometer run. The values in each row show the length of each stage in kilometers and how long the runner took to complete the stage. In other words, the values pertain to intervals within the marathon and thus are relative to the whole:
 
 mysql> SELECT stage, km, t FROM marathon ORDER BY stage; +-------+----+----------+ | stage | km | t | +-------+----+----------+ | 1 | 5 | 00:15:00 | | 2 | 7 | 00:19:30 | | 3 | 9 | 00:29:20 | | 4 | 5 | 00:17:50 | +-------+----+----------+ To calculate cumulative distance in kilometers at each stage, use a self-join that looks like this:
 
 mysql> SELECT t1.stage, t1.km, SUM(t2.km) AS 'cum. km' -> FROM marathon AS t1, marathon AS t2 -> WHERE t1.stage >= t2.stage -> GROUP BY t1.stage; +-------+----+---------+ | stage | km | cum. km | +-------+----+---------+ | 1 | 5 | 5 | | 2 | 7 | 12 | | 3 | 9 | 21 | | 4 | 5 | 26 | +-------+----+---------+ Cumulative distances are easy to compute because they can be summed directly. The calculation for accumulating time values is a little more involved. It's necessary to convert times to seconds, sum the resulting values, and convert the sum back to a time value. To compute the runner's average speed at the end of each stage, take the ratio of cumulative distance over cumulative time. Putting all this together yields the following query:
 
 mysql> -> -> -> -> ->
 
 SELECT t1.stage, t1.km, t1.t, SUM(t2.km) AS 'cum. km', SEC_TO_TIME(SUM(TIME_TO_SEC(t2.t))) AS 'cum. t', SUM(t2.km)/(SUM(TIME_TO_SEC(t2.t))/(60*60)) AS 'avg. km/hour' FROM marathon AS t1, marathon AS t2 WHERE t1.stage >= t2.stage
 
 -> GROUP BY t1.stage; +-------+----+----------+---------+----------+--------------+ | stage | km | t | cum. km | cum. t | avg. km/hour | +-------+----+----------+---------+----------+--------------+ | 1 | 5 | 00:15:00 | 5 | 00:15:00 | 20.0000 | | 2 | 7 | 00:19:30 | 12 | 00:34:30 | 20.8696 | | 3 | 9 | 00:29:20 | 21 | 01:03:50 | 19.7389 | | 4 | 5 | 00:17:50 | 26 | 01:21:40 | 19.1020 | +-------+----+----------+---------+----------+--------------+
 
 12.15 Using a Join to Control Query Output Order 12.15.1 Problem You want to sort a query's output using a characteristic of the output that cannot be specified using
 
 ORDER BY. For example, you want to sort a set of rows by subgroups, putting first
 
 those groups with the most rows and last those groups with the fewest rows. But "number of rows in each group" is not a property of individual rows, so you can't sort by it.
 
 12.15.2 Solution Derive the ordering information and store it in another table. Then join the original table to the derived table, using the derived table to control the sort order.
 
 12.15.3 Discussion Most of the time when you sort a query result, you use an
 
 ORDER BY (or GROUP BY)
 
 clause to name the column or columns to use for sorting. But sometimes the values you want to sort by aren't present in the rows to be sorted. This is the case, for example, if you want to use group characteristics to order the rows. The following example uses the records in the
 
 driver_log table to illustrate this. The table looks like this: mysql> SELECT * FROM driver_log ORDER BY id; +--------+-------+------------+-------+ | rec_id | name | trav_date | miles | +--------+-------+------------+-------+ | 1 | Ben | 2001-11-30 | 152 | | 2 | Suzi | 2001-11-29 | 391 | | 3 | Henry | 2001-11-29 | 300 | | 4 | Henry | 2001-11-27 | 96 | | 5 | Ben | 2001-11-29 | 131 | | 6 | Henry | 2001-11-26 | 115 | | 7 | Suzi | 2001-12-02 | 502 | | 8 | Henry | 2001-12-01 | 197 | | 9 | Ben | 2001-12-02 | 79 | | 10 | Henry | 2001-11-30 | 203 | +--------+-------+------------+-------+ The preceding query sorts the records using the ID column, which is present in the rows. But what if you want to display a list and sort it on the basis of a summary value not present in
 
 the rows? That's a little trickier. Suppose you want to show each driver's records by date, but place those drivers who drive the most miles first. You can't do this with a summary query, because then you wouldn't get back the individual driver records. But you can't do it without a summary query, either, because the summary values are required for sorting. The way out of the dilemma is to create another table containing the summary values, then join it to the original table. That way you can produce the individual records, and also sort them by the summary values. To summarize the driver totals into another table, do this:
 
 mysql> CREATE TABLE tmp -> SELECT name, SUM(miles) AS driver_miles FROM driver_log GROUP BY name; That produces the values we need to put the names in the proper order:
 
 mysql> SELECT * FROM tmp ORDER BY driver_miles DESC; +-------+--------------+ | name | driver_miles | +-------+--------------+ | Henry | 911 | | Suzi | 893 | | Ben | 362 | +-------+--------------+ Then use the
 
 name values to join the summary table to the driver_log table, and use the driver_miles values to sort the result. The query below shows the mileage totals in the result. That's only to make it clearer how the values are being sorted, it's not actually necessary to display them. They're needed only for the
 
 ORDER BY clause.
 
 mysql> SELECT tmp.driver_miles, driver_log.* -> FROM driver_log, tmp -> WHERE driver_log.name = tmp.name -> ORDER BY tmp.driver_miles DESC, driver_log.trav_date; +--------------+--------+-------+------------+-------+ | driver_miles | rec_id | name | trav_date | miles | +--------------+--------+-------+------------+-------+ | 911 | 6 | Henry | 2001-11-26 | 115 | | 911 | 4 | Henry | 2001-11-27 | 96 | | 911 | 3 | Henry | 2001-11-29 | 300 | | 911 | 10 | Henry | 2001-11-30 | 203 | | 911 | 8 | Henry | 2001-12-01 | 197 | | 893 | 2 | Suzi | 2001-11-29 | 391 | | 893 | 7 | Suzi | 2001-12-02 | 502 | | 362 | 5 | Ben | 2001-11-29 | 131 | | 362 | 1 | Ben | 2001-11-30 | 152 | | 362 | 9 | Ben | 2001-12-02 | 79 | +--------------+--------+-------+------------+-------+
 
 12.16 Converting Subselects to Join Operations 12.16.1 Problem You want to use a query that involves a subselect, but MySQL will not support subselects until Version 4.1.
 
 12.16.2 Solution In many cases, you can rewrite a subselect as a join. Or you can write a program that simulates the subselect. Or you can even make mysql generate SQL statements that simulate it.
 
 12.16.3 Discussion Assume you have two tables,
 
 t1 and t2 that have the following contents:
 
 mysql> SELECT col1 FROM t1; +------+ | col1 | +------+ | a | | b | | c | +------+ mysql> SELECT col2 FROM t2; +------+ | col2 | +------+ | b | | c | | d | +------+ Now suppose that you want to find values in
 
 t1 that are also present in t2, or values in t1
 
 that are not present in
 
 t2. These kinds of questions sometimes are answered using subselect queries that nest one SELECT inside another, but MySQL won't have subselects until Version 4.1. This section shows how to work around that problem. The following query shows an
 
 IN( ) subselect that produces the rows in table t1 having col1 values that match col2 values in table t2: SELECT col1 FROM t1 WHERE col1 IN (SELECT col2 FROM t2); That's essentially just a "find matching rows" query, and it can be rewritten as a simple join like this:
 
 mysql> SELECT t1.col1 FROM t1, t2 WHERE t1.col1 = t2.col2; +------+ | col1 | +------+ | b | | c | +------+ The converse question (rows in
 
 t1 that have no match in t2) can be answered using a NOT
 
 IN( ) subselect: SELECT col1 FROM t1 WHERE col1 NOT IN (SELECT col2 FROM t2); That's a "find non-matching rows" query. Sometimes these can be rewritten as a
 
 LEFT JOIN, a type of join discussed in Recipe 12.6. For the case at hand, the NOT IN( ) subselect is equivalent to the following LEFT JOIN: mysql> SELECT t1.col1 FROM t1 LEFT JOIN t2 ON t1.col1 = t2.col2 -> WHERE t2.col2 IS NULL; +------+ | col1 | +------+ | a | +------+ Within a program, you can simulate a subselect by working with the results of two queries. Suppose you want to simulate the
 
 IN( ) subselect that finds matching values in the two
 
 tables:
 
 SELECT * FROM t1 WHERE col1 IN (SELECT col2 FROM t2); If you expect that the inner
 
 SELECT will return a reasonably small number of col2 values,
 
 one way to achieve the same result as the subselect is to retrieve those values and generate an
 
 IN( ) clause that looks for them in col1. For example, the query SELECT col2 FROM t2 will produce the values b, c, and d. Using this result, you can select matching col1 values by generating a query that looks like this: SELECT col1 FROM t1 WHERE col1 IN ('b','c','d') That can be done as follows (shown here using Python):
 
 cursor = conn.cursor ( ) cursor.execute ("SELECT col2 FROM t2") if cursor.rowcount > 0: # do nothing if there are no values val = [ ] # list to hold data values s = "" # string to hold placeholders # construct %s,%s,%s, ... string containing placeholders for (col2,) in cursor.fetchall ( ): # pull col2 value from each row
 
 if s != "": s = s + "," # separate placeholders by commas s = s + "%s" # add placeholder val.append (col2) # add value to list of values stmt = "SELECT col1 FROM t1 WHERE col1 IN (" + s + ")" cursor.execute (stmt, val) for (col1,) in cursor.fetchall ( ): # pull col1 values from final result print col1 cursor.close ( ) If you expect lots of
 
 col2 values, you may want to generate individual SELECT queries for
 
 each of them instead:
 
 SELECT col1 FROM t1 WHERE col1 = 'b' SELECT col1 FROM t1 WHERE col1 = 'c' SELECT col1 FROM t1 WHERE col1 = 'd' This can be done within a program as follows:
 
 cursor = conn.cursor ( ) cursor2 = conn.cursor ( ) cursor.execute ("SELECT col2 FROM t2") for (col2,) in cursor.fetchall ( ): # pull col2 value from each row stmt = "SELECT col1 FROM t1 WHERE col1 = %s" cursor2.execute ("SELECT col1 FROM t1 WHERE col1 = %s", (col2,)) for (col1,) in cursor2.fetchall ( ): # pull col1 values from final result print col1 cursor.close ( ) cursor2.close ( ) If you have so many
 
 col2 values that you don't want to construct a single huge IN( ) clause, but don't want to issue zillions of individual SELECT statements, either, another option is to combine the approaches. Break the set of col2 values into smaller groups and use each group to construct an IN( ) clause. This gives you a set of shorter queries that each look for several values:
 
 SELECT col1 FROM t1 WHERE col1 IN (first SELECT col1 FROM t1 WHERE col1 IN SELECT col1 FROM t1 WHERE col1 IN ...
 
 group of col2 values) (second group of col2 values) (second group of col2 values)
 
 This approach can be implemented as follows:
 
 grp_size = 1000 # number of IDs to select at once cursor = conn.cursor ( ) cursor.execute ("SELECT col2 FROM t2") if cursor.rowcount > 0: # do nothing if there are no values col2 = [ ] # list to hold data values for (val,) in cursor.fetchall ( ): # pull col2 value from each row
 
 col2.append (val) nvals = len (col2) i = 0 while i < nvals: if nvals < i + grp_size: j = nvals else: j = i + grp_size group = col2[i : j] s = "" # string to hold placeholders val_list = [ ] # construct %s,%s,%s, ... string containing placeholders for val in group: if s != "": s = s + "," # separate placeholders by commas s = s + "%s" # add placeholder val_list.append (val) # add value to list of values stmt = "SELECT col1 FROM t1 WHERE col1 IN (" + s + ")" print stmt cursor.execute (stmt, val_list) for (col1,) in cursor.fetchall ( ): # pull col1 values from result print col1 i = i + grp_size # go to next group of values cursor.close ( ) Simulating a an
 
 NOT IN( ) subselect from within a program is a bit trickier than simulating
 
 IN( ) subselect. The subselect looks like this:
 
 SELECT col1 FROM t1 WHERE col1 NOT IN (SELECT col2 FROM t2); The technique shown here works best for smaller numbers of
 
 col1 and col2 values, because you must hold at least the values returned by the inner SELECT in memory, so that you can compare them to the value returned by the outer SELECT. The example shown here holds both sets in memory. First, retrieve the col1 and col2 values: cursor = conn.cursor ( ) cursor.execute ("SELECT col1 FROM t1") col1 = [ ] for (val, ) in cursor.fetchall ( ): col1.append (val) cursor.execute ("SELECT col2 FROM t2") col2 = [ ] for (val, ) in cursor.fetchall ( ): col2.append (val) cursor.close ( ) Then check each
 
 col1 value to see whether or not it's present in the set of col2 values. If not, it satisfies the NOT IN( ) constraint of the subselect: for val1 in col1: present = 0 for val2 in col2:
 
 if val1 == val2: present = 1 break if not present: print val1 The code shown here performs a lookup in the
 
 col2 values by looping through the array
 
 that holds them. You may be able to perform this operation more efficiently by using an associative data structure. For example, in Perl or Python, you could put the
 
 col2 values in
 
 a hash or dictionary. Recipe 10.29 shows an example that uses that approach. Yet another way to simulate subselects, at least those of the
 
 IN( ) variety, is to generate
 
 the necessary SQL from within one instance of mysql and feed it to another instance to be executed. Consider the result from this query:
 
 mysql> SELECT CONCAT('SELECT col1 FROM t1 WHERE col1 = \'', col2, '\';') -> FROM t2; +------------------------------------------------------------+ | CONCAT('SELECT col1 FROM t1 WHERE col1 = \'', col2, '\';') | +------------------------------------------------------------+ | SELECT col1 FROM t1 WHERE col1 = 'b'; | | SELECT col1 FROM t1 WHERE col1 = 'c'; | | SELECT col1 FROM t1 WHERE col1 = 'd'; | +------------------------------------------------------------+ The query retrieves the
 
 col2 values from t2 and uses them to produce a set of SELECT statements that find matching col1 values in t1. If you issue that query in batch mode and suppress the column heading, mysql produces only the text of the SQL statements, not all the other fluff. You can feed that output into another instance of mysql to execute the queries. The result is the same as the subselect. Here's one way to carry out this procedure, assuming that you have the
 
 SELECT statement containing the CONCAT( ) expression stored in a
 
 file named make_select.sql:
 
 % mysql -N cookbook < make_select.sql > tmp Here mysql includes the -N option to suppress column headers so that they won't get written to the output file, tmp. The contents of tmp will look like this:
 
 SELECT col1 FROM t1 WHERE col1 = 'b'; SELECT col1 FROM t1 WHERE col1 = 'c'; SELECT col1 FROM t1 WHERE col1 = 'd'; To execute the queries in that file and generate the output for the simulated subselect, use this command:
 
 % mysql -N cookbook < tmp b c
 
 This second instance of mysql also includes the -N option, because otherwise the output will include a header row for each of the
 
 SELECT statements that it executes. (Try omitting -N
 
 and see what happens.) One significant limitation of using mysql to generate SQL statements is that it doesn't work well if your
 
 col2 values contain quotes or other special characters. In that case, the queries
 
 that this method generates would be malformed.[2] [2]
 
 As we go to press, a QUOTE( ) function has been added to MySQL 4.0.3 that allows special characters to be escaped so that they are suitable for use in SQL statements.
 
 12.17 Selecting Records in Parallel from Multiple Tables 12.17.1 Problem You want to select rows one after the other from several tables, or several sets of rows from a single table—all as a single result set.
 
 12.17.2 Solution Use a
 
 UNION operation to combine multiple result sets into one.
 
 12.17.3 Discussion A join is useful for combining columns from different tables side by side. It's not so useful when you want a result set that includes a set of rows from several tables one after the other, or different sets of rows from the same table. These are instances of the type of operation for which a
 
 UNION is useful. A UNION allows you to run several SELECT statements and
 
 concatenate their results "vertically." You receive the output in a single result set, rather than running multiple queries and receiving multiple result sets.
 
 UNION is available as of MySQL 4.0. This section illustrates how to use it, then describes some workarounds if you have an older version of MySQL. Suppose you have two tables that list prospective and actual customers, a third that lists vendors from whom you purchase supplies, and you want to create a single mailing list by merging names and addresses from all three tables.
 
 UNION provides a way to do this.
 
 Assume the three tables have the following contents:
 
 mysql> SELECT * FROM prospect; +---------+-------+------------------------+ | fname | lname | addr | +---------+-------+------------------------+ | Peter | Jones | 482 Rush St., Apt. 402 | | Bernice | Smith | 916 Maple Dr. |
 
 +---------+-------+------------------------+ mysql> SELECT * FROM customer; +-----------+------------+---------------------+ | last_name | first_name | address | +-----------+------------+---------------------+ | Peterson | Grace | 16055 Seminole Ave. | | Smith | Bernice | 916 Maple Dr. | | Brown | Walter | 8602 1st St. | +-----------+------------+---------------------+ mysql> SELECT * FROM vendor; +-------------------+---------------------+ | company | street | +-------------------+---------------------+ | ReddyParts, Inc. | 38 Industrial Blvd. | | Parts-to-go, Ltd. | 213B Commerce Park. | +-------------------+---------------------+ The tables have columns that are similar but not identical.
 
 prospect and customer use different names for the first name and last name columns, and the vendor table includes only a single name column. None of that matters for UNION; all you need do is make sure to select the same number of columns from each table, and in the same order. The following query illustrates how to select names and addresses from the three tables all at once:
 
 mysql> SELECT fname, lname, addr FROM prospect -> UNION -> SELECT first_name, last_name, address FROM customer -> UNION -> SELECT company, '', street FROM vendor; +-------------------+----------+------------------------+ | fname | lname | addr | +-------------------+----------+------------------------+ | Peter | Jones | 482 Rush St., Apt. 402 | | Bernice | Smith | 916 Maple Dr. | | Grace | Peterson | 16055 Seminole Ave. | | Walter | Brown | 8602 1st St. | | ReddyParts, Inc. | | 38 Industrial Blvd. | | Parts-to-go, Ltd. | | 213B Commerce Park. | +-------------------+----------+------------------------+ The names and types in the result set are taken from the names and types of the columns retrieved by the first
 
 SELECT statement. Notice that, by default, a UNION eliminates duplicates; Bernice Smith appears in both the prospect and customer tables, but only once in the final result. If you want to select all records, including duplicates, follow the first
 
 UNION keyword with ALL:
 
 mysql> SELECT fname, lname, addr FROM prospect -> UNION ALL -> SELECT first_name, last_name, address FROM customer -> UNION -> SELECT company, '', street FROM vendor; +-------------------+----------+------------------------+
 
 | fname | lname | addr | +-------------------+----------+------------------------+ | Peter | Jones | 482 Rush St., Apt. 402 | | Bernice | Smith | 916 Maple Dr. | | Grace | Peterson | 16055 Seminole Ave. | | Bernice | Smith | 916 Maple Dr. | | Walter | Brown | 8602 1st St. | | ReddyParts, Inc. | | 38 Industrial Blvd. | | Parts-to-go, Ltd. | | 213B Commerce Park. | +-------------------+----------+------------------------+ Because it's necessary to select the same number of columns from each table, the for the
 
 SELECT
 
 vendor table (which has just one name column) retrieves a dummy (empty) last
 
 name column. Another way to select the same number of columns is to combine the first and last name columns from the
 
 prospect and customer tables into a single column:
 
 mysql> SELECT CONCAT(lname,', ',fname) AS name, addr FROM prospect -> UNION -> SELECT CONCAT(last_name,', ',first_name), address FROM customer -> UNION -> SELECT company, street FROM vendor; +-------------------+------------------------+ | name | addr | +-------------------+------------------------+ | Jones, Peter | 482 Rush St., Apt. 402 | | Smith, Bernice | 916 Maple Dr. | | Peterson, Grace | 16055 Seminole Ave. | | Brown, Walter | 8602 1st St. | | ReddyParts, Inc. | 38 Industrial Blvd. | | Parts-to-go, Ltd. | 213B Commerce Park. | +-------------------+------------------------+ To sort the result set as a whole, add an
 
 ORDER BY clause after the final SELECT statement. Any columns specified by name in the ORDER BY should refer to the column names used in the first SELECT, because those are the names used for the result set. For example, to sort by name, do this: mysql> SELECT CONCAT(lname,', ',fname) AS name, addr FROM prospect -> UNION -> SELECT CONCAT(last_name,', ',first_name), address FROM customer -> UNION -> SELECT company, street FROM vendor -> ORDER BY name; +-------------------+------------------------+ | name | addr | +-------------------+------------------------+ | Brown, Walter | 8602 1st St. | | Jones, Peter | 482 Rush St., Apt. 402 | | Parts-to-go, Ltd. | 213B Commerce Park. | | Peterson, Grace | 16055 Seminole Ave. | | ReddyParts, Inc. | 38 Industrial Blvd. | | Smith, Bernice | 916 Maple Dr. | +-------------------+------------------------+
 
 It's possible in MySQL to sort the results of individual
 
 SELECT statements within the UNION. To do this, enclose a given SELECT (including its ORDER BY clause) within parentheses:
 
 mysql> (SELECT CONCAT(lname,', ',fname) AS name, addr -> FROM prospect ORDER BY 1) -> UNION -> (SELECT CONCAT(last_name,', ',first_name), address -> FROM customer ORDER BY 1) -> UNION -> (SELECT company, street FROM vendor ORDER BY 1); +-------------------+------------------------+ | name | addr | +-------------------+------------------------+ | Jones, Peter | 482 Rush St., Apt. 402 | | Smith, Bernice | 916 Maple Dr. | | Brown, Walter | 8602 1st St. | | Peterson, Grace | 16055 Seminole Ave. | | Parts-to-go, Ltd. | 213B Commerce Park. | | ReddyParts, Inc. | 38 Industrial Blvd. | +-------------------+------------------------+ Similar syntax can be used for
 
 LIMIT as well. That is, you can limit the result set as a whole with a trailing LIMIT clause, or for individual SELECT statements by enclosing them within parentheses. In some cases, it may even be useful to combine ORDER BY and LIMIT. Suppose you want to select a lucky prizewinner for some kind of promotional giveaway. To select a single winner at random from the combined results of the three tables, do this:
 
 mysql> SELECT CONCAT(lname,', ',fname) AS name, addr FROM prospect -> UNION -> SELECT CONCAT(last_name,', ',first_name), address FROM customer -> UNION -> SELECT company, street FROM vendor -> ORDER BY RAND( ) LIMIT 1; +-----------------+---------------------+ | name | addr | +-----------------+---------------------+ | Peterson, Grace | 16055 Seminole Ave. | +-----------------+---------------------+ To select a single winner from each table and combine the results, do this instead:
 
 mysql> (SELECT CONCAT(lname,', ',fname) AS name, addr -> FROM prospect ORDER BY RAND( ) LIMIT 1) -> UNION -> (SELECT CONCAT(last_name,', ',first_name), address -> FROM customer ORDER BY RAND( ) LIMIT 1) -> UNION -> (SELECT company, street -> FROM vendor ORDER BY RAND( ) LIMIT 1); +------------------+---------------------+
 
 | name | addr | +------------------+---------------------+ | Smith, Bernice | 916 Maple Dr. | | ReddyParts, Inc. | 38 Industrial Blvd. | +------------------+---------------------+ If that result surprises you ("Why didn't it pick three rows?"), remember that Bernice is listed in two tables and that
 
 UNION eliminates duplicates. If the first and second SELECT
 
 statements each happen to pick Bernice, one instance will be eliminated and the final result will have only two rows. (If there are no duplicates among the three tables, the query will always return three rows.) You could of course assure three records in all cases by using
 
 UNION ALL, or by running the SELECT statements individually. If you don't have MySQL 4.0, you can't use
 
 UNION. But you can achieve a similar result by creating a temporary table, storing the result of multiple SELECT queries into that table, and then selecting its contents. With MySQL 3.23, you can use CREATE TABLE ... SELECT for the first SELECT, then successively retrieve the other result sets into it: mysql> -> mysql> -> -> mysql> ->
 
 CREATE TABLE tmp SELECT CONCAT(lname,', ',fname) AS name, addr FROM prospect; INSERT INTO tmp (name, addr) SELECT CONCAT(last_name,', ',first_name), address FROM customer; INSERT INTO tmp (name, addr) SELECT company, street FROM vendor;
 
 If your version of MySQL is older than 3.23, create the table first, then select each result set into it:
 
 mysql> mysql> -> -> mysql> -> -> mysql> ->
 
 CREATE TABLE tmp (name CHAR(40), addr CHAR(40)); INSERT INTO tmp (name, addr) SELECT CONCAT(lname,', ',fname), addr FROM prospect; INSERT INTO tmp (name, addr) SELECT CONCAT(last_name,', ',first_name), address FROM customer; INSERT INTO tmp (name, addr) SELECT company, street FROM vendor;
 
 After selecting the individual results into the temporary table, select its contents:
 
 mysql> SELECT * FROM tmp; +-------------------+------------------------+ | name | addr | +-------------------+------------------------+ | Jones, Peter | 482 Rush St., Apt. 402 | | Smith, Bernice | 916 Maple Dr. | | Peterson, Grace | 16055 Seminole Ave. | | Smith, Bernice | 916 Maple Dr. | | Brown, Walter | 8602 1st St. | | ReddyParts, Inc. | 38 Industrial Blvd. |
 
 | Parts-to-go, Ltd. | 213B Commerce Park. | +-------------------+------------------------+ Note that the result is more like
 
 UNION ALL than UNION, because duplicates are not suppressed. To achieve the effect of UNION, create the table with a unique index on the name and addr columns: mysql> CREATE TABLE tmp (name CHAR(40), addr CHAR(40), UNIQUE (name, addr)); mysql> INSERT INTO ... ... mysql> SELECT * FROM tmp; +-------------------+------------------------+ | name | addr | +-------------------+------------------------+ | Brown, Walter | 8602 1st St. | | Jones, Peter | 482 Rush St., Apt. 402 | | Parts-to-go, Ltd. | 213B Commerce Park. | | Peterson, Grace | 16055 Seminole Ave. | | ReddyParts, Inc. | 38 Industrial Blvd. | | Smith, Bernice | 916 Maple Dr. | +-------------------+------------------------+ If you create the table without a unique index, you can remove duplicates at retrieval time by using
 
 DISTINCT, though that is less efficient.
 
 12.18 Inserting Records in One Table That Include Values from Another 12.18.1 Problem You need to insert a record into a table that requires an ID value. But you know only the name associated with the ID, not the ID itself.
 
 12.18.2 Solution Assuming that you have a lookup table that associates names and IDs, create the record using
 
 INSERT INTO ... SELECT, where the SELECT performs a name lookup to obtain the corresponding ID value.
 
 12.18.3 Discussion We've used lookup tables often in this chapter in join queries, typically to map ID values or codes onto more descriptive names or labels. But lookup tables are useful for more than just
 
 SELECT statements. They can help you create new records as well. To illustrate, we'll use the artist and painting tables containing information about your art collection. Suppose you travel to Minnesota, where you find a bargain on a $51 reproduction of "Les
 
 jongleurs" by Renoir. Renoir is already listed in the
 
 artist table, so no new record is needed there. But you do need a record in the painting table. To create it, you need to store the artist ID, the title, the state where you bought it, and the price. You already know all of those except the artist ID, but it's tedious to look up the ID from the
 
 artist table
 
 yourself. Because Renoir is already listed there, why not let MySQL look up the ID for you? To do this, use
 
 INSERT ... SELECT to add the new record. Specify all the literal values that you know in the SELECT output column list, and use a WHERE clause to look up the artist ID from the name:
 
 mysql> INSERT INTO painting (a_id, title, state, price) -> SELECT a_id, 'Les jongleurs', 'MN', 51 -> FROM artist WHERE name = 'Renoir'; Naturally, you wouldn't want to write out the full text of such a query by hand each time you get a new painting. But it would be easy to write a short script that, given the artist name, painting title, origin, and price, would generate and issue the query for you. You could also write the code to make sure that if the artist is not already listed in the
 
 artist table, you
 
 generate a new ID value for the artist first. Just issue a statement like this prior to creating the new
 
 painting record:
 
 INSERT IGNORE INTO artist (name) VALUES('artist
 
 name');
 
 12.19 Updating One Table Based on Values in Another 12.19.1 Problem You need to update existing records in one table based on the contents of records in another table, but MySQL doesn't yet allow join syntax in the
 
 WHERE clause of UPDATE
 
 statements. So you have no way to associate the two tables.
 
 12.19.2 Solution Create a new table that is populated from the result of a join between the original table and the table containing the new information. Then replace the original table with the new one. Or write a program that selects information from the related table and issues the queries necessary to update the original table. Or use mysql to generate and execute the queries.
 
 12.19.3 Discussion Sometimes when updating records in one table, it's necessary to refer to records in another table. Recall that the like this:
 
 states table used in several earlier recipes contains rows that look
 
 mysql> SELECT * FROM states; +----------------+--------+------------+----------+ | name | abbrev | statehood | pop | +----------------+--------+------------+----------+ | Alaska | AK | 1959-01-03 | 550043 | | Alabama | AL | 1819-12-14 | 4040587 | | Arkansas | AR | 1836-06-15 | 2350725 | | Arizona | AZ | 1912-02-14 | 3665228 | ... Now suppose that you want to add some new columns to this table, using information from another table,
 
 city, that contains information about each state's capital city and largest
 
 (most populous) city:
 
 mysql> SELECT * FROM city; +----------------+----------------+----------------+ | state | capital | largest | +----------------+----------------+----------------+ | Alabama | Montgomery | Birmingham | | Alaska | Juneau | Anchorage | | Arizona | Phoenix | Phoenix | | Arkansas | Little Rock | Little Rock | ... It would be easy enough to add new columns named
 
 capital and largest to the
 
 states table structure using an ALTER TABLE statement. But then how would you modify the rows to fill in the new columns with the appropriate values? The most convenient way to do this would be to run an
 
 UPDATE query that uses join syntax in the WHERE
 
 clause:
 
 UPDATE states,city SET states.capital = city.capital, states.largest = city.largest WHERE states.name = city.state; That doesn't work, because MySQL does not yet support this syntax. Another solution would be to use a subselect in the
 
 WHERE clause, but subselects are not scheduled for inclusion
 
 until MySQL 4.1. What are the alternatives? Clearly, you don't want to update each row by hand. That's unacceptably tedious—and silly, too, given that the new information is already stored in the
 
 city table. The states and city tables contain a common key (state
 
 names), so let's use that information to relate the two tables and perform the update. There are a few techniques you can use to achieve the same result as a multiple-table update:
 
 •
 
 Create a new table that is like the original
 
 states table, but includes the additional columns to be added from the related table, city. Populate the new table using the result of a join between the states and city tables, then replace the original states table with the new one.
 
 •
 
 •
 
 Write a program that uses the information from the
 
 city table to generate and execute UPDATE statements that update the states table one state at a time. Use mysql to generate the UPDATE statements.
 
 12.19.4 Performing a Related-Table Update Using Table Replacement The table-replacement approach works as follows. To extend the
 
 states table with the capital and largest columns from the city table, create a tmp table that is like the
 
 states table but adds capital and largest columns:
 
 CREATE TABLE tmp ( name VARCHAR(30) NOT NULL, abbrev CHAR(2) NOT NULL, statehood DATE, pop BIGINT, capital VARCHAR(30), largest VARCHAR(30), PRIMARY KEY (abbrev) ); Then populate
 
 # # # # # #
 
 state name 2-char abbreviation date of entry into the Union population as of 4/1990 capital city most populous city
 
 tmp using the result of a join between states and city that matches up
 
 rows in the two tables using state names:
 
 INSERT INTO tmp (name, abbrev, statehood, pop, capital, largest) SELECT states.name, states.abbrev, states.statehood, states.pop, city.capital, city.largest FROM states LEFT JOIN city ON states.name = city.state; The query uses a
 
 LEFT JOIN for a reason. Suppose the city table is incomplete and
 
 doesn't contain a row for every state. In that case, a regular join will fail to produce an output row for any states that are missing from the
 
 city table, and the resulting tmp table will be missing records for those states, even though they are present in the states table. Not good! The LEFT JOIN ensures that the SELECT produces output for every row in the states table, whether or not it's matched by a city table row. Any state that is missing in the city table would end up with NULL values in the tmp table for the capital and largest columns, but that's appropriate when you don't know the city names—and generating an incomplete row certainly is preferable to losing the row entirely.
 
 The resulting
 
 tmp table is like the original one, but has two new columns, capital and
 
 largest. You can examine it to see this. After verifying that you're satisfied with the tmp table, use it to replace the original states table: DROP TABLE states; ALTER TABLE tmp RENAME TO states; If you want to make sure there is no time, however brief, during which the
 
 states table is
 
 unavailable, perform the replacement like this instead:
 
 RENAME TABLE states TO states_old, tmp TO states; DROP TABLE states_old;
 
 12.19.5 Performing a Related-Table Update by Writing a Program The table-replacement technique is efficient because it lets the server do all the work. On the other hand, it is most appropriate when you're updating all or most of the rows in the table. If you're updating just a few rows, it may be less work to update the table "in place" for just those rows that need it. Also, table replacement requires more than twice the space of the original
 
 states table while you're carrying out the update procedure. If you have a huge
 
 table to update, you may not want to use all that space. A second technique for updating a table based on a related table is to read the information from the related table and use it to generate
 
 UPDATE statements. For example, to update states with the information stored in the city table, read the city names and use them to create and issue a series of queries like this:
 
 UPDATE states SET capital WHERE name = 'Alabama'; UPDATE states SET capital WHERE name = 'Alaska'; UPDATE states SET capital WHERE name = 'Arizona'; UPDATE states SET capital WHERE name = 'Arkansas'; ...
 
 = 'Montgomery', largest = 'Birmingham' = 'Juneau', largest = 'Anchorage' = 'Phoenix', largest = 'Phoenix' = 'Little Rock', largest = 'Little Rock'
 
 To carry out this procedure, first alter the
 
 states table so that it includes the new
 
 columns:
 
 [3]
 
 [3]
 
 If you've already modified states using the table-replacement procedure, first restore the
 
 table to its original structure by dropping the capital and largest columns:
 
 ALTER TABLE states ADD capital VARCHAR(30), ADD largest VARCHAR(30);
 
 Next, write a program that reads the
 
 city table and uses its contents to produce UPDATE statements that modify the states table. Here is an example script, update_cities.pl, that does so:
 
 #! /usr/bin/perl -w # update_cities.pl - update states table capital and largest city columns, # using contents of city table. This assumes that the states table has # been modified to include columns named capital and largest. use strict; use lib qw(/usr/local/apache/lib/perl); use Cookbook; my $dbh = Cookbook::connect ( ); my $sth = $dbh->prepare ("SELECT state, capital, largest FROM city"); $sth->execute ( ); while (my ($state, $capital, $largest) = $sth->fetchrow_array ( )) { $dbh->do ("UPDATE states SET capital = ?, largest = ? WHERE name = ?", undef, $capital, $largest, $state); } $dbh->disconnect ( ); exit (0); The script has all the table and column names built in to it, which makes it very special purpose. You could generalize this procedure by writing a function that accepts parameters indicating the table names, the columns to use for matching records in the two tables, and the columns to use for updating the rows. The update_related.pl script in the joins directory of the
 
 recipes distribution shows one way to do this. 12.19.6 Performing a Related-Table Update Using mysql If your data values don't require any special handling for internal quotes or other special characters, you can use mysql to generate and process the
 
 UPDATE statements. This is
 
 similar to the technique shown in Recipe 12.18 for using mysql to simulate a subselect. Put the following statement in a file, update_cities.sql:
 
 SELECT CONCAT('UPDATE states SET capital = \'',capital, '\', largest = \'',largest,'\' WHERE name = \'',state,'\';') FROM city; The query reads the rows of the update
 
 city table and uses them to generate statements that
 
 states. Execute the query and save the result in tmp:
 
 % mysql -N cookbook < update_cities.sql > tmp
 
 tmp will contain statements that look like the queries generated by the update_cities.pl script. Assuming that you're added the
 
 capital and largest columns to the states table,
 
 you can execute these statements as follows to update the table:
 
 % mysql cookbook < tmp
 
 12.20 Using a Join to Create a Lookup Table from Descriptive Labels 12.20.1 Problem A table stores long descriptive labels in an identifier column. You want to convert this column to short ID values and use the labels to create a lookup table that maps IDs to labels.
 
 12.20.2 Solution Use one of the related-table update techniques described in Recipe 12.19.
 
 12.20.3 Discussion It's a common strategy to store ID numbers or codes rather than descriptive strings in a table to save space. It also improves performance, because it's quicker to index and retrieve numbers than strings. (For queries in which you need to produce the names, join the ID values with an ID-to-name lookup table.) When you're creating a new table, you can keep this strategy in mind and design the table from the outset to be used with a lookup table. But you may also have an existing table that stores descriptive strings and that could benefit from a conversion to use ID values. This section discusses how to create the lookup table that maps each label to its ID, and how to convert the labels to IDs in the original table. The technique combines
 
 ALTER TABLE with a related-table update.
 
 Suppose you collect coins, and you've begun to keep track of them in your database using the following table:
 
 CREATE TABLE coin ( id INT UNSIGNED NOT NULL AUTO_INCREMENT, date CHAR(5) NOT NULL, # 4 digits + mint letter denom CHAR(20) NOT NULL, # denomination (e.g., Lincoln cent) PRIMARY KEY (id) ); Each coin is assigned an ID automatically as an
 
 AUTO_INCREMENT value, and you also
 
 record each coin's date of issue and denomination. The records that you've entered into the table thus far are as follows:
 
 mysql> SELECT * FROM coin;
 
 +----+-------+---------------------+ | id | date | denom | +----+-------+---------------------+ | 1 | 1944s | Lincoln cent | | 2 | 1977 | Roosevelt dime | | 3 | 1955d | Lincoln cent | | 4 | 1938 | Jefferson nickel | | 5 | 1964 | Kennedy half dollar | | 6 | 1959 | Lincoln cent | | 7 | 1945 | Jefferson nickel | | 8 | 1905 | Buffalo nickel | | 9 | 1924 | Mercury head dime | | 10 | 2001 | Roosevelt dime | | 11 | 1937 | Mercury head dime | | 12 | 1977 | Kennedy half dollar | +----+-------+---------------------+ The table holds the information in which you're interested, but you notice that it's a waste of space to write out the denomination names in every record, and that the problem will become worse as you enter additional records into the table. It would be more space-efficient to store coded denomination IDs in the
 
 coin table rather than the names, then look up the names when necessary from a denom table that lists each denomination name and its ID code. (The benefit of this may not be evident with such a small table, but when your collection grows to include 10,000 coins, the space savings from storing numbers rather than strings will become more significant.) The procedure for setting up the lookup table and converting the
 
 coin table to use it is as
 
 follows: 1. Create the 2.
 
 denom lookup table to hold the ID-to-name mapping. Populate the denom table using the denomination names currently in the coin
 
 table. 3. Replace the denomination names in the
 
 coin table with the corresponding ID
 
 values. The
 
 denom table needs to record each denomination name and its associated ID, so it can
 
 be created using the following structure:
 
 CREATE TABLE denom ( denom_id INT UNSIGNED NOT NULL AUTO_INCREMENT, name CHAR(20) NOT NULL, PRIMARY KEY (denom_id) ); To populate the table, insert into it the set of denomination names that are present in the
 
 coin table. Use SELECT DISTINCT for this, because each name should be inserted just once:
 
 INSERT INTO denom (name) SELECT DISTINCT denom FROM coin; The
 
 INSERT statement adds only the denomination name to the denom table; denom_id is an AUTO_INCREMENT column, so MySQL will assign sequence numbers to it automatically. The resulting table looks like this:
 
 +----------+---------------------+ | denom_id | name | +----------+---------------------+ | 1 | Lincoln cent | | 2 | Roosevelt dime | | 3 | Jefferson nickel | | 4 | Kennedy half dollar | | 5 | Buffalo nickel | | 6 | Mercury head dime | +----------+---------------------+ With MySQL 3.23 and up, you can create and populate the
 
 denom table using a single
 
 CREATE TABLE ... SELECT statement: CREATE TABLE denom ( denom_id INT UNSIGNED NOT NULL AUTO_INCREMENT, PRIMARY KEY (denom_id) ) SELECT DISTINCT denom AS name FROM coin; After setting up the
 
 denom table, the next step is to convert the denomination names in the
 
 coin table to their associated IDs: •
 
 Create a
 
 •
 
 denom column. Populate tmp from the result of a join between the coin and denom tables. Use the tmp table to replace the original coin table.
 
 •
 
 tmp table that is like coin but has a denom_id column rather than a
 
 To create the
 
 tmp table, use a CREATE TABLE statement that is like the one used originally to create coin, but substitute a denom_id column for the denom column: CREATE TABLE tmp ( id INT UNSIGNED NOT NULL AUTO_INCREMENT, date CHAR(5) NOT NULL, # 4 digits + mint letter denom_id INT UNSIGNED NOT NULL, # denomination ID PRIMARY KEY (id) ); Then populate
 
 tmp using a join between coin and denom:
 
 INSERT INTO tmp (id, date, denom_id) SELECT coin.id, coin.date, denom.denom_id FROM coin, denom WHERE coin.denom = denom.name; Finally, replace the original
 
 coin table with the tmp table:
 
 DROP TABLE coin; ALTER TABLE tmp RENAME TO coin; With MySQL 3.23 and up, you can create and populate the
 
 tmp table using a single
 
 statement:
 
 CREATE TABLE tmp ( PRIMARY KEY (id) ) SELECT coin.id, coin.date, denom.denom_id FROM coin, denom WHERE coin.denom = denom.name; Then replace
 
 coin with tmp, as before.
 
 Another method for converting the
 
 coin table after creating the denom table is to modify coin in place without using a tmp table: 1. Add a 2.
 
 denom_id column to the coin table with ALTER TABLE. Fill in the denom_id value in each row with the ID corresponding to its denom
 
 name. 3. Drop the
 
 denom column.
 
 To carry out this procedure, add a column to
 
 coin to hold the denomination ID values:
 
 ALTER TABLE coin ADD denom_id INT UNSIGNED NOT NULL; Then fill in the
 
 denom_id column with the proper values using the denomination name-toID mapping in the denom table. One way to do that is to write a script to update the ID values in the coin table one denomination at a time. Here is a short script that does so: #! /usr/bin/perl -w # update_denom.pl - For each denomination in the denom table, # update the coin table records having that denomination with the # proper denomination ID. use strict; use lib qw(/usr/local/apache/lib/perl);
 
 use Cookbook; my $dbh = Cookbook::connect ( ); my $sth = $dbh->prepare ("SELECT denom_id, name FROM denom"); $sth->execute ( ); while (my ($denom_id, $name) = $sth->fetchrow_array ( )) { # For coin table records with the given denomination name, # add the corresponding denom_id value from denom table $dbh->do ("UPDATE coin SET denom_id = ? WHERE denom = ?", undef, $denom_id, $name); } $dbh->disconnect ( ); exit (0); The script retrieves each denomination ID/name pair from the
 
 denom table and constructs
 
 an appropriate
 
 UPDATE statement to modify all coin table rows containing the denomination name by setting their denom_id values to the corresponding ID. When the script finishes, all rows in the coin table will have the denom_id column updated properly. At that point, the denom column is no longer necessary and you can jettison it: ALTER TABLE coin DROP denom; Whichever method you use to convert the
 
 coin table, the resulting contents look like this:
 
 mysql> SELECT * FROM coin; +----+-------+----------+ | id | date | denom_id | +----+-------+----------+ | 1 | 1944s | 1 | | 2 | 1977 | 2 | | 3 | 1955d | 1 | | 4 | 1938 | 3 | | 5 | 1964 | 4 | | 6 | 1959 | 1 | | 7 | 1945 | 3 | | 8 | 1905 | 5 | | 9 | 1924 | 6 | | 10 | 2001 | 2 | | 11 | 1937 | 6 | | 12 | 1977 | 4 | +----+-------+----------+ When you need to display
 
 coin records with denomination names rather than IDs in a query result, perform a join using denom as a lookup table: mysql> SELECT coin.id, coin.date, denom.name -> FROM coin, denom -> WHERE coin.denom_id = denom.denom_id; +----+-------+---------------------+
 
 | id | date | name | +----+-------+---------------------+ | 1 | 1944s | Lincoln cent | | 2 | 1977 | Roosevelt dime | | 3 | 1955d | Lincoln cent | | 4 | 1938 | Jefferson nickel | | 5 | 1964 | Kennedy half dollar | | 6 | 1959 | Lincoln cent | | 7 | 1945 | Jefferson nickel | | 8 | 1905 | Buffalo nickel | | 9 | 1924 | Mercury head dime | | 10 | 2001 | Roosevelt dime | | 11 | 1937 | Mercury head dime | | 12 | 1977 | Kennedy half dollar | +----+-------+---------------------+ That result looks like the contents of the original
 
 coin table, even though the table no
 
 longer stores a long descriptive string in each row. What about entering new items into the
 
 coin table? Using the original coin table, you'd
 
 enter the denomination name into each record. But with the denominations converted to ID values, that won't work. Instead, use an
 
 INSERT INTO ... SELECT statement to look up
 
 the denomination ID based on the name. For example, to enter a 1962 Roosevelt dime, use this statement:
 
 INSERT INTO coin (date, denom_id) SELECT 1962, denom_id FROM denom WHERE name = 'Roosevelt dime'; This technique is described further in Recipe 12.18.
 
 12.21 Deleting Related Rows in Multiple Tables 12.21.1 Problem You want to delete related records from multiple tables. This is common, for example, when you have tables that are related in master-detail or parent-child fashion; deleting a parent record typically requires all the associated child records to be deleted as well.
 
 12.21.2 Solution You have several options. MySQL 4.0 supports cascaded delete with a multiple-table
 
 DELETE syntax; you can replace the table with new versions that contain only the records not to be deleted; you can write a program to construct appropriate DELETE statements for each table, or you may be able to use mysql to do so.
 
 12.21.3 Discussion
 
 Applications that use related tables need to operate on both tables at once for many operations. Suppose you use MySQL to record information about the contents of software distributions that you maintain. The master (or parent) table lists each distribution's name, version number, and release date. The detail (or child) table lists information about the files in the distributions, thus serving as the manifest for each distribution's contents. To allow the parent and child records to be associated, each parent record has a unique ID number, and that number is stored in the child records. The tables might be defined something like this:
 
 CREATE TABLE swdist_head ( dist_id INT UNSIGNED NOT NULL AUTO_INCREMENT, # distribution ID name VARCHAR(40), # distribution name ver_num NUMERIC(5,2), # version number rel_date DATE NOT NULL, # release date PRIMARY KEY (dist_id) ); CREATE TABLE swdist_item ( dist_id INT UNSIGNED NOT NULL, # parent distribution ID dist_file VARCHAR(255) NOT NULL # name of file in distribution ); For the examples here, assume the tables contain the following records:
 
 mysql> SELECT * FROM swdist_head ORDER BY name, ver_num; +---------+------------+---------+------------+ | dist_id | name | ver_num | rel_date | +---------+------------+---------+------------+ | 1 | DB Gadgets | 1.59 | 1996-03-25 | | 3 | DB Gadgets | 1.60 | 1998-12-26 | | 4 | DB Gadgets | 1.61 | 1998-12-28 | | 2 | NetGizmo | 3.02 | 1998-11-10 | | 5 | NetGizmo | 4.00 | 2001-08-04 | +---------+------------+---------+------------+ mysql> SELECT * FROM swdist_item ORDER BY dist_id, dist_file; +---------+----------------+ | dist_id | dist_file | +---------+----------------+ | 1 | db-gadgets.sh | | 1 | README | | 2 | NetGizmo.exe | | 2 | README.txt | | 3 | db-gadgets.sh | | 3 | README | | 3 | README.linux | | 4 | db-gadgets.sh | | 4 | README | | 4 | README.linux | | 4 | README.solaris | | 5 | NetGizmo.exe | | 5 | README.txt | +---------+----------------+ The tables describe the distributions for three versions of DB Gadgets and two versions of NetGizmo. But the tables are difficult to make sense of individually, so to display information
 
 for a given distribution, you'd use a join to select rows from both tables. For example, the following query shows the information stored for DB Gadgets 1.60:
 
 mysql> SELECT swdist_head.dist_id, swdist_head.name, -> swdist_head.ver_num, swdist_head.rel_date, swdist_item.dist_file -> FROM swdist_head, swdist_item -> WHERE swdist_head.name = 'DB Gadgets' AND swdist_head.ver_num = 1.60 -> AND swdist_head.dist_id = swdist_item.dist_id; +---------+------------+---------+------------+---------------+ | dist_id | name | ver_num | rel_date | dist_file | +---------+------------+---------+------------+---------------+ | 3 | DB Gadgets | 1.60 | 1998-12-26 | README | | 3 | DB Gadgets | 1.60 | 1998-12-26 | README.linux | | 3 | DB Gadgets | 1.60 | 1998-12-26 | db-gadgets.sh | +---------+------------+---------+------------+---------------+ Similarly, to delete a distribution, you'd need to access both tables. DB Gadgets 1.60 has an ID of 3, so one way to get rid of it would be to issue
 
 DELETE statements for each of the
 
 tables manually:
 
 mysql> DELETE FROM swdist_head WHERE dist_id = 3; mysql> DELETE FROM swdist_item WHERE dist_id = 3; That's quick and easy, but problems can occur if you forget to issue
 
 DELETE statements for
 
 both tables (which is easier to do than you might think). In that case, your tables become inconsistent, with parent records that have no children, or children that are referenced by no parent. Also, manual deletion doesn't work well in situations where you have a large number of distributions to remove, or when you don't know in advance which ones to delete. Suppose you decide to purge all the old records, keeping only those for the most recent version of each distribution. (For example, the tables contain information for DB Gadgets distributions 1.59, 1.60, and 1.61, so you'd remove records for Versions 1.59 and 1.60.) For this kind of operation, you'd likely determine which distributions to remove based on some query that figures out the IDs of those that are not the most recent. But then what do you do? The query might produce many IDs; you probably wouldn't want to delete each distribution manually. And you don't have to. There are several options for deleting records from multiple tables:
 
 •
 
 Use the multiple-table
 
 DELETE syntax that is available as of MySQL 4.0.0. This way
 
 you can write a query that takes care of identifying and removing records from both tables at once. You need not remember to issue multiple
 
 DELETE statements each
 
 time you remove records from related tables.
 
 •
 
 Approach the problem in reverse: select the records that are not to be deleted into new tables, then use those tables to replace the original ones. The effect is the same as deleting the unwanted records.
 
 •
 
 Use a program that determines the IDs of the distributions to be removed and generates the appropriate
 
 DELETE statements for you. The program might be one
 
 you write yourself, or an existing program such as mysql.
 
 The remainder of this section examines each of these options in turn, showing how to use them to solve the problem of deleting old distributions. Because each example removes records from the
 
 swdist_head and swdist_item tables, you'll need to create and
 
 populate them anew before trying each method, so that you begin at the same starting point each time. You can do this using the swdist_create.sql script in the joins directory of the
 
 recipes distribution. Scripts that demonstrate each multiple-table delete method shown in the examples may be found in that directory as well.
 
 Using Foreign Keys to Enforce Referential Integrity One feature a database may offer for helping you maintain consistency between tables is the ability to define foreign key relationships. This means you can specify explicitly in the table definition that a primary key in a parent table (such as the
 
 dist_id column of the swdist_head table) is a parent to a key in another table (the dist_id column in the swdist_item table). By defining the ID column in the child table as a foreign key to the ID column in the parent, the database can enforce certain constraints against illegal operations. For example, it can prevent you from creating a child record with an ID that is not present in the parent, or from deleting parent records without also deleting the corresponding child records first. A foreign key implementation may also offer cascaded delete: if you delete a parent record, the database engine cascades the effect of the delete to any child tables and automatically deletes the child records for you. The InnoDB table type in MySQL offers support for foreign keys as of Version 3.23.44, and for cascaded delete as of 3.23.50. In addition, there are plans to implement foreign key support for all the table types in MySQL 4.1.
 
 12.21.4 Performing a Cascaded Delete with a Multiple-Table DELETE Statement As of MySQL 4.0.0,
 
 DELETE supports a syntax that allows you to identify records to be
 
 removed from multiple tables and clobber them all with a single statement. To use this for deleting software distributions from the
 
 swdist_head and swdist_item tables,
 
 determine the IDs of the relevent distributions and then apply the list to those tables. First, determine which version of each distribution is the most recent and select the names and version numbers into a separate table. The following query selects each distribution name and the highest version number for each one:
 
 mysql> -> -> ->
 
 CREATE TABLE tmp SELECT name, MAX(ver_num) AS newest FROM swdist_head GROUP BY name;
 
 The resulting table looks like this:
 
 mysql> SELECT * FROM tmp; +------------+--------+ | name | newest | +------------+--------+ | DB Gadgets | 1.61 | | NetGizmo | 4.00 | +------------+--------+ Next, determine the ID numbers of the distributions that are older than those listed in the
 
 tmp table: mysql> CREATE TABLE tmp2 -> SELECT swdist_head.dist_id, swdist_head.name, swdist_head.ver_num -> FROM swdist_head, tmp -> WHERE swdist_head.name = tmp.name AND swdist_head.ver_num < tmp.newest; Note that you actually need select only the
 
 dist_id column into tmp2. The example selects the name and version number as well so that you can look at tmp2 and see more easily that the IDs it chooses are indeed those for the older distributions that are to be deleted:
 
 mysql> SELECT * FROM tmp2; +---------+------------+---------+ | dist_id | name | ver_num | +---------+------------+---------+ | 1 | DB Gadgets | 1.59 | | 3 | DB Gadgets | 1.60 | | 2 | NetGizmo | 3.02 | +---------+------------+---------+ The table does not contain the IDs for DB Gadgets 1.61 or NetGizmo 4.00, which are the most recent distributions. Now apply the ID list in
 
 tmp2 to the distribution tables using a multiple-table DELETE. The
 
 general form of this statement is:
 
 DELETE
 
 tbl_list1
 
 FROM
 
 tbl_list2
 
 WHERE
 
 conditions;
 
 tbl_list1 names the tables from which to delete records. tbl_list2 names the tables used in the WHERE clause, which specifies the conditions that identify the records to delete. Each table list can name one or more tables, separated by commas. For the situation at hand, the tables to delete from are
 
 swdist_head and swdist_item. The tables used to identify the deleted records are those tables and the tmp2 table: mysql> DELETE swdist_head, swdist_item
 
 -> FROM tmp2, swdist_head, swdist_item -> WHERE tmp2.dist_id = swdist_head.dist_id -> AND tmp2.dist_id = swdist_item.dist_id; The resulting tables look like this:
 
 mysql> SELECT * FROM swdist_head; +---------+------------+---------+------------+ | dist_id | name | ver_num | rel_date | +---------+------------+---------+------------+ | 4 | DB Gadgets | 1.61 | 1998-12-28 | | 5 | NetGizmo | 4.00 | 2001-08-04 | +---------+------------+---------+------------+ mysql> SELECT * FROM swdist_item; +---------+----------------+ | dist_id | dist_file | +---------+----------------+ | 4 | README | | 4 | README.linux | | 4 | README.solaris | | 4 | db-gadgets.sh | | 5 | README.txt | | 5 | NetGizmo.exe | +---------+----------------+ For the tables that we're using, the
 
 DELETE statement just shown works as expected. But
 
 be aware that it will fail for tables containing parent records that should be deleted but for which there are no corresponding child records. The
 
 WHERE clause will find no match for the
 
 parent record in the client table, and thus not select the parent record for deletion. To make sure that the query selects and deletes the parent record even in the absence of matching child records, use a
 
 LEFT JOIN:
 
 mysql> DELETE swdist_head, swdist_item -> FROM tmp2 LEFT JOIN swdist_head ON tmp2.dist_id = swdist_head.dist_id -> LEFT JOIN swdist_item ON swdist_head.dist_id = swdist_item.dist_id;
 
 LEFT JOIN is discussed in Recipe 12.6. 12.21.5 Performing a Multiple-Table Delete Using Table Replacement Another way to delete related rows from multiple tables is to select only the records that should not be deleted into new tables, then replace the original tables with the new ones. This is especially useful when you want to delete more records than you want to keep. Begin by creating two tables
 
 tmp_head and tmp_item that have the same structure as the swdist_head and swdist_item tables: CREATE TABLE tmp_head (
 
 dist_id name ver_num rel_date PRIMARY KEY
 
 INT UNSIGNED NOT NULL AUTO_INCREMENT, VARCHAR(40), NUMERIC(5,2), DATE NOT NULL, (dist_id)
 
 ); CREATE TABLE tmp_item ( dist_id INT UNSIGNED NOT NULL, dist_file VARCHAR(255) NOT NULL );
 
 # # # #
 
 distribution ID distribution name version number release date
 
 # parent distribution ID # name of file in distribution
 
 Then determine the IDs of the distributions you want to keep (that is, the most recent version of each distribution). The IDs are found as follows, using queries similar to those just described in the multiple-table delete section:
 
 mysql> CREATE TABLE tmp -> SELECT name, MAX(ver_num) AS newest -> FROM swdist_head -> GROUP BY name; mysql> CREATE TABLE tmp2 -> SELECT swdist_head.dist_id -> FROM swdist_head, tmp -> WHERE swdist_head.name = tmp.name AND swdist_head.ver_num = tmp.newest; Next, select into the new tables the records that should be retained:
 
 mysql> -> -> -> mysql> -> -> ->
 
 INSERT INTO tmp_head SELECT swdist_head.* FROM swdist_head, tmp2 WHERE swdist_head.dist_id = tmp2.dist_id; INSERT INTO tmp_item SELECT swdist_item.* FROM swdist_item, tmp2 WHERE swdist_item.dist_id = tmp2.dist_id;
 
 Finally, replace the original tables with the new ones:
 
 mysql> mysql> mysql> mysql>
 
 DROP TABLE swdist_head; ALTER TABLE tmp_head RENAME TO swdist_head; DROP TABLE swdist_item; ALTER TABLE tmp_item RENAME TO swdist_item;
 
 12.21.6 Performing a Multiple-Table Delete by Writing a Program The preceding two methods for deleting related rows from multiple tables are SQL-only techniques. Another approach is to write a program that generates the
 
 DELETE statements
 
 for you. The program should determine the key values (the distribution IDs) for the records to delete, then process the keys to turn them into appropriate
 
 DELETE statements. Identifying
 
 the IDs can be done the same way as shown for the previous methods, but you have some latitude in how you want to use them to delete records:
 
 •
 
 Handle each ID individually. Construct
 
 DELETE statements that remove records
 
 from the tables one ID at a time.
 
 •
 
 Handle the IDs as a group. Construct an
 
 IN( ) clause that names all the IDs, and
 
 use it with each table to delete all the matching IDs at once.
 
 •
 
 If the ID list is huge, break it into smaller groups to construct shorter
 
 IN( )
 
 clauses.
 
 •
 
 You can also solve the problem by reversing the perspective. Select the IDs for the distributions you want to retain and use them to construct a
 
 NOT IN( ) clause that
 
 deletes all the other distributions. This will usually be less efficient, because MySQL will not use an index for
 
 NOT IN( ) operations.
 
 I'll show how to implement each method using Perl. For each of the first three methods, begin by generating a list of the distribution IDs for the records to be deleted:
 
 # Identify the newest version for each distribution name $dbh->do ("CREATE TABLE tmp SELECT name, MAX(ver_num) AS newest FROM swdist_head GROUP BY name"); # Identify the IDs for versions that are older than those. my $ref = $dbh->selectcol_arrayref ( "SELECT swdist_head.dist_id FROM swdist_head, tmp WHERE swdist_head.name = tmp.name AND swdist_head.ver_num < tmp.newest"); # selectcol_arrayref( ) returns a reference to a list. Convert the reference # to a list, which will be empty if $ref is undef or points to an empty list. my @val = ($ref ? @{$ref} : ( )); At this point,
 
 @val contains the list of IDs for the records to remove. To process them
 
 individually, run the following loop:
 
 # Use the ID list to delete records, one ID at a time foreach my $val (@val) { $dbh->do ("DELETE FROM swdist_head WHERE dist_id = ?", undef, $val); $dbh->do ("DELETE FROM swdist_item WHERE dist_id = ?", undef, $val); } The loop will generate statements that look like this:
 
 DELETE DELETE DELETE DELETE DELETE DELETE
 
 FROM FROM FROM FROM FROM FROM
 
 swdist_head swdist_item swdist_head swdist_item swdist_head swdist_item
 
 WHERE WHERE WHERE WHERE WHERE WHERE
 
 dist_id dist_id dist_id dist_id dist_id dist_id
 
 = = = = = =
 
 '1' '1' '3' '3' '2' '2'
 
 A drawback of this approach is that for large tables, the ID list may be quite large and you'll generate lots of
 
 DELETE statements. To be more efficient, combine the IDs into a single
 
 IN( ) clause that names them all at once. Generate the ID list the same way as for the first method, then process the list like this:[4] [4]
 
 In Perl, you can't bind an array to a placeholder, but you can construct the query string to contain the proper number of ? characters (see Recipe 2.7). Then pass the array to be bound to the statement, and each element will be bound to the corresponding placeholder.
 
 # Use the ID list to delete records for all IDs at once. # is empty, don't bother; there's nothing to delete. if (@val) { # generate list of comma-separated my $where = "WHERE dist_id IN (" . $dbh->do ("DELETE FROM swdist_head $dbh->do ("DELETE FROM swdist_item } This method generates only one
 
 If the list
 
 "?" placeholders, one per value join (",", ("?") x @val) . ")"; $where", undef, @val); $where", undef, @val);
 
 DELETE statement per table:
 
 DELETE FROM swdist_head WHERE dist_id IN ('1','3','2') DELETE FROM swdist_item WHERE dist_id IN ('1','3','2') If the list of IDs is extremely large, you may be in danger of producing
 
 DELETE statements
 
 that exceed the maximum query length (a megabyte by default). In this case, you can break the ID list into smaller groups and use each one to construct a shorter
 
 IN( ) clause:
 
 # Use the ID list to delete records, using parts of the list at a time. my $grp_size = 1000;
 
 # number of IDs to delete at once
 
 for (my $i = 0; $i < @val; $i += $grp_size) { my $j = (@val < $i + $grp_size ? @val : $i + $grp_size); my @group = @val[$i .. $j-1]; # generate list of comma-separated "?" placeholders, one per value my $where = "WHERE dist_id IN (" . join (",", ("?") x @group) . ")"; $dbh->do ("DELETE FROM swdist_head $where", undef, @group); $dbh->do ("DELETE FROM swdist_item $where", undef, @group); } Each of the preceding programming methods finds the IDs of the records to remove and then deletes them. You can also achieve the same objective using reverse logic: select the IDs for
 
 the records you want to keep, then delete everything else. This approach can be useful if you expect to retain fewer records than you'll delete. To implement it, determine the newest version for each distribution and find the associated IDs. Then use the ID list to construct a
 
 NOT IN( ) clause: # Identify the newest version for each distribution name $dbh->do ("CREATE TABLE tmp SELECT name, MAX(ver_num) AS newest FROM swdist_head GROUP BY name"); # Identify the IDs for those versions. my $ref = $dbh->selectcol_arrayref ( "SELECT swdist_head.dist_id FROM swdist_head, tmp WHERE swdist_head.name = tmp.name AND swdist_head.ver_num = tmp.newest"); # selectcol_arrayref( ) returns a reference to a list. Convert the reference # to a list, which will be empty if $ref is undef or points to an empty list. my @val = ($ref ? @{$ref} : ( )); # Use the ID list to delete records for all *other* IDs at once. # The WHERE clause is empty if the list is empty (in that case, # no records are to be kept, so they all can be deleted). my $where = ""; if (@val) { # generate list of comma-separated "?" placeholders, one per value $where = "WHERE dist_id NOT IN (" . join (",", ("?") x @val) . ")"; } $dbh->do ("DELETE FROM swdist_head $where", undef, @val); $dbh->do ("DELETE FROM swdist_item $where", undef, @val); Note that with this reverse-logic approach, you must use the entire ID list in a single
 
 NOT IN( ) clause. If you try breaking the list into smaller groups and using NOT IN( ) with each of those, you'll empty your tables completely when you don't intend to.
 
 12.21.7 Performing a Multiple-Table Delete Using mysql If the keys that indicate which records to delete do not include quotes or other special characters, you can generate
 
 DELETE statements using mysql. For the software distribution
 
 tables, the keys (dist_id values) are integers, so they're susceptible to this approach. Generate the ID list using the same queries as those described in the multiple-table section, then use the list to create the
 
 DELETE statements:
 
 DELETE
 
 CREATE TABLE tmp SELECT name, MAX(ver_num) AS newest FROM swdist_head GROUP BY name; CREATE TABLE tmp2 SELECT swdist_head.dist_id FROM swdist_head, tmp WHERE swdist_head.name = tmp.name AND swdist_head.ver_num < tmp.newest; SELECT CONCAT('DELETE FROM swdist_head WHERE dist_id=',dist_id,';') FROM tmp2; SELECT CONCAT('DELETE FROM swdist_item WHERE dist_id=',dist_id,';') FROM tmp2; If you have those statements in a file swdist_mysql_delete.sql, execute the file as follows to produce the set of
 
 DELETE statements:
 
 % mysql -N cookbook < swdist_mysql_delete.sql > tmp The file tmp will look like this:
 
 DELETE DELETE DELETE DELETE DELETE DELETE
 
 FROM FROM FROM FROM FROM FROM
 
 swdist_head swdist_head swdist_head swdist_item swdist_item swdist_item
 
 WHERE WHERE WHERE WHERE WHERE WHERE
 
 dist_id=1; dist_id=3; dist_id=2; dist_id=1; dist_id=3; dist_id=2;
 
 Then execute the contents of tmp as follows:
 
 % mysql cookbook < tmp
 
 12.22 Identifying and Removing Unattached Records 12.22.1 Problem You have tables that are related (for example, they have a master-detail relationship). But you suspect that some of the records are unattached and can be removed.
 
 12.22.2 Solution Use a
 
 LEFT JOIN to identify unmatched values and delete them by adapting the
 
 techniques shown in Recipe 12.21. Or use a table-replacement procedure that selects the matched records into a new table and replaces the original table with it.
 
 12.22.3 Discussion The previous section shows how to delete related records from multiple tables at once, using the relationship that exists between the tables. Sometimes the opposite problem presents
 
 itself, where you want to delete records based on the lack of relationship. Problems of this kind typically occur when you have tables that are supposed to match up, but some of the records are unattached—that is, they are unmatched by any corresponding record in the other table. This can occur by accident, such as when you delete a parent record but forget to delete the associated child records, or vice versa. It can also occur as an anticipated consequence of a deliberate action. Suppose an online discussion board uses a parent table that lists discussion topics and a child table that records the articles posted for each topic. If you purge the child table of old article records, that may result in any given topic record in the parent table no longer having any children. If so, the lack of recent postings for the topic indicates that it is probably dead and that the parent record in the topic table can be deleted, too. In such a situation, you delete a set of child records with the explicit recognition that the operation may strand parent records and cause them to become eligible for being deleted as well. However you arrive at the point where related tables have unmatched records, restoring the tables to a consistent state is a matter of identifying the unattached records and then deleting them:
 
 •
 
 To identify the unattached records, use a
 
 •
 
 To delete the records that have the unmatched IDs, use techniques similar to those
 
 LEFT JOIN, because this is a "find unmatched records" problem. (See Recipe 12.6 for information about LEFT JOIN.) shown in Recipe 12.21, for removing records from multiple related tables.
 
 The examples here use the
 
 swdist_head and swdist_item software distribution
 
 tables that were used in Recipe 12.21. Create the tables in their initial state using the swdist_create.sql script in the joins directory of the
 
 recipes distribution. They'll look like
 
 this:
 
 mysql> SELECT * FROM swdist_head; +---------+------------+---------+------------+ | dist_id | name | ver_num | rel_date | +---------+------------+---------+------------+ | 1 | DB Gadgets | 1.59 | 1996-03-25 | | 2 | NetGizmo | 3.02 | 1998-11-10 | | 3 | DB Gadgets | 1.60 | 1998-12-26 | | 4 | DB Gadgets | 1.61 | 1998-12-28 | | 5 | NetGizmo | 4.00 | 2001-08-04 | +---------+------------+---------+------------+ mysql> SELECT * FROM swdist_item; +---------+----------------+ | dist_id | dist_file | +---------+----------------+ | 1 | README | | 1 | db-gadgets.sh | | 3 | README | | 3 | README.linux | | 3 | db-gadgets.sh | | 4 | README |
 
 | 4 | README.linux | | 4 | README.solaris | | 4 | db-gadgets.sh | | 2 | README.txt | | 2 | NetGizmo.exe | | 5 | README.txt | | 5 | NetGizmo.exe | +---------+----------------+ The records in the tables are fully matched at this point: For every
 
 dist_id value in the
 
 parent table, there is at least one child record, and each child record has a parent. To "damage" the integrity of this relationship for purposes of illustration, remove a few records from each table:
 
 mysql> DELETE FROM swdist_head WHERE dist_id IN (1,4); mysql> DELETE FROM swdist_item WHERE dist_id IN (2,5); The result is that there are unattached records in both tables:
 
 mysql> SELECT * FROM swdist_head; +---------+------------+---------+------------+ | dist_id | name | ver_num | rel_date | +---------+------------+---------+------------+ | 2 | NetGizmo | 3.02 | 1998-11-10 | | 3 | DB Gadgets | 1.60 | 1998-12-26 | | 5 | NetGizmo | 4.00 | 2001-08-04 | +---------+------------+---------+------------+ mysql> SELECT * FROM swdist_item; +---------+----------------+ | dist_id | dist_file | +---------+----------------+ | 1 | README | | 1 | db-gadgets.sh | | 3 | README | | 3 | README.linux | | 3 | db-gadgets.sh | | 4 | README | | 4 | README.linux | | 4 | README.solaris | | 4 | db-gadgets.sh | +---------+----------------+ A little inspection reveals that only distribution 3 has records in both tables. Distributions 2 and 5 in the
 
 swdist_head table are unmatched by any records in the swdist_item table. Conversely, distributions 1 and 4 in the swdist_item table are unmatched by any records in the swdist_head table. The problem now is to identify the unattached records (by some means other than visual inspection), and then remove them. Identification is a matter of using a example, to find childless parent records in the query:
 
 LEFT JOIN. For
 
 swdist_head table, use the following
 
 mysql> SELECT swdist_head.dist_id AS 'unmatched swdist_head IDs' -> FROM swdist_head LEFT JOIN swdist_item -> ON swdist_head.dist_id = swdist_item.dist_id -> WHERE swdist_item.dist_id IS NULL; +---------------------------+ | unmatched swdist_head IDs | +---------------------------+ | 2 | | 5 | +---------------------------+ Conversely, to find the IDs for orphaned children in the
 
 swdist_item table that have no
 
 parent, reverse the roles of the two tables:
 
 mysql> SELECT swdist_item.dist_id AS 'unmatched swdist_item IDs' -> FROM swdist_item LEFT JOIN swdist_head -> ON swdist_item.dist_id = swdist_head.dist_id -> WHERE swdist_head.dist_id IS NULL; +---------------------------+ | unmatched swdist_item IDs | +---------------------------+ | 1 | | 1 | | 4 | | 4 | | 4 | | 4 | +---------------------------+ Note that in this case, an ID will appear more than once in the list if there are multiple children for a missing parent. Depending on how you choose to delete the unmatched records, you may want to use
 
 DISTINCT to select each unmatched child ID only once:
 
 mysql> SELECT DISTINCT swdist_item.dist_id AS 'unmatched swdist_item IDs' -> FROM swdist_item LEFT JOIN swdist_head -> ON swdist_item.dist_id = swdist_head.dist_id -> WHERE swdist_head.dist_id IS NULL; +---------------------------+ | unmatched swdist_item IDs | +---------------------------+ | 1 | | 4 | +---------------------------+ After you identify the unattached records, the question becomes how to get rid of them. You can use either of the following techniques, which you'll recognize as similar to those discussed in Recipe 12.21:
 
 •
 
 Use the IDs in a multiple-table
 
 DELETE statement. You'll be removing records from just one table at a time, but the syntax for this form of DELETE is still useful because it allows you to identify the records to remove by means of a join between the related tables.
 
 •
 
 Run a program that selects the unmatched IDs and uses them to generate
 
 DELETE
 
 statements. To use a multiple-table
 
 DELETE statement for removing unmatched records, just take the
 
 SELECT statement that you use to identify those records and replace the stuff leading up to the FROM keyword with DELETE tbl_name. For example, the SELECT that identifies childless parents looks like this:
 
 SELECT swdist_head.dist_id AS 'unmatched swdist_head IDs' FROM swdist_head LEFT JOIN swdist_item ON swdist_head.dist_id = swdist_item.dist_id WHERE swdist_item.dist_id IS NULL; The corresponding
 
 DELETE looks like this:
 
 DELETE swdist_head FROM swdist_head LEFT JOIN swdist_item ON swdist_head.dist_id = swdist_item.dist_id WHERE swdist_item.dist_id IS NULL; Conversely, the query to identify parentless children is as follows:
 
 SELECT swdist_item.dist_id AS 'unmatched swdist_item IDs' FROM swdist_item LEFT JOIN swdist_head ON swdist_item.dist_id = swdist_head.dist_id WHERE swdist_head.dist_id IS NULL; And the corresponding
 
 DELETE statement removes them:
 
 DELETE swdist_item FROM swdist_item LEFT JOIN swdist_head ON swdist_item.dist_id = swdist_head.dist_id WHERE swdist_head.dist_id IS NULL; To remove unmatched records by writing a program, select the ID list and turn it into a set of
 
 DELETE statements. Here's a Perl program that does so, first for the parent table and then for the child table:
 
 #! /usr/bin/perl -w use strict; use lib qw(/usr/local/apache/lib/perl); use Cookbook; my $dbh = Cookbook::connect ( ); # Identify the IDs of childless parent records my $ref = $dbh->selectcol_arrayref ( "SELECT swdist_head.dist_id FROM swdist_head LEFT JOIN swdist_item
 
 ON swdist_head.dist_id = swdist_item.dist_id WHERE swdist_item.dist_id IS NULL"); # selectcol_arrayref( ) returns a reference to a list. Convert the reference # to a list, which will be empty if $ref is undef or points to an empty list. my @val = ($ref ? @{$ref} : ( )); # Use the ID list to delete records for all IDs at once. # is empty, don't bother; there's nothing to delete.
 
 If the list
 
 if (@val) { # generate list of comma-separated "?" placeholders, one per value my $where = "WHERE dist_id IN (" . join (",", ("?") x @val) . ")"; $dbh->do ("DELETE FROM swdist_head $where", undef, @val); } # Repeat the procedure for the child table. # each ID is selected only once.
 
 Use SELECT DISTINCT so that
 
 $ref = $dbh->selectcol_arrayref ( "SELECT DISTINCT swdist_item.dist_id FROM swdist_item LEFT JOIN swdist_head ON swdist_item.dist_id = swdist_head.dist_id WHERE swdist_head.dist_id IS NULL"); @val = ($ref ? @{$ref} : ( )); if (@val) { # generate list of comma-separated "?" placeholders, one per value my $where = "WHERE dist_id IN (" . join (",", ("?") x @val) . ")"; $dbh->do ("DELETE FROM swdist_item $where", undef, @val); } $dbh->disconnect ( ); exit (0); The program uses
 
 IN( ) to delete all the affected records in a given table at once. See
 
 Recipe 12.21 for other related approaches. You can also use mysql to generate the
 
 DELETE statements; a script that shows how to do this can be found in the joins directory of the recipes distribution. A different type of solution to the problem is to use a table-replacement procedure. This method comes at the problem in reverse. Instead of finding and removing unmatched records, find and keep matched records. For example, you can use a join to select matched records into a new table. Then replace the original table with it. Unattached records don't get carried along by the join, and so in effect are removed when the new table replaces the original one.
 
 The table replacement procedure works as follows. For the
 
 swdist_head table, create a
 
 new table with the same structure:
 
 CREATE TABLE tmp ( dist_id INT UNSIGNED NOT NULL AUTO_INCREMENT, name VARCHAR(40), ver_num NUMERIC(5,2), rel_date DATE NOT NULL, PRIMARY KEY (dist_id) ); Then select into the
 
 # # # #
 
 distribution ID distribution name version number release date
 
 tmp table those swdist_head records that have a match in the
 
 swdist_item table: INSERT IGNORE INTO tmp SELECT swdist_head.* FROM swdist_head, swdist_item WHERE swdist_head.dist_id = swdist_item.dist_id; Note that the query uses
 
 INSERT IGNORE; a parent record may be matched by multiple
 
 child records, but we want only one instance of its ID. (The symptom of failing to use
 
 IGNORE is that the query will fail with a "duplicate key" error.) Finish by replacing the original table with the new one:
 
 DROP TABLE swdist_head; ALTER TABLE tmp RENAME TO swdist_head; The procedure for replacing the child table with a table containing only matched child records is similar, except that
 
 IGNORE is not needed—each child that is matched will be matched by
 
 only one parent:
 
 CREATE TABLE tmp ( dist_id INT UNSIGNED NOT NULL, dist_file VARCHAR(255) NOT NULL );
 
 # parent distribution ID # name of file in distribution
 
 INSERT INTO tmp SELECT swdist_item.* FROM swdist_head, swdist_item WHERE swdist_head.dist_id = swdist_item.dist_id; DROP TABLE swdist_item; ALTER TABLE tmp RENAME TO swdist_item;
 
 12.23 Using Different MySQL Servers Simultaneously 12.23.1 Problem You want to run a query that uses tables in databases that are hosted by different MySQL servers.
 
 12.23.2 Solution There is no SQL-only solution to this problem. One workaround is to open separate connections to each server and relate the information from the two tables yourself. Another is to copy one of the tables from one server to the other so that you can work with both tables using a single server.
 
 12.23.3 Discussion Throughout this chapter, I've been making the implicit assumption that all the tables involved in a multiple-table operation are managed by a single MySQL server. If this assumption is invalid, the tables become more difficult to work with. A connection to a MySQL server is specific to that server. You can't write a SQL statement that refers to tables hosted by another server. (I've seen claims that this can be done, but they always turn out to have been made by people who haven't actually tried it.) Here is an example that illustrates the problem, using the
 
 artist and painting tables.
 
 Suppose you want to find the names of paintings by Da Vinci. This requires determining the ID for Da Vinci in the
 
 artist table and matching it to records in the painting table. If the
 
 both tables are located within the same database, you can identify the paintings by using the following query to perform a join between the tables:
 
 mysql> SELECT painting.title -> FROM artist, painting -> WHERE artist.name = 'Da Vinci' AND artist.a_id = painting.a_id; +-----------------+ | title | +-----------------+ | The Last Supper | | The Mona Lisa | +-----------------+ If the tables are in different databases, but still managed by the same MySQL server, the query need only be modified a bit to include database qualifiers. (This technique is discussed in Recipe 12.3.) For the two tables at hand, the query looks something like this:
 
 mysql> SELECT db2.painting.title -> FROM db1.artist, db2.painting -> WHERE db1.artist.name = 'Da Vinci' -> AND db1.artist.a_id = db2.painting.a_id; +-----------------+
 
 | title | +-----------------+ | The Last Supper | | The Mona Lisa | +-----------------+ If the
 
 artist and painting tables are managed by different servers, you cannot issue
 
 a single query to perform a join between them. You must send a query to one server to fetch the appropriate artist ID:
 
 mysql> SELECT a_id FROM artist WHERE name = 'Da Vinci'; +------+ | a_id | +------+ | 1 | +------+ Then use that
 
 a_id value (1) to construct a second query that you send to the other server:
 
 mysql> SELECT title FROM painting WHERE a_id = 1; +-----------------+ | title | +-----------------+ | The Last Supper | | The Mona Lisa | +-----------------+ The preceding example uses a relatively simple example, which has a correspondingly simple solution. It's simple because it retrieves only a single value from the first table, and because it displays information only from the second table. If you wanted instead to display the artist name with the painting title, and to do so for several artists, the problem becomes correspondingly more difficult. You might solve it by writing a program that simulates a join: 1. Open a separate connection to each database server. 2. Run a loop that fetches artist IDs and names from the server that manages the
 
 artist table. 3. Each time through the loop, use the current artist ID to construct a query that looks for
 
 painting table rows that match the artist ID value. Send the query to the server that manages the painting table. As you retrieve painting titles, display them along with the current artist name. This technique allows simulation of a join between tables located on any two servers. Incidentally, it also can be used when you need to work with tables that are hosted by different types of database engines. (For example, you can simulate a join between a MySQL table and a PostgreSQL table this way.) However, it's still messy, so when faced with this kind of problem, you may wish to consider another alternative: copy one of the tables from one server to the other. Then you can work with both tables using the same server, which allows
 
 you to perform a proper join between them. See Recipe 10.17 for information on copying tables between servers.
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 13.1 Introduction This chapter covers several topics that relate to basic statistical techniques. For the most part, these recipes build on those described in earlier chapters, such as the summary techniques discussed in Chapter 7. The examples here thus show additional ways to apply the material from those chapters. Broadly speaking, the topics discussed in this chapter include:
 
 •
 
 Techniques for data characterization, such as calculating descriptive statistics, generating frequency distributions, counting missing values, and calculating leastsquares regressions or correlation coefficients
 
 •
 
 Randomization methods, such as how to generate random numbers and apply them to randomization of a set of rows or to selecting individual items randomly from the rows
 
 •
 
 Rank assignments
 
 Statistics covers such a large and diverse array of topics that this chapter necessarily only scratches the surface, and simply illustrates a few of the potential areas in which MySQL may be applied to statistical analysis. Note that some statistical measures can be defined in different ways (for example, do you calculate standard deviation based on freedom, or
 
 n degrees of
 
 n-1?). For that reason, if the definition I use for a given term doesn't match the
 
 one you prefer, you'll need to adapt the queries or algorithms shown here to some extent. You can find scripts related to the examples discussed here in the stats directory of the
 
 recipes distribution, and scripts for creating some of the example tables in the tables directory.
 
 13.2 Calculating Descriptive Statistics 13.2.1 Problem You want to characterize a dataset by computing general descriptive or summary statistics.
 
 13.2.2 Solution Many common descriptive statistics, such as mean and standard deviation, can be obtained by applying aggregate functions to your data. Others, such as median or mode, can be calculated based on counting queries.
 
 13.2.3 Discussion Suppose you have a table
 
 testscore containing observations representing subject ID,
 
 age, sex, and test score:
 
 mysql> SELECT subject, age, sex, score FROM testscore ORDER BY subject; +---------+-----+-----+-------+
 
 | subject | age | sex | score | +---------+-----+-----+-------+ | 1 | 5 | M | 5 | | 2 | 5 | M | 4 | | 3 | 5 | F | 6 | | 4 | 5 | F | 7 | | 5 | 6 | M | 8 | | 6 | 6 | M | 9 | | 7 | 6 | F | 4 | | 8 | 6 | F | 6 | | 9 | 7 | M | 8 | | 10 | 7 | M | 6 | | 11 | 7 | F | 9 | | 12 | 7 | F | 7 | | 13 | 8 | M | 9 | | 14 | 8 | M | 6 | | 15 | 8 | F | 7 | | 16 | 8 | F | 10 | | 17 | 9 | M | 9 | | 18 | 9 | M | 7 | | 19 | 9 | F | 10 | | 20 | 9 | F | 9 | +---------+-----+-----+-------+ A good first step in analyzing a set of observations is to generate some descriptive statistics that summarize their general characteristics as a whole. Common statistical values of this kind include:
 
 • •
 
 The number of observations, their sum, and their range (minimum and maximum)
 
 •
 
 Measures of variation, such as standard deviation or variance
 
 Measures of central tendency, such as mean, median, and mode
 
 Aside from the median and mode, all of these can be calculated easily by invoking aggregate functions:
 
 mysql> SELECT COUNT(score) AS n, -> SUM(score) AS sum, -> MIN(score) AS minimum, -> MAX(score) AS maximum, -> AVG(score) AS mean, -> STD(score) AS 'std. dev.' -> FROM testscore; +----+------+---------+---------+--------+-----------+ | n | sum | minimum | maximum | mean | std. dev. | +----+------+---------+---------+--------+-----------+ | 20 | 146 | 4 | 10 | 7.3000 | 1.7916 | +----+------+---------+---------+--------+-----------+ The aggregate functions as used in this query count only non-NULL observations. If you use
 
 NULL to represent missing values,you may want to perform an additional characterization to assess the extent to which values are missing. (See Recipe 13.5.)
 
 Variance is not shown in the query, and MySQL has no function for calculating it. However, variance is just the square of the standard deviation, so it's easily computed like this:
 
 STD(score) * STD(score)
 
 STDDEV( ) is a synonym for STD( ). Standard deviation can be used to identify outliers—values that are uncharacteristically far from the mean. For example, to select values that lie more than three standard deviations from the mean, you can do something like this:
 
 SELECT @mean := AVG(score), @std := STD(score) FROM testscore; SELECT score FROM testscore WHERE ABS(score-@mean) > @std * 3; For a set of
 
 n values, the standard deviation produced by STD( ) is based on n degrees of freedom. This is equivalent to computing the standard deviation "by hand" as follows (@ss represents the sum of squares):
 
 mysql> SELECT -> @n := COUNT(score), -> @sum := SUM(score), -> @ss := SUM(score*score) -> FROM testscore; mysql> SELECT @var := ((@n * @ss) - (@sum * @sum)) / (@n * @n); mysql> SELECT SQRT(@var); +------------+ | SQRT(@var) | +------------+ | 1.791647 | +------------+ To calculate a standard deviation based on
 
 n-1 degrees of freedom instead, do it like this:
 
 mysql> SELECT -> @n := COUNT(score), -> @sum := SUM(score), -> @ss := SUM(score*score) -> FROM testscore; mysql> SELECT @var := ((@n * @ss) - (@sum * @sum)) / (@n * (@n - 1)); mysql> SELECT SQRT(@var); +------------+ | SQRT(@var) | +------------+ | 1.838191 | +------------+ Or, more simply, like this:
 
 mysql> SELECT @n := COUNT(score) FROM testscore; mysql> SELECT STD(score)*SQRT(@n/(@n-1)) FROM testscore; +----------------------------+
 
 | STD(score)*SQRT(@n/(@n-1)) | +----------------------------+ | 1.838191 | +----------------------------+ MySQL has no built-in function for computing the mode or median of a set of values, but you can compute them yourself. The mode is the value that occurs most frequently. To determine what it is, count each value and see which one is most common:
 
 mysql> SELECT score, COUNT(score) AS count -> FROM testscore GROUP BY score ORDER BY count DESC; +-------+-------+ | score | count | +-------+-------+ | 9 | 5 | | 6 | 4 | | 7 | 4 | | 4 | 2 | | 8 | 2 | | 10 | 2 | | 5 | 1 | +-------+-------+ In this case, 9 is the modal score value. The median of a set of ordered values can be calculated like this:[1] [1]
 
 Note that the definition of median given here isn't fully general; it doesn't address what to do if there's duplication of the middle values in the dataset.
 
 • •
 
 If the number of values is odd, the median is the middle value. If the number of values is even, the median is the average of the two middle values.
 
 Based on that definition, use the following procedure to determine the median of a set of observations stored in the database:
 
 •
 
 Issue a query to count the number of observations. From the count, you can determine whether the median calculation requires one or two values, and what their indexes are within the ordered set of observations.
 
 •
 
 Issue a query that includes an
 
 ORDER BY clause to sort the observations, and a
 
 LIMIT clause to pull out the middle value or values. •
 
 Take the average of the selected value or values.
 
 For example, if a table
 
 t contains a score column with 37 values (an odd number), you
 
 need to select a single value, using a query like this:
 
 SELECT score FROM t ORDER BY 1 LIMIT 18,1 If the column contains 38 values (an even number), the query becomes:
 
 SELECT score FROM t ORDER BY 1 LIMIT 18,2 Then you can select the value or values returned by the query and compute the median from their average. The following Perl function implements a median calculation. It takes a database handle and the names of the table and column that contain the set of observations, then generates the query that retrieves the relevant values, and returns their average:
 
 sub median { my ($dbh, $tbl_name, $col_name) = @_; my ($count, $limit); $count = $dbh->selectrow_array ("SELECT COUNT($col_name) FROM $tbl_name"); return undef unless $count > 0; if ($count % 2 == 1) # odd number of values; select middle value { $limit = sprintf ("LIMIT %d,1", ($count-1)/2); } else # even number of values; select middle two values { $limit = sprintf ("LIMIT %d,2", $count/2 - 1); } my $sth = $dbh->prepare ( "SELECT $col_name FROM $tbl_name ORDER BY 1 $limit"); $sth->execute ( ); my ($n, $sum) = (0, 0); while (my $ref = $sth->fetchrow_arrayref ( )) { ++$n; $sum += $ref->[0]; } return ($sum / $n); } The preceding technique works for a set of values stored in the database. If you happen to have already fetched an ordered set of values into an array
 
 @val, you can compute the
 
 median like this instead:
 
 if (@val == { $median } elsif (@val { $median } else { $median }
 
 0)
 
 # if array is empty, median is undefined
 
 = undef; % 2 == 1)
 
 # if array size is odd, median is middle number
 
 = $val[(@val-1)/2]; # array size is even; median is average # of two middle numbers = ($val[@val/2 - 1] + $val[@val/2]) / 2;
 
 The code works for arrays that have an initial subscript of 0; for languages that used 1-based array indexes, adjust the algorithm accordingly.
 
 13.4 Generating Frequency Distributions 13.4.1 Problem You want to know the frequency of occurrence for each value in a table.
 
 13.4.2 Solution Derive a frequency distribution that summarizes the contents of your dataset.
 
 13.4.3 Discussion A common application for per-group summary techniques is to generate a breakdown of the number of times each value occurs. This is called a frequency distribution. For the
 
 testscore table, the frequency distribution looks like this: mysql> SELECT score, COUNT(score) AS occurrence -> FROM testscore GROUP BY score; +-------+------------+ | score | occurrence | +-------+------------+ | 4 | 2 | | 5 | 1 | | 6 | 4 | | 7 | 4 | | 8 | 2 | | 9 | 5 | | 10 | 2 | +-------+------------+ If you express the results in terms of percentages rather than as counts, you produce a relative frequency distribution. To break down a set of observations and show each count as a percentage of the total, use one query to get the total number of observations, and another to calculate the percentages for each group:
 
 mysql> SELECT @n := COUNT(score) FROM testscore; mysql> SELECT score, (COUNT(score)*100)/@n AS percent -> FROM testscore GROUP BY score; +-------+---------+ | score | percent | +-------+---------+ | 4 | 10 | | 5 | 5 | | 6 | 20 | | 7 | 20 | | 8 | 10 | | 9 | 25 | | 10 | 10 |
 
 +-------+---------+ The distributions just shown summarize the number of values for individual scores. However, if the dataset contains a large number of distinct values and you want a distribution that shows only a small number of categories, you may wish to lump values into categories and produce a count for each category. "Lumping" techniques are discussed in Recipe 7.13. One typical use of frequency distributions is to export the results for use in a graphing program. In the absence of such a program, you can use MySQL itself to generate a simple ASCII chart as a visual representation of the distribution. For example, to display an ASCII bar chart of the test score counts, convert the counts to strings of
 
 * characters:
 
 mysql> SELECT score, REPEAT('*',COUNT(score)) AS occurrences -> FROM testscore GROUP BY score; +-------+-------------+ | score | occurrences | +-------+-------------+ | 4 | ** | | 5 | * | | 6 | **** | | 7 | **** | | 8 | ** | | 9 | ***** | | 10 | ** | +-------+-------------+ To chart the relative frequency distribution instead, use the percentage values:
 
 mysql> SELECT @n := COUNT(score) FROM testscore; mysql> SELECT score, REPEAT('*',(COUNT(score)*100)/@n) AS percent -> FROM testscore GROUP BY score; +-------+---------------------------+ | score | percent | +-------+---------------------------+ | 4 | ********** | | 5 | ***** | | 6 | ******************** | | 7 | ******************** | | 8 | ********** | | 9 | ************************* | | 10 | ********** | +-------+---------------------------+ The ASCII chart method is fairly crude, obviously, but it's a quick way to get a picture of the distribution of observations, and it requires no other tools. If you generate a frequency distribution for a range of categories where some of the categories are not represented in your observations, the missing categories will not appear in the output. To force each category to be displayed, use a reference table and a (a technique discussed in Recipe 12.10). For the
 
 LEFT JOIN
 
 testscore table, the possible scores
 
 range from 0 to 10, so a reference table should contain each of those values:
 
 mysql> CREATE TABLE ref (score INT); mysql> INSERT INTO ref (score) -> VALUES(0),(1),(2),(3),(4),(5),(6),(7),(8),(9),(10); Then join the reference table to the test scores to generate the frequency distribution:
 
 mysql> SELECT ref.score, COUNT(testscore.score) AS occurrences -> FROM ref LEFT JOIN testscore ON ref.score = testscore.score -> GROUP BY ref.score; +-------+-------------+ | score | occurrences | +-------+-------------+ | 0 | 0 | | 1 | 0 | | 2 | 0 | | 3 | 0 | | 4 | 2 | | 5 | 1 | | 6 | 4 | | 7 | 4 | | 8 | 2 | | 9 | 5 | | 10 | 2 | +-------+-------------+ This distribution includes rows for scores 0 through 3, none of which appear in the frequency distribution shown earlier. The same principle applies to relative frequency distributions:
 
 mysql> SELECT @n := COUNT(score) FROM testscore; mysql> SELECT ref.score, (COUNT(testscore.score)*100)/@n AS percent -> FROM ref LEFT JOIN testscore ON ref.score = testscore.score -> GROUP BY ref.score; +-------+---------+ | score | percent | +-------+---------+ | 0 | 0 | | 1 | 0 | | 2 | 0 | | 3 | 0 | | 4 | 10 | | 5 | 5 | | 6 | 20 | | 7 | 20 | | 8 | 10 | | 9 | 25 | | 10 | 10 | +-------+---------+
 
 13.5 Counting Missing Values 13.5.1 Problem A set of observations is incomplete. You want to find out how much so.
 
 13.5.2 Solution Count the number of
 
 NULL values in the set.
 
 13.5.3 Discussion Values can be missing from a set of observations for any number of reasons: A test may not yet have been administered, something may have gone wrong during the test that requires invalidating the observation, and so forth. You can represent such observations in a dataset as
 
 NULL values to signify that they're missing or otherwise invalid, then use summary queries to characterize the completeness of the dataset. If a table
 
 t contains values to be summarized along a single dimension, a simple summary will do to characterize the missing values. Suppose t looks like this: mysql> SELECT subject, score FROM t ORDER BY subject; +---------+-------+ | subject | score | +---------+-------+ | 1 | 38 | | 2 | NULL | | 3 | 47 | | 4 | NULL | | 5 | 37 | | 6 | 45 | | 7 | 54 | | 8 | NULL | | 9 | 40 | | 10 | 49 | +---------+-------+
 
 COUNT(*) counts the total number of rows and COUNT(score) counts only the number of non-missing scores. The difference between the two is the number of missing scores, and that difference in relation to the total provides the percentage of missing scores. These calculations are expressed as follows:
 
 mysql> SELECT COUNT(*) AS 'n (total)', -> COUNT(score) AS 'n (non-missing)', -> COUNT(*) - COUNT(score) AS 'n (missing)', -> ((COUNT(*) - COUNT(score)) * 100) / COUNT(*) AS '% missing' -> FROM t; +-----------+-----------------+-------------+-----------+ | n (total) | n (non-missing) | n (missing) | % missing | +-----------+-----------------+-------------+-----------+ | 10 | 7 | 3 | 30.00 | +-----------+-----------------+-------------+-----------+
 
 As an alternative to counting
 
 NULL values as the difference between counts, you can count them directly using SUM(ISNULL(score)). The ISNULL( ) function returns 1 if its argument is
 
 NULL, zero otherwise:
 
 mysql> SELECT COUNT(*) AS 'n (total)', -> COUNT(score) AS 'n (non-missing)', -> SUM(ISNULL(score)) AS 'n (missing)', -> (SUM(ISNULL(score)) * 100) / COUNT(*) AS '% missing' -> FROM t; +-----------+-----------------+-------------+-----------+ | n (total) | n (non-missing) | n (missing) | % missing | +-----------+-----------------+-------------+-----------+ | 10 | 7 | 3 | 30.00 | +-----------+-----------------+-------------+-----------+ If values are arranged in groups, occurrences of group basis. Suppose
 
 NULL values can be assessed on a per-
 
 t contains scores for subjects that are distributed among conditions for
 
 two factors A and B, each of which has two levels:
 
 mysql> SELECT subject, A, B, score FROM t ORDER BY subject; +---------+------+------+-------+ | subject | A | B | score | +---------+------+------+-------+ | 1 | 1 | 1 | 18 | | 2 | 1 | 1 | NULL | | 3 | 1 | 1 | 23 | | 4 | 1 | 1 | 24 | | 5 | 1 | 2 | 17 | | 6 | 1 | 2 | 23 | | 7 | 1 | 2 | 29 | | 8 | 1 | 2 | 32 | | 9 | 2 | 1 | 17 | | 10 | 2 | 1 | NULL | | 11 | 2 | 1 | NULL | | 12 | 2 | 1 | 25 | | 13 | 2 | 2 | NULL | | 14 | 2 | 2 | 33 | | 15 | 2 | 2 | 34 | | 16 | 2 | 2 | 37 | +---------+------+------+-------+ In this case, the query uses a
 
 GROUP BY clause to produce a summary for each combination
 
 of conditions:
 
 mysql> SELECT A, B, COUNT(*) AS 'n (total)', -> COUNT(score) AS 'n (non-missing)', -> COUNT(*) - COUNT(score) AS 'n (missing)', -> ((COUNT(*) - COUNT(score)) * 100) / COUNT(*) AS '% missing' -> FROM t -> GROUP BY A, B; +------+------+-----------+-----------------+-------------+-----------+ | A | B | n (total) | n (non-missing) | n (missing) | % missing | +------+------+-----------+-----------------+-------------+-----------+
 
 | 1 | 1 | 4 | 3 | 1 | 25.00 | | 1 | 2 | 4 | 4 | 0 | 0.00 | | 2 | 1 | 4 | 2 | 2 | 50.00 | | 2 | 2 | 4 | 3 | 1 | 25.00 | +------+------+-----------+-----------------+-------------+-----------+
 
 13.6 Calculating Linear Regressions or Correlation Coefficients 13.6.1 Problem You want to calculate the least-squares regression line for two variables, or the correlation coefficient that expresses the strength of the relationship between them.
 
 13.6.2 Solution Apply summary functions to calculate the necessary terms.
 
 13.6.3 Discussion When the data values for two variables X and Y are stored in a database, the least-squares regression for them can be calculated easily using aggregate functions. The same is true for the correlation coefficient. The two calculations are actually fairly similar, and many terms for performing the computations are common to the two procedures. Suppose you want to calculate a least-squares regression using the age and test score values for the observations in the
 
 testscore table:
 
 mysql> SELECT age, score FROM testscore; +-----+-------+ | age | score | +-----+-------+ | 5 | 5 | | 5 | 4 | | 5 | 6 | | 5 | 7 | | 6 | 8 | | 6 | 9 | | 6 | 4 | | 6 | 6 | | 7 | 8 | | 7 | 6 | | 7 | 9 | | 7 | 7 | | 8 | 9 | | 8 | 6 | | 8 | 7 | | 8 | 10 | | 9 | 9 | | 9 | 7 | | 9 | 10 |
 
 | 9 | 9 | +-----+-------+ A regression line is expressed as follows, where
 
 a and b are the intercept and slope of the
 
 line:
 
 Y = bX + a Letting
 
 age be X and score be Y, begin by computing the terms needed for the correlation
 
 equation. These include the number of observations, the means, sums, and sums of squares for each variable, and the sum of the products of each variable:[2] [2]
 
 You can see where these terms come from by consulting any standard statistics text.
 
 mysql> SELECT -> @n := COUNT(score) AS N, -> @meanX := AVG(age) AS "X mean", -> @sumX := SUM(age) AS "X sum", -> @sumXX := SUM(age*age) "X sum of squares", -> @meanY := AVG(score) AS "Y mean", -> @sumY := SUM(score) AS "Y sum", -> @sumYY := SUM(score*score) "Y sum of square", -> @sumXY := SUM(age*score) AS "X*Y sum" -> FROM testscore\G *************************** 1. row *************************** N: 20 X mean: 7.0000 X sum: 140 X sum of squares: 1020 Y mean: 7.3000 Y sum: 146 Y sum of square: 1130 X*Y sum: 1053 From those terms, the regression slope and intercept are calculated as follows:
 
 mysql> SELECT -> @b := (@n*@sumXY - @sumX*@sumY) / (@n*@sumXX - @sumX*@sumX) -> AS slope; +-------+ | slope | +-------+ | 0.775 | +-------+ mysql> SELECT @a := -> (@meanY - @b*@meanX) -> AS intercept; +-----------+ | intercept | +-----------+ | 1.875 | +-----------+ The regression equation then is:
 
 mysql> SELECT CONCAT('Y = ',@b,'X + ',@a) AS 'least-squares regression'; +--------------------------+ | least-squares regression | +--------------------------+ | Y = 0.775X + 1.875 | +--------------------------+ To compute the correlation coefficient, many of the same terms are used:
 
 mysql> SELECT -> (@n*@sumXY - @sumX*@sumY) -> / SQRT((@n*@sumXX - @sumX*@sumX) * (@n*@sumYY - @sumY*@sumY)) -> AS correlation; +------------------+ | correlation | +------------------+ | 0.61173620442199 | +------------------+
 
 13.7 Generating Random Numbers 13.7.1 Problem You need a source of random numbers.
 
 13.7.2 Solution Invoke MySQL's
 
 RAND( ) function.
 
 13.7.3 Discussion MySQL has a
 
 RAND( ) function that can be invoked to produce random numbers between 0
 
 and 1:
 
 mysql> SELECT RAND( ), RAND( ), RAND( ); +------------------+------------------+------------------+ | RAND( ) | RAND( ) | RAND( ) +------------------+------------------+------------------+ | 0.31466114177803 | 0.89354679723601 | 0.52375059157959 | +------------------+------------------+------------------+
 
 |
 
 When invoked with an integer argument,
 
 RAND( ) uses that value to seed the random number generator. Each time you seed the generator with a given value, RAND( ) will produce a repeatable series of numbers:
 
 mysql> SELECT RAND(1), RAND( ), RAND( ); +------------------+------------------+------------------+ | RAND(1) | RAND( ) | RAND( ) | +------------------+------------------+------------------+ | 0.18109050223705 | 0.75023211143001 | 0.20788908117254 |
 
 +------------------+------------------+------------------+ mysql> SELECT RAND(20000000), RAND( ), RAND( ); +------------------+-------------------+------------------+ | RAND(20000000) | RAND( ) | RAND( ) | +------------------+-------------------+------------------+ | 0.24628307879556 | 0.020315642487552 | 0.36272900678472 | +------------------+-------------------+------------------+ mysql> SELECT RAND(1), RAND( ), RAND( ); +------------------+------------------+------------------+ | RAND(1) | RAND( ) | RAND( ) | +------------------+------------------+------------------+ | 0.18109050223705 | 0.75023211143001 | 0.20788908117254 | +------------------+------------------+------------------+ mysql> SELECT RAND(20000000), RAND( ), RAND( ); +------------------+-------------------+------------------+ | RAND(20000000) | RAND( ) | RAND( ) | +------------------+-------------------+------------------+ | 0.24628307879556 | 0.020315642487552 | 0.36272900678472 | +------------------+-------------------+------------------+ If you want to seed
 
 RAND( ) randomly, pick a seed value based on a source of entropy.
 
 Possible sources are the current timestamp or connection identifier, alone or perhaps in combination:
 
 mysql> SELECT RAND(UNIX_TIMESTAMP( )) AS rand1, -> RAND(CONNECTION_ID( )) AS rand2, -> RAND(UNIX_TIMESTAMP( )+CONNECTION_ID( )) AS rand3; +------------------+------------------+------------------+ | rand1 | rand2 | rand3 | +------------------+------------------+------------------+ | 0.50452774158169 | 0.18113064782799 | 0.50456789089792 | +------------------+------------------+------------------+ However, it's probably better to use other seed value sources if you have them. For example, if your system has a /dev/random or /dev/urandom device, you can read the device and use it to generate a value for seeding
 
 RAND( ).
 
 13.8 Randomizing a Set of Rows 13.8.1 Problem You want to randomize a set of rows or values.
 
 13.8.2 Solution Use
 
 ORDER BY RAND( ).
 
 13.8.3 Discussion
 
 MySQL's
 
 RAND( ) function can be used to randomize the order in which a query returns its rows. Somewhat paradoxically, this randomization is achieved by adding an ORDER BY clause to the query. The technique is roughly equivalent to a spreadsheet randomization method. Suppose you have a set of values in a spreadsheet that looks like this:
 
 Patrick Penelope Pertinax Polly To place these in random order, first add another column that contains randomly chosen numbers:
 
 Patrick Penelope Pertinax Polly
 
 .73 .37 .16 .48
 
 Then sort the rows according to the values of the random numbers:
 
 Pertinax Penelope Polly Patrick
 
 .16 .37 .48 .73
 
 At this point, the original values have been placed in random order, because the effect of sorting the random numbers is to randomize the values associated with them. To rerandomize the values, choose another set of random numbers and sort the rows again. In MySQL, a similar effect is achieved by associating a set of random numbers with a query result and sorting the result by those numbers. For MySQL 3.23.2 and up, this is done with an
 
 ORDER BY RAND( ) clause: mysql> SELECT name FROM t ORDER BY RAND( ); +----------+ | name | +----------+ | Pertinax | | Penelope | | Patrick | | Polly | +----------+ mysql> SELECT name FROM t ORDER BY RAND( ); +----------+ | name | +----------+ | Patrick | | Pertinax | | Penelope | | Polly | +----------+
 
 How Random Is RAND( )? Does the
 
 RAND( ) function generate evenly distributed numbers? Check it out for
 
 yourself with the following Python script, rand_test.py, from the stats directory of the
 
 recipes distribution. It uses RAND( ) to generate random numbers and
 
 constructs a frequency distribution from them, using .1-sized categories. This provides a means of assessing how evenly distributed the values are.
 
 #! /usr/bin/python # rand_test.pl - create a frequency distribution of RAND( ) values. # This provides a test of the randomness of RAND( ). # Method is to draw random numbers in the range from 0 to 1.0, # and count how many of them occur in .1-sized intervals (0 up # to .1, .1 up to .2, ..., .9 up *through* 1.0). import sys sys.path.insert (0, "/usr/local/apache/lib/python") import MySQLdb import Cookbook npicks = 1000 # number of times to pick a number bucket = [0] * 10 conn = Cookbook.connect ( ) cursor = conn.cursor ( ) for i in range (0, npicks): cursor.execute ("SELECT RAND( )") (val,) = cursor.fetchone ( ) slot = int (val * 10) if slot > 9: slot = 9 # put 1.0 in last slot bucket[slot] = bucket[slot] + 1 cursor.close ( ) conn.close ( ) # Print the resulting frequency distribution for slot in range (0, 9): print "%2d %d" % (slot+1, bucket[slot]) sys.exit (0) The stats directory also contains equivalent scripts in other languages. For versions of MySQL older than 3.23.2, you cannot use
 
 ORDER BY clauses cannot refer to expressions, so
 
 RAND( ) there (see Recipe 6.4). As a workaround, add a column of random
 
 numbers to the column output list, alias it, and refer to the alias for sorting:
 
 mysql> SELECT name, name*0+RAND( ) AS rand_num FROM t ORDER BY rand_num; +----------+-------------------+ | name | rand_num | +----------+-------------------+ | Penelope | 0.372227413926485 | | Patrick | 0.431537678867148 | | Pertinax | 0.566524063764628 | | Polly | 0.715938107777329 | +----------+-------------------+
 
 Note that the expression for the random number column is
 
 name*0+RAND( ), not just
 
 RAND( ). If you try using the latter, the pre-3.23 MySQL optimizer notices that the column contains only a function, assumes that the function returns a constant value for each row, and optimizes the corresponding
 
 ORDER BY clause out of existence. As a result, no sorting is
 
 done. The workaround is to fool the optimizer by adding extra factors to the expression that don't change its value, but make the column look like a non-constant. The query just shown illustrates one easy way to do this: Take any column name, multiply it by zero, and add the result to
 
 RAND( ). Granted, it may seem a little strange to use name in a mathematical
 
 expression, because that column's values aren't numeric. That doesn't matter; MySQL sees the
 
 * multiplication operator and performs a string-to-number conversion of the name
 
 values before the multiply operation. The important thing is that the result of the multiplication is zero, which means that
 
 name*0+RAND( ) has the same value as
 
 RAND( ). Applications for randomizing a set of rows include any scenario that uses selection without replacement (choosing each item from a set of items, until there are no more items left). Some examples of this are:
 
 •
 
 Determining the starting order for participants in an event. List the participants in a table and select them in random order.
 
 •
 
 Assigning starting lanes or gates to participants in a race. List the lanes in a table and select a random lane order.
 
 • •
 
 Choosing the order in which to present a set of quiz questions. Shuffling a deck of cards. Represent each card by a row in a table and shuffle the deck by selecting the rows in random order. Deal them one by one until the deck is exhausted.
 
 To use the last example as an illustration, let's implement a card deck shuffling algorithm. Shuffling and dealing cards is randomization plus selection without replacement: each card is dealt once before any is dealt twice; when the deck is used up, it is reshuffled to re-randomize it for a new dealing order. Within a program, this task can be performed with MySQL using a table
 
 deck that has 52 rows, assuming a set of cards with each combination of 13 face
 
 values and 4 suits:
 
 • •
 
 Select the entire table and store it into an array.
 
 •
 
 When the array is exhausted, all the cards have been dealt. "Reshuffle" the table to
 
 Each time a card is needed, take the next element from the array. generate a new card order.
 
 Setting up the
 
 deck table is a tedious task if you insert the 52 card records by writing out all the INSERT statements manually. The deck contents can be generated more easily in
 
 combinatorial fashion within a program by generating each pairing of face value with suit. Here's some PHP code that creates a
 
 deck table with face and suit columns, then
 
 populates the table using nested loops to generate the pairings for the
 
 INSERT statements:
 
 mysql_query (" CREATE TABLE deck ( face ENUM('A', 'K', 'Q', 'J', '10', '9', '8', '7', '6', '5', '4', '3', '2') NOT NULL, suit ENUM('hearts', 'diamonds', 'clubs', 'spades') NOT NULL )", $conn_id) or die ("Cannot issue CREATE TABLE statement\n"); $face_array = array ("A", "K", "Q", "J", "10", "9", "8", "7", "6", "5", "4", "3", "2"); $suit_array = array ("hearts", "diamonds", "clubs", "spades"); # insert a "card" into the deck for each combination of suit and face reset ($face_array); while (list ($index, $face) = each ($face_array)) { reset ($suit_array); while (list ($index2, $suit) = each ($suit_array)) { mysql_query ("INSERT INTO deck (face,suit) VALUES('$face','$suit')", $conn_id) or die ("Cannot insert card into deck\n"); } } Shuffling the cards is a matter of issuing this statement:
 
 SELECT face, suit FROM deck ORDER BY RAND( ); To do that and store the results in an array within a script, write a
 
 shuffle_deck( )
 
 function that issues the query and returns the resulting values in an array (again shown in PHP):
 
 function shuffle_deck ($conn_id) { $query = "SELECT face, suit FROM deck ORDER BY RAND( )"; $result_id = mysql_query ($query, $conn_id) or die ("Cannot retrieve cards from deck\n"); $card = array ( ); while ($obj = mysql_fetch_object ($result_id)) $card[ ] = $obj; # add card record to end of $card array mysql_free_result ($result_id); return ($card); } Deal the cards by keeping a counter that ranges from 0 to 51 to indicate which card to select. When the counter reaches 52, the deck is exhausted and should be shuffled again.
 
 13.9 Selecting Random Items from a Set of Rows 13.9.1 Problem You want to pick an item or items randomly from a set of values.
 
 13.9.2 Solution Randomize the values, then pick the first one (or the first few, if you need more than one).
 
 13.9.3 Discussion When a set of items is stored in MySQL, you can choose one at random as follows:
 
 •
 
 Select the items in the set in random order, using
 
 ORDER BY RAND( ) as
 
 described in Recipe 13.8.
 
 •
 
 Add
 
 LIMIT 1 to the query to pick the first item.
 
 For example, a simple simulation of tossing a die can be performed by creating a
 
 die table
 
 containing rows with values from 1 to 6 corresponding to the six faces of a die cube, then picking rows from it at random:
 
 mysql> SELECT +------+ | n | +------+ | 6 | +------+ mysql> SELECT +------+ | n | +------+ | 4 | +------+ mysql> SELECT +------+ | n | +------+ | 5 | +------+ mysql> SELECT +------+ | n | +------+ | 4 | +------+
 
 n FROM die ORDER BY RAND( ) LIMIT 1;
 
 n FROM die ORDER BY RAND( ) LIMIT 1;
 
 n FROM die ORDER BY RAND( ) LIMIT 1;
 
 n FROM die ORDER BY RAND( ) LIMIT 1;
 
 As you repeat this operation, you pick a random sequence of items from the set. This is a form of selection with replacement: An item is chosen from a pool of items, then returned to the pool for the next pick. Because items are replaced, it's possible to pick the same item multiple
 
 times when making successive choices this way. Other examples of selection with replacement include:
 
 • •
 
 Selecting a banner ad to display on a web page
 
 •
 
 "Pick a card, any card" magic tricks that begin with a full deck of cards each time.
 
 Picking a row for a "quote of the day" application.
 
 If you want to pick more than one item, change the
 
 LIMIT argument. For example, to draw five winning entries at random from a table named drawing that contains contest entries, use
 
 RAND( ) in combination with LIMIT:
 
 SELECT * FROM drawing ORDER BY RAND( ) LIMIT 5; A special case occurs when you're picking a single row from a table that you know contains a column with values in the range from 1 to
 
 n in unbroken sequence. Under these circumstances, it's possible to avoid performing an ORDER BY operation on the entire table by picking a random number in that range and selecting the matching row:
 
 SET @id = FLOOR(RAND( )*n)+1; SELECT ... FROM
 
 tbl_name
 
 This will be much quicker than
 
 WHERE id = @id;
 
 ORDER BY RAND( ) LIMIT 1 as the table size
 
 increases.
 
 13.10 Assigning Ranks 13.10.1 Problem You want to assign ranks to a set of values.
 
 13.10.2 Solution Decide on a ranking method, then put the values in the desired order and apply the method to them.
 
 13.10.3 Discussion Some kinds of statistical tests require assignment of ranks. I'll describe three ranking methods and show how each can be implemented using SQL variables. The examples assume that a table
 
 t contains the following scores, which are to be ranked with the values in descending
 
 order:
 
 mysql> SELECT score FROM t ORDER BY score DESC;
 
 +-------+ | score | +-------+ | 5 | | 4 | | 4 | | 3 | | 2 | | 2 | | 2 | | 1 | +-------+ One type of ranking simply assigns each value its row number within the ordered set of values. To produce such rankings, keep track of the row number and use it for the current rank:
 
 mysql> SET @rownum := 0; mysql> SELECT @rownum := @rownum + 1 AS rank, score -> FROM t ORDER BY score DESC; +------+-------+ | rank | score | +------+-------+ | 1 | 5 | | 2 | 4 | | 3 | 4 | | 4 | 3 | | 5 | 2 | | 6 | 2 | | 7 | 2 | | 8 | 1 | +------+-------+ That kind of ranking doesn't take into account the possibility of ties (instances of values that are the same). A second ranking method does so by advancing the rank only when values change:
 
 mysql> SET @rank = 0, @prev_val = NULL; mysql> SELECT @rank := IF(@prev_val=score,@rank,@rank+1) AS rank, -> @prev_val := score AS score -> FROM t ORDER BY score DESC; +------+-------+ | rank | score | +------+-------+ | 1 | 5 | | 2 | 4 | | 2 | 4 | | 3 | 3 | | 4 | 2 | | 4 | 2 | | 4 | 2 | | 5 | 1 | +------+-------+ A third ranking method is something of a combination of the other two methods. It ranks values by row number, except when ties occur. In that case, the tied values each get a rank
 
 equal to the row number of the first of the values. To implement this method, keep track of the row number and the previous value, advancing the rank to the current row number when the value changes:
 
 mysql> SET @rownum = 0, @rank = 0, @prev_val = NULL; mysql> SELECT @rownum := @rownum + 1 AS row, -> @rank := IF(@prev_val!=score,@rownum,@rank) AS rank, -> @prev_val := score AS score -> FROM t ORDER BY score DESC; +------+------+-------+ | row | rank | score | +------+------+-------+ | 1 | 1 | 5 | | 2 | 2 | 4 | | 3 | 2 | 4 | | 4 | 4 | 3 | | 5 | 5 | 2 | | 6 | 5 | 2 | | 7 | 5 | 2 | | 8 | 8 | 1 | +------+------+-------+ Ranks are easy to assign within a program as well. For example, the following PHP fragment ranks the scores in
 
 t using the third ranking method:
 
 $result_id = mysql_query ("SELECT score FROM t ORDER BY score DESC", $conn_id) or die ("Cannot select scores\n"); $rownum = 0; $rank = 0; unset ($prev_score); print ("Row\tRank\tScore\n"); while (list ($score) = mysql_fetch_row ($result_id)) { ++$rownum; if ($rownum == 1 || $prev_score != $score) $rank = $rownum; print ("$rownum\t$rank\t$score\n"); $prev_score = $score; } mysql_free_result ($result_id); The third type of ranking is commonly used outside the realm of statistical methods. Recall that in Recipe 3.19, we used a table
 
 al_winner that contains the top 15 winning pitchers
 
 in the American League for 2001:
 
 mysql> SELECT name, wins FROM al_winner ORDER BY wins DESC, name; +----------------+------+ | name | wins | +----------------+------+ | Mulder, Mark | 21 | | Clemens, Roger | 20 | | Moyer, Jamie | 20 | | Garcia, Freddy | 18 | | Hudson, Tim | 18 |
 
 | Abbott, Paul | 17 | | Mays, Joe | 17 | | Mussina, Mike | 17 | | Sabathia, C.C. | 17 | | Zito, Barry | 17 | | Buehrle, Mark | 16 | | Milton, Eric | 15 | | Pettitte, Andy | 15 | | Radke, Brad | 15 | | Sele, Aaron | 15 | +----------------+------+ These pitchers can be assigned ranks using the third method as follows:
 
 mysql> SET @rownum = 0, @rank = 0, @prev_val = NULL; mysql> SELECT @rownum := @rownum + 1 AS row, -> @rank := IF(@prev_val!=wins,@rownum,@rank) AS rank, -> name, -> @prev_val := wins AS wins -> FROM al_winner ORDER BY wins DESC; +------+------+----------------+------+ | row | rank | name | wins | +------+------+----------------+------+ | 1 | 1 | Mulder, Mark | 21 | | 2 | 2 | Clemens, Roger | 20 | | 3 | 2 | Moyer, Jamie | 20 | | 4 | 4 | Garcia, Freddy | 18 | | 5 | 4 | Hudson, Tim | 18 | | 6 | 6 | Abbott, Paul | 17 | | 7 | 6 | Mays, Joe | 17 | | 8 | 6 | Mussina, Mike | 17 | | 9 | 6 | Sabathia, C.C. | 17 | | 10 | 6 | Zito, Barry | 17 | | 11 | 11 | Buehrle, Mark | 16 | | 12 | 12 | Milton, Eric | 15 | | 13 | 12 | Pettitte, Andy | 15 | | 14 | 12 | Radke, Brad | 15 | | 15 | 12 | Sele, Aaron | 15 | +------+------+----------------+------+
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 14.1 Introduction Tables or result sets sometimes contain duplicate records. In some cases this is acceptable. For example, if you conduct a web poll that records dates and client IP numbers along with the votes, duplicate records may be allowable, because it's possible for large numbers of votes to appear to originate from the same IP number for an Internet service that routes traffic from its customers through a single proxy host. In other cases, duplicates will be unacceptable, and you'll want to take steps to avoid them. Operations related to handling of duplicate records include the following:
 
 •
 
 Counting the number of duplicates to determine whether they occur and to what extent.
 
 •
 
 Identifying duplicated values (or the records containing them) so you can see what they are and where they occur.
 
 •
 
 Eliminating duplicates to ensure that each record is unique. This may involve removing rows from a table to leave only unique records. Or it may involve selecting a result set in such a way that no duplicates appear in the output. (For example, to display a list of the states in which you have customers, you probably wouldn't want a long list of state names from all customer records. A list showing each state name only once suffices and is easier to understand.)
 
 •
 
 Preventing duplicates from being created within a table in the first place. If each record in a table is intended to represent a single entity (such as a person, an item in a catalog, or a specific observation in an experiment), the occurrence of duplicates presents significant difficulties in using it that way. Duplicates make it impossible to refer to some records in the table unambiguously, so it's best to make sure duplicates never occur.
 
 Several tools are at your disposal for dealing with duplicate records. These can be chosen according to the objective you're trying to achieve:
 
 •
 
 Creating a table to include a unique index will prevent duplicates from being added to the table. MySQL will use the index to enforce the requirement that each record in the table contains a unique key in the indexed column or columns.
 
 •
 
 In conjunction with a unique index, the
 
 INSERT IGNORE and REPLACE
 
 statements allow you to handle insertion of duplicate records gracefully without generating errors. For bulk-loading operations, the same options are available in the form of the
 
 •
 
 IGNORE or REPLACE modifiers for the LOAD DATA statement. If you need to determine whether or not a table contains duplicates, GROUP BY categorizes rows into groups, and COUNT( ) shows how many rows are in each group. These are described in Chapter 7 in the context of producing summaries, but they're useful for duplicate counting and identification as well. After all, a counting summary is essentially an operation that groups values into categories to determine how frequently each occurs.
 
 •
 
 SELECT DISTINCT is useful for removing duplicate rows from a result set to leave only unique records. Adding a unique index to a table can remove duplicates that are present in the table. If you determine that there are table, you can use
 
 n identical records in a
 
 DELETE ... LIMIT to eliminate n-1 instances from that specific
 
 set of rows. This chapter describes how each of these techniques applies to duplicate identification and removal, but before proceeding further, I should define what "duplicate" means here. When people say "duplicate record," they may mean different things. For purposes of this chapter, one record is a duplicate of another if both rows contain the same values in columns that are supposed to distinguish them. Consider the following table:
 
 mysql> SELECT * FROM person; +------+-----------+------------+---------------+------+ | id | last_name | first_name | address | age | +------+-----------+------------+---------------+------+ | 1 | Smith | Jim | 428 Mill Road | 36 | | 2 | Smith | Joan | 428 Mill Road | 36 | | 3 | Smith | Junior | 428 Mill Road | 12 | +------+-----------+------------+---------------+------+ None of these records are duplicates if you compare rows using all the columns, because then the records contain the
 
 id and first_name columns, each of which happen to contain only unique values. However, if you look only at the last_name or address columns, all the records contain duplicated values. Lying between these extremes, a result set consisting of the
 
 age column contains a mix of unique and duplicated values.
 
 Scripts related to the examples shown in this chapter are located in the dups directory of the
 
 recipes distribution. For scripts that create the tables used here, look in the tables directory.
 
 14.2 Preventing Duplicates from Occurring in a Table 14.2.1 Problem You want to prevent a table from ever containing duplicates, so that you won't have to worry about eliminating them later.
 
 14.2.2 Solution Use a
 
 PRIMARY KEY or a UNIQUE index.
 
 14.2.3 Discussion
 
 To make sure that records in a table are unique, some column or combination of columns must be required to contain unique values in each row. When this requirement is satisfied, you can refer to any record in the table unambiguously using its unique identifier. To make sure a table has this characteristic, include a
 
 PRIMARY KEY or UNIQUE index in the table
 
 structure when you create the table. The following table contains no such index, so it would allow duplicate records:
 
 CREATE TABLE person ( last_name CHAR(20), first_name CHAR(20), address CHAR(40) ); To prevent multiple records with the same first and last name values from being created in this table, add a
 
 PRIMARY KEY to its definition. When you do this, it's also necessary to declare the indexed columns to be NOT NULL, because a PRIMARY KEY does not allow NULL values: CREATE TABLE person ( last_name CHAR(20) NOT NULL, first_name CHAR(20) NOT NULL, address CHAR(40), PRIMARY KEY (last_name, first_name) ); The presence of a unique index in a table normally causes an error to occur if you insert a record into the table that duplicates an existing record in the column or columns that define the index. Recipe 14.3 discusses how to handle such errors or modify MySQL's duplicatehandling behavior. Another way to enforce uniqueness is to add a
 
 UNIQUE index rather than a PRIMARY KEY to a table. The two types of indexes are identical, with the exception that a UNIQUE index can be created on columns that allow NULL values. For the person table, it's likely that you'd require both the first and last names to be filled in. If so, you'd still declare the columns as
 
 NOT NULL, and the following table declaration would be effectively equivalent to
 
 the preceding one:
 
 CREATE TABLE person ( last_name CHAR(20) NOT NULL, first_name CHAR(20) NOT NULL, address CHAR(40), UNIQUE (last_name, first_name) );
 
 If a
 
 UNIQUE index does happen to allow NULL values, NULL is special because it is the
 
 one value that can occur multiple times. The rationale for this is that it is not possible to know whether one unknown value is the same as another, so multiple unknown values are allowed. It may of course be that you'd want the
 
 person table to reflect the real world, in which
 
 people do sometimes have the same name. In this case, you cannot set up a unique index based on the name columns, because duplicate names must be allowed. Instead, each person must be assigned some sort of unique identifier, which becomes the value that distinguishes one record from another. In MySQL, a common technique for this is the
 
 AUTO_INCREMENT column: CREATE TABLE person ( id INT UNSIGNED NOT NULL AUTO_INCREMENT, last_name CHAR(20), first_name CHAR(20), address CHAR(40), PRIMARY KEY (id) ); In this case, when you create a record with an
 
 id value of NULL, MySQL assigns that
 
 column a unique ID automatically. Another possibility is to assign identifiers externally and use those IDs as unique keys. For example, citizens in a given country might have unique taxpayer ID numbers. If so, those numbers can serve as the basis for a unique index:
 
 CREATE TABLE person ( tax_id INT UNSIGNED NOT NULL, last_name CHAR(20), first_name CHAR(20), address CHAR(40), PRIMARY KEY (tax_id) );
 
 14.2.4 See Also AUTO_INCREMENT columns are discussed further in Chapter 11.
 
 14.3 Dealing with Duplicates at Record-Creation Time 14.3.1 Problem You've created a table with a unique index to prevent duplicate values in the indexed column or columns. But this results in an error if you attempt to insert a duplicate record, and you want to avoid having to deal with such errors.
 
 14.3.2 Solution
 
 One approach is to just ignore the error. Another is to use either an
 
 INSERT IGNORE or
 
 REPLACE statement, each of which modifies MySQL's duplicate-handling behavior. For bulkloading operations, LOAD DATA has modifiers that allow you to specify how to handle duplicates.
 
 14.3.3 Discussion By default, MySQL generates an error when you insert a record that duplicates an existing unique key. For example, you'll see the following result if the unique index on the
 
 person table contains a
 
 last_name and first_name columns:
 
 mysql> INSERT INTO person (last_name, first_name) -> VALUES('X1','Y1'); Query OK, 1 row affected (0.00 sec) mysql> INSERT INTO person (last_name, first_name) -> VALUES('X1','Y1'); ERROR 1062 at line 1: Duplicate entry 'X1-Y1' for key 1 If you're issuing the statements from the mysql program interactively, you can simply say, "Okay, that didn't work," ignore the error, and continue. But if you write a program to insert the records, an error may terminate the program. One way to avoid this is to modify the program's error-handling behavior to trap the error and then ignore it. See Recipe 2.3 for information about error-handling techniques. If you want to prevent the error from occurring in the first place, you might consider using a two-query method to solve the duplicate-record problem: issue a
 
 SELECT to see if the
 
 record is already present, followed by an
 
 INSERT if it's not. But that doesn't really work. Another client might insert the same record after the SELECT and before the INSERT, in which case the error would still occur. To make sure that doesn't happen, you could use a transaction or lock the tables, but then you're up from two statements to four. MySQL provides two single-query solutions to the problem of handling duplicate records:
 
 •
 
 Use
 
 INSERT IGNORE rather than INSERT. If a record doesn't duplicate an existing record, MySQL inserts it as usual. If the record is a duplicate, the IGNORE keyword tells MySQL to discard it silently without generating an error:
 
 • • • • •
 
 mysql> INSERT IGNORE INTO person (last_name, first_name) -> VALUES('X2','Y2'); Query OK, 1 row affected (0.00 sec) mysql> INSERT IGNORE INTO person (last_name, first_name) -> VALUES('X2','Y2'); Query OK, 0 rows affected (0.00 sec)
 
 The row count value indicates whether the record was inserted or ignored. From within a program, you can obtain this value by checking the rows-affected function provided by your API. (See Recipe 2.5 and Recipe 9.2.)
 
 •
 
 Use
 
 • • • • •
 
 mysql> REPLACE INTO person (last_name, first_name) -> VALUES('X3','Y3'); Query OK, 1 row affected (0.00 sec) mysql> REPLACE INTO person (last_name, first_name) -> VALUES('X3','Y3'); Query OK, 2 rows affected (0.00 sec)
 
 REPLACE rather than INSERT. If the record is new, it's inserted just as with INSERT. If it's a duplicate, the new record replaces the old one:
 
 The rows-affected value in the second case is 2 because the original record is deleted and the new record is inserted in its place.
 
 INSERT IGNORE and REPLACE should be chosen according to the duplicate-handling behavior you want to effect. INSERT IGNORE keeps the first of a set of duplicated records and discards the rest. REPLACE keeps the last of a set of duplicates and kicks out any earlier ones. INSERT IGNORE is more efficient than REPLACE because it doesn't actually insert duplicates. Thus, it's most applicable when you just want to make sure a copy of a given record is present in a table.
 
 REPLACE, on the other hand, is often more
 
 appropriate for tables in which other non-key columns may need updating. Suppose you're maintaining a table named
 
 passtbl for a web application that contains email addresses
 
 and passwords and that is keyed by email address:
 
 CREATE TABLE passtbl ( email CHAR(60) NOT NULL, password CHAR(20) BINARY NOT NULL, PRIMARY KEY (email) ); How do you create records for new users, and change passwords for existing users? Without
 
 REPLACE, creating a new user and changing an existing user's password must be handled differently. A typical algorithm for handling record maintenance might look like this:
 
 • • •
 
 Issue a
 
 SELECT to see if a record already exists with a given email value. If no such record exists, add a new one with INSERT. If the record does exist, update it with UPDATE.
 
 All of that must be performed within a transaction or with the tables locked to prevent other users from changing the tables while you're using them. With
 
 REPLACE, you can simplify
 
 both cases to the same single-statement operation:
 
 REPLACE INTO passtbl (email,password) VALUES(address,passval); If no record with the given email address exists, MySQL creates a new one. If a record does exist, MySQL replaces it; in effect, this updates the
 
 password column of the record
 
 associated with the address.
 
 INSERT IGNORE and REPLACE have the benefit of eliminating overhead that might otherwise be required for a transaction. But this benefit comes at the price of portability, because both are MySQL-specific statements. If portability is a high priority, you might prefer to stick with a transactional approach. For bulk-load operations in which you use the
 
 LOAD DATA statement to load a set of
 
 records from a file into a table, duplicate-record handling can be controlled using the statement's
 
 IGNORE and REPLACE modifiers. These produce behavior analogous to that of the INSERT IGNORE and REPLACE statements. See Recipe 10.8 for more information.
 
 14.4 Counting and Identifying Duplicates 14.4.1 Problem You want to find out if a table contains duplicates, and to what extent they occur. Or you want to see the records that contain the duplicated values.
 
 14.4.2 Solution Use a counting summary that looks for and displays duplicated values. To see the records in which the duplicated values occur, join the summary to the original table to display the matching records.
 
 14.4.3 Discussion Suppose that your web site includes a sign-up page that allows visitors to add themselves to your mailing list to receive periodic product catalog mailings. But you forgot to include a unique index in the table when you created it, and now you suspect that some people are signed up multiple times. Perhaps they forgot they were already on the list, or perhaps people added friends to the list who were already signed up. Either way, the result of the duplicate records is that you mail out duplicate catalogs. This is an additional expense to you, and it annoys the recipients. This section discusses how to find out if duplicates are present in a
 
 table, how prevalent they are, and how to display the duplicated records. (For tables that do contain duplicates, Recipe 14.7 describes how to eliminate them.) To determine whether or not duplicates occur in a table, use a counting summary, a topic covered in Chapter 7. Summary techniques can be applied to identifying and counting duplicates by grouping records with
 
 GROUP BY and counting the rows in each group using
 
 COUNT( ). For the examples, assume that catalog recipients are listed in a table named cat_mailing that has the following contents: mysql> SELECT * FROM cat_mailing; +-----------+-------------+--------------------------+ | last_name | first_name | street | +-----------+-------------+--------------------------+ | Isaacson | Jim | 515 Fordam St., Apt. 917 | | Baxter | Wallace | 57 3rd Ave. | | McTavish | Taylor | 432 River Run | | Pinter | Marlene | 9 Sunset Trail | | BAXTER | WALLACE | 57 3rd Ave. | | Brown | Bartholomew | 432 River Run | | Pinter | Marlene | 9 Sunset Trail | | Baxter | Wallace | 57 3rd Ave., Apt 102 | +-----------+-------------+--------------------------+ Suppose you want to define "duplicate" using the
 
 last_name and first_name
 
 columns. That is, recipients with the same name are assumed to be the same person. (This is a simplification, of course.) The following queries are typical of those used to characterize the table and to assess the existence and extent of duplicate values:
 
 •
 
 The total number of rows in the table:
 
 • • • • •
 
 mysql> SELECT COUNT(*) AS rows FROM cat_mailing; +------+ | rows | +------+ | 8 | +------+
 
 •
 
 The number of distinct names:
 
 •
 
 mysql> SELECT COUNT(DISTINCT last_name, first_name) AS 'distinct names' -> FROM cat_mailing; +----------------+ | distinct names | +----------------+ | 5 | +----------------+
 
 • • • • • •
 
 The number of rows containing duplicated names:
 
 • •
 
 mysql> SELECT COUNT(*) - COUNT(DISTINCT last_name, first_name) -> AS 'duplicate names'
 
 • • • • •
 
 -> FROM cat_mailing; +-----------------+ | duplicate names | +-----------------+ | 3 | +-----------------+
 
 • • • • • • • • • •
 
 The fraction of the records that contain unique or non-unique names:
 
 mysql> SELECT COUNT(DISTINCT last_name, first_name) / COUNT(*) -> AS 'unique', -> 1 - (COUNT(DISTINCT last_name, first_name) / COUNT(*)) -> AS 'non-unique' -> FROM cat_mailing; +--------+------------+ | unique | non-unique | +--------+------------+ | 0.62 | 0.38 | +--------+------------+
 
 These queries help you characterize the extent of duplicates, but don't show you which values are duplicated. To see which names are duplicated in the
 
 cat_mailing table, use a
 
 summary query that displays the non-unique values along with the counts:
 
 mysql> SELECT COUNT(*) AS repetitions, last_name, first_name -> FROM cat_mailing -> GROUP BY last_name, first_name -> HAVING repetitions > 1; +-------------+-----------+------------+ | repetitions | last_name | first_name | +-------------+-----------+------------+ | 3 | Baxter | Wallace | | 2 | Pinter | Marlene | +-------------+-----------+------------+ The query includes a
 
 HAVING clause that restricts the output to include only those names
 
 that occur more than once. (If you omit the clause, the summary lists unique names as well, which is useless when you're interested only in duplicates.) In general, to identify sets of values that are duplicated, do the following:
 
 •
 
 Determine which columns contain the values that may be duplicated.
 
 •
 
 List those columns in the column selection list, along with
 
 •
 
 List the columns in the
 
 •
 
 Add a
 
 COUNT(*).
 
 GROUP BY clause as well.
 
 HAVING clause that eliminates unique values by requiring group counts to be
 
 greater than one. Queries constructed this way have the following form:
 
 SELECT COUNT(*),
 
 column_list
 
 tbl_name GROUP BY column_list FROM
 
 HAVING COUNT(*) > 1 It's easy to generate duplicate-finding queries like that within a program, given a table name and a nonempty set of column names. For example, here is a Perl function,
 
 make_dup_count_query( ), that generates the proper query for finding and counting duplicated values in the specified columns:
 
 sub make_dup_count_query { my ($tbl_name, @col_name) = @_; return ( "SELECT COUNT(*)," . join (",", @col_name) . "\nFROM $tbl_name" . "\nGROUP BY " . join (",", @col_name) . "\nHAVING COUNT(*) > 1" ); }
 
 make_dup_count_query( ) returns the query as a string. If you invoke it like this: $str = make_dup_count_query ("cat_mailing", "last_name", "first_name"); The resulting value of
 
 $str is:
 
 SELECT COUNT(*),last_name,first_name FROM cat_mailing GROUP BY last_name,first_name HAVING COUNT(*) > 1 What you do with the query string is up to you. You can execute it from within the script that creates it, pass it to another program, or write it to a file for execution later. The dups directory of the
 
 recipes distribution contains a script named dup_count.pl that you can
 
 use to try out the function (as well as some translations into other languages). Later in this chapter, Recipe 14.7 uses the
 
 make_dup_count_query( ) function to implement a
 
 duplicate-removal technique. Summary techniques are useful for assessing the existence of duplicates, how often they occur, and displaying which values are duplicated. But a summary in itself cannot display the entire content of the records that contain the duplicate values. (For example, the summaries shown thus far display counts of duplicated names in the
 
 cat_mailing table or the
 
 names themselves, but don't show the addresses associated with those names.) To see the original records containing the duplicate names, join the summary information to the table from which it's generated. The following example shows how to do this to display the
 
 cat_mailing records that contain duplicated names. The summary is written to a temporary table, which then is joined to the cat_mailing table to produce the records that match those names:
 
 mysql> CREATE TABLE tmp -> SELECT COUNT(*) AS count, last_name, first_name -> FROM cat_mailing GROUP BY last_name, first_name HAVING count > 1; mysql> SELECT cat_mailing.* -> FROM tmp, cat_mailing -> WHERE tmp.last_name = cat_mailing.last_name -> AND tmp.first_name = cat_mailing.first_name -> ORDER BY last_name, first_name; +-----------+------------+----------------------+ | last_name | first_name | street | +-----------+------------+----------------------+ | Baxter | Wallace | 57 3rd Ave. | | BAXTER | WALLACE | 57 3rd Ave. | | Baxter | Wallace | 57 3rd Ave., Apt 102 | | Pinter | Marlene | 9 Sunset Trail | | Pinter | Marlene | 9 Sunset Trail | +-----------+------------+----------------------+
 
 Duplicate Identification and String Case Sensitivity Non-binary strings that differ in lettercase are considered the same for comparison purposes. To consider them as distinct, use the
 
 BINARY keyword to make them
 
 case sensitive.
 
 14.5 Eliminating Duplicates from a Query Result 14.5.1 Problem You want to select rows in a query result in such a way that it contains no duplicates.
 
 14.5.2 Solution Use
 
 SELECT DISTINCT.
 
 14.5.3 Discussion Rows in query results sometimes contain duplicate rows. This is particularly common when you select only a subset of the columns in a table, because that reduces the amount of information available that might otherwise distinguish one row from another. To obtain only the unique rows in a result, eliminate the duplicates by adding the
 
 DISTINCT keyword.
 
 That tells MySQL to return only one instance of each set of column values. For example, if you
 
 select the name columns from the
 
 cat_mailing table without using DISTINCT,
 
 several duplicates occur:
 
 mysql> SELECT last_name, first_name -> FROM cat_mailing ORDER BY last_name, first_name; +-----------+-------------+ | last_name | first_name | +-----------+-------------+ | Baxter | Wallace | | BAXTER | WALLACE | | Baxter | Wallace | | Brown | Bartholomew | | Isaacson | Jim | | McTavish | Taylor | | Pinter | Marlene | | Pinter | Marlene | +-----------+-------------+ With
 
 DISTINCT, the duplicates are eliminated:
 
 mysql> SELECT DISTINCT last_name, first_name -> FROM cat_mailing ORDER BY last_name; +-----------+-------------+ | last_name | first_name | +-----------+-------------+ | Baxter | Wallace | | Brown | Bartholomew | | Isaacson | Jim | | McTavish | Taylor | | Pinter | Marlene | +-----------+-------------+ An alternative to
 
 DISTINCT is to add a GROUP BY clause that names the columns you're
 
 selecting. This has the effect of removing duplicates and selecting only the unique combinations of values in the specified columns:
 
 mysql> SELECT last_name, first_name FROM cat_mailing -> GROUP BY last_name, first_name; +-----------+-------------+ | last_name | first_name | +-----------+-------------+ | Baxter | Wallace | | Brown | Bartholomew | | Isaacson | Jim | | McTavish | Taylor | | Pinter | Marlene | +-----------+-------------+
 
 14.5.4 See Also SELECT DISTINCT is discussed further in Recipe 7.5.
 
 14.6 Eliminating Duplicates from a Self-Join Result 14.6.1 Problem Self-joins often produce rows that are "near" duplicates—that is, rows that contain the same values but in different orders. Because of this,
 
 SELECT DISTINCT will not eliminate the
 
 duplicates.
 
 14.6.2 Solution Select column values in a specific order within rows to make rows with duplicate sets of values identical. Then you can use
 
 SELECT DISTINCT to remove duplicates. Alternatively,
 
 retrieve rows in such a way that near-duplicates are not even selected.
 
 14.6.3 Discussion Self-joins can produce rows that are duplicates in the sense that they contain the same values, yet are not identical. Consider the following query, which uses a self-join to find all pairs of states that joined the Union in the same year:
 
 mysql> SELECT YEAR(s2.statehood) AS year, s1.name, s2.name -> FROM states AS s1, states AS s2 -> WHERE YEAR(s1.statehood) = YEAR(s2.statehood) -> AND s1.name != s2.name -> ORDER BY year, s1.name, s2.name; +------+----------------+----------------+ | year | name | name | +------+----------------+----------------+ | 1787 | Delaware | New Jersey | | 1787 | Delaware | Pennsylvania | | 1787 | New Jersey | Delaware | | 1787 | New Jersey | Pennsylvania | | 1787 | Pennsylvania | Delaware | | 1787 | Pennsylvania | New Jersey | ... | 1912 | Arizona | New Mexico | | 1912 | New Mexico | Arizona | | 1959 | Alaska | Hawaii | | 1959 | Hawaii | Alaska | +------+----------------+----------------+ The condition in the
 
 WHERE clause that requires state pair names not to be identical
 
 eliminates the trivially true rows showing that each state joined the Union in the same year as itself. But each remaining pair of states still appears twice. For example, there is one row that lists Delaware and New Jersey, and another that lists New Jersey and Delaware. Each such pair of rows may be considered as effective duplicates because they contain the same values. However, because the values are not listed in the same order within the rows, they are not identical and you can't get rid of the duplicates by adding
 
 DISTINCT to the query.
 
 One way to solve this problem is to make sure that state names are always listed in a specific order within a row. This can be done by selecting the names with a pair of expressions that place the lesser value first in the output column list:
 
 IF(val1 IF(s1.name<s2.name,s1.name,s2.name) AS state1, -> IF(s1.name<s2.name,s2.name,s1.name) AS state2 -> FROM states AS s1, states AS s2 -> WHERE YEAR(s1.statehood) = YEAR(s2.statehood) -> AND s1.name != s2.name -> ORDER BY year, state1, state2; +------+----------------+----------------+ | year | state1 | state2 | +------+----------------+----------------+ | 1787 | Delaware | New Jersey | | 1787 | Delaware | New Jersey | | 1787 | Delaware | Pennsylvania | | 1787 | Delaware | Pennsylvania | | 1787 | New Jersey | Pennsylvania | | 1787 | New Jersey | Pennsylvania | ... | 1912 | Arizona | New Mexico | | 1912 | Arizona | New Mexico | | 1959 | Alaska | Hawaii | | 1959 | Alaska | Hawaii | +------+----------------+----------------+ Duplicate rows are still present in the output, but now duplicate pairs are identical and the extra copies can be eliminated by adding
 
 DISTINCT to the query:
 
 mysql> SELECT DISTINCT YEAR(s2.statehood) AS year, -> IF(s1.name<s2.name,s1.name,s2.name) AS state1, -> IF(s1.name<s2.name,s2.name,s1.name) AS state2 -> FROM states AS s1, states AS s2 -> WHERE YEAR(s1.statehood) = YEAR(s2.statehood) -> AND s1.name != s2.name -> ORDER BY year, state1, state2; +------+----------------+----------------+ | year | state1 | state2 | +------+----------------+----------------+ | 1787 | Delaware | New Jersey | | 1787 | Delaware | Pennsylvania | | 1787 | New Jersey | Pennsylvania | ... | 1912 | Arizona | New Mexico | | 1959 | Alaska | Hawaii | +------+----------------+----------------+
 
 An alternative approach to removing non-identical duplicates relies not so much on detecting and eliminating them as on selecting rows in such a way that only one row from each pair ever appears in the query result. This makes it unnecessary to reorder values within output rows or to use
 
 DISTINCT. For the state-pairs query, selecting only those rows where the first state
 
 name is lexically less than the second automatically eliminates rows where the names appear in the other order:[1] [1]
 
 The same constraint also eliminates those rows where the state names are identical.
 
 mysql> SELECT YEAR(s2.statehood) AS year, s1.name, s2.name -> FROM states AS s1, states AS s2 -> WHERE YEAR(s1.statehood) = YEAR(s2.statehood) -> AND s1.name < s2.name -> ORDER BY year, s1.name, s2.name; +------+----------------+----------------+ | year | name | name | +------+----------------+----------------+ | 1787 | Delaware | New Jersey | | 1787 | Delaware | Pennsylvania | | 1787 | New Jersey | Pennsylvania | ... | 1912 | Arizona | New Mexico | | 1959 | Alaska | Hawaii | +------+----------------+----------------+
 
 14.7 Eliminating Duplicates from a Table 14.7.1 Problem You want to remove duplicate records from a table so that it contains only unique rows.
 
 14.7.2 Solution Select the unique rows from the table into a second table that you use to replace the original one. Or add a unique index to the table using
 
 ALTER TABLE, which will remove duplicates as it builds the index. Or use DELETE ... LIMIT n to remove all but one instance of a specific set of duplicate rows.
 
 14.7.3 Discussion If you forget to create a table with a unique index to prevent the occurrence of duplicates within the table, you may discover later that it's necessary to apply some sort of duplicateremoval technique. The
 
 cat_mailing table used in earlier sections is an example of this,
 
 because it contains several instances where the same person is listed multiple times.
 
 mysql> SELECT * FROM cat_mailing ORDER BY last_name, first_name; +-----------+-------------+--------------------------+ | last_name | first_name | street |
 
 +-----------+-------------+--------------------------+ | Baxter | Wallace | 57 3rd Ave. | | BAXTER | WALLACE | 57 3rd Ave. | | Baxter | Wallace | 57 3rd Ave., Apt 102 | | Brown | Bartholomew | 432 River Run | | Isaacson | Jim | 515 Fordam St., Apt. 917 | | McTavish | Taylor | 432 River Run | | Pinter | Marlene | 9 Sunset Trail | | Pinter | Marlene | 9 Sunset Trail | +-----------+-------------+--------------------------+ The table contains redundant entries and it would be a good idea to remove them, to eliminate duplicate mailings and reduce postage costs. To do this, you have several options:
 
 •
 
 Select the table's unique rows into another table, then use that table to replace the original one. The result is to remove the table's duplicates. This works when "duplicate" means "the entire row is the same as another."
 
 •
 
 Add a unique index to the table using
 
 ALTER TABLE. This operation will remove
 
 duplicate rows based on the contents of the indexed columns.
 
 •
 
 You can remove duplicates for a specific set of duplicate rows by using
 
 DELETE ...
 
 LIMIT n to remove all but one of the rows. This section discusses each of these duplicate-removal methods. When you consider which of them to choose under various circumstances, note that the applicability of a given method to a specific problem often will be determined by two factors:
 
 •
 
 Does the method require the table to have a unique index?
 
 •
 
 If the columns in which duplicate values occur may contain remove duplicate
 
 NULL, will the method
 
 NULL values?
 
 14.7.4 Removing Duplicates Using Table Replacement One way to eliminate duplicates from a table is to select its unique records into a new table that has the same structure. Then replace the original table with the new one. If a row is considered to duplicate another only if the entire row is the same, you can use
 
 DISTINCT to select the unique rows: mysql> CREATE TABLE tmp SELECT DISTINCT * FROM cat_mailing; mysql> SELECT * FROM tmp ORDER BY last_name, first_name; +-----------+-------------+--------------------------+ | last_name | first_name | street | +-----------+-------------+--------------------------+ | Baxter | Wallace | 57 3rd Ave. | | Baxter | Wallace | 57 3rd Ave., Apt 102 | | Brown | Bartholomew | 432 River Run | | Isaacson | Jim | 515 Fordam St., Apt. 917 | | McTavish | Taylor | 432 River Run | | Pinter | Marlene | 9 Sunset Trail |
 
 SELECT
 
 +-----------+-------------+--------------------------+ This method works in the absence of an index (though it might be slow for large tables), and for tables that contain duplicate
 
 NULL values, it will remove those duplicates. Note that this method considers the rows for Wallace Baxter that have slightly different street values to be distinct. If duplicates are defined only with respect to a subset of the columns in the table, create a new table that has a unique index first, then select rows into it using
 
 INSERT IGNORE.
 
 mysql> CREATE TABLE tmp ( -> last_name CHAR(40) NOT NULL, -> first_name CHAR(40) NOT NULL, -> street CHAR(40) NOT NULL, -> PRIMARY KEY (last_name, first_name)); mysql> INSERT IGNORE INTO tmp SELECT * FROM cat_mailing; mysql> SELECT * FROM tmp ORDER BY last_name, first_name; +-----------+-------------+--------------------------+ | last_name | first_name | street | +-----------+-------------+--------------------------+ | Baxter | Wallace | 57 3rd Ave. | | Brown | Bartholomew | 432 River Run | | Isaacson | Jim | 515 Fordam St., Apt. 917 | | McTavish | Taylor | 432 River Run | | Pinter | Marlene | 9 Sunset Trail | +-----------+-------------+--------------------------+ The index prevents records with duplicate key values from being inserted into
 
 tmp, and
 
 IGNORE tells MySQL not to stop with an error if a duplicate is found. One shortcoming of this method is that if the indexed columns can contain NULL values, you must use a UNIQUE index rather than a PRIMARY KEY, in which case the index will not remove duplicate NULL keys. (UNIQUE indexes allow multiple NULL values.) After creating the new table
 
 tmp that contains unique rows, use it to replace the original cat_mailing table. The effective result is that cat_mailing no longer will contain duplicates:
 
 mysql> DROP TABLE cat_mailing; mysql> ALTER TABLE tmp RENAME TO cat_mailing;
 
 14.7.5 Removing Duplicates by Adding an Index To remove duplicates from a table "in place," add a unique index to the table with
 
 ALTER
 
 TABLE, using the IGNORE keyword to tell it to discard records with duplicate key values
 
 during the index construction process. The original
 
 cat_mailing table looks like this
 
 without an index:
 
 mysql> SELECT * FROM cat_mailing ORDER BY last_name, first_name; +-----------+-------------+--------------------------+ | last_name | first_name | street | +-----------+-------------+--------------------------+ | Baxter | Wallace | 57 3rd Ave. | | BAXTER | WALLACE | 57 3rd Ave. | | Baxter | Wallace | 57 3rd Ave., Apt 102 | | Brown | Bartholomew | 432 River Run | | Isaacson | Jim | 515 Fordam St., Apt. 917 | | McTavish | Taylor | 432 River Run | | Pinter | Marlene | 9 Sunset Trail | | Pinter | Marlene | 9 Sunset Trail | +-----------+-------------+--------------------------+ Add a unique index, then see what effect doing so has on the table contents:
 
 mysql> ALTER IGNORE TABLE cat_mailing -> ADD PRIMARY KEY (last_name, first_name); mysql> SELECT * FROM cat_mailing ORDER BY last_name, first_name; +-----------+-------------+--------------------------+ | last_name | first_name | street | +-----------+-------------+--------------------------+ | Baxter | Wallace | 57 3rd Ave. | | Brown | Bartholomew | 432 River Run | | Isaacson | Jim | 515 Fordam St., Apt. 917 | | McTavish | Taylor | 432 River Run | | Pinter | Marlene | 9 Sunset Trail | +-----------+-------------+--------------------------+ If the indexed columns can contain
 
 NULL, you must use a UNIQUE index rather than a PRIMARY KEY. In that case, the index will not remove duplicate NULL key values. 14.7.6 Removing Duplicates of a Particular Row As of MySQL 3.22.7, you can use
 
 LIMIT to restrict the effect of a DELETE statement to a
 
 subset of the rows that it otherwise would delete. This makes the statement applicable to removing duplicate records. Suppose you have a table
 
 +-------+ | color | +-------+ | blue | | green | | blue | | blue | | red | | green | | red | +-------+
 
 t with the following contents:
 
 The table lists
 
 blue three times, and green and red twice each. To remove the extra
 
 instances of each color, do this:
 
 mysql> DELETE mysql> DELETE mysql> DELETE mysql> SELECT +-------+ | color | +-------+ | blue | | green | | red | +-------+
 
 FROM t FROM t FROM t * FROM
 
 WHERE color = 'blue' LIMIT 2; WHERE color = 'green' LIMIT 1; WHERE color = 'red' LIMIT 1; t;
 
 This technique works in the absence of a unique index, and it will eliminate duplicate
 
 NULL
 
 values. It's handy if you want to remove duplicates only for a specific set of rows within a table. However, if there are many different sets of duplicates that you want to remove, this is not a procedure you'd want to carry out by hand. The process can be automated by using the techniques discussed earlier in Recipe 14.4 for determining which values are duplicated. Recall that in that recipe we wrote a
 
 make_dup_count_query( ) function to generate the
 
 query needed to count the number of duplicate values in a given set of columns in a table:
 
 sub make_dup_count_query { my ($tbl_name, @col_name) = @_; return ( "SELECT COUNT(*)," . join (",", @col_name) . "\nFROM $tbl_name" . "\nGROUP BY " . join (",", @col_name) . "\nHAVING COUNT(*) > 1" ); } We can write another function
 
 delete_dups( ) that uses make_dup_count_query( ) to find out which values in a table are duplicated and how often. From that information, we can figure out how many duplicates to remove with
 
 DELETE ... LIMIT n, so that only unique instances remain. The delete_dups( ) function looks like this:
 
 sub delete_dups { my ($dbh, $tbl_name, @col_name) = @_; # Construct and run a query that finds duplicated values my $dup_info = $dbh->selectall_arrayref ( make_dup_count_query ($tbl_name, @col_name) ); return unless defined ($dup_info);
 
 # For each duplicated set of values, delete all but one instance # of the rows containing those values foreach my $row_ref (@{$dup_info}) { my ($count, @col_val) = @{$row_ref}; next unless $count > 1; # Construct condition string to match values, being # careful to match NULL with IS NULL my $str; for (my $i = 0; $i < @col_name; $i++) { $str .= " AND " if $str; $str .= defined ($col_val[$i]) ? "$col_name[$i] = " . $dbh->quote ($col_val[$i]) : "$col_name[$i] IS NULL"; } $str = "DELETE FROM $tbl_name WHERE $str LIMIT " . ($count - 1); $dbh->do ($str); } } Suppose we have an
 
 employee table that contains the following records:
 
 mysql> SELECT * FROM employee; +----------+------------+ | name | department | +----------+------------+ | Fred | accounting | | Fred | accounting | | Fred | accounting | | Fred | accounting | | Bob | shipping | | Mary Ann | shipping | | Mary Ann | shipping | | Mary Ann | sales | | Mary Ann | sales | | Mary Ann | sales | | Mary Ann | sales | | Mary Ann | sales | | Mary Ann | sales | | Boris | NULL | | Boris | NULL | +----------+------------+ To use the
 
 delete_dups( ) function to eliminate duplicates on the name and department columns of the employee table, call it like this: delete_dups ($dbh, "employee", "name", "department");
 
 delete_dups( ) calls make_dup_count_query( ) and executes the SELECT query that it generates. For the employee table, that query produces the following results:
 
 +----------+----------+------------+ | COUNT(*) | name | department | +----------+----------+------------+ | 2 | Boris | NULL | | 4 | Fred | accounting | | 6 | Mary Ann | sales | | 2 | Mary Ann | shipping | +----------+----------+------------+
 
 delete_dups( ) uses that information to generate the following DELETE statements:
 
 DELETE FROM employee WHERE name = 'Boris' AND department IS NULL LIMIT 1 DELETE FROM employee WHERE name = 'Fred' AND department = 'accounting' LIMIT 3 DELETE FROM employee WHERE name = 'Mary Ann' AND department = 'sales' LIMIT 5 DELETE FROM employee WHERE name = 'Mary Ann' AND department = 'shipping' LIMIT 1 In general, using
 
 DELETE ... LIMIT n is likely to be slower than removing duplicates by
 
 using a second table or by adding a unique index. Those methods keep the data on the server side and let the server do all the work.
 
 DELETE ... LIMIT n involves a lot of client-server interaction because it uses a SELECT query to retrieve information about duplicates, followed by several DELETE statements to remove instances of duplicated rows. When you issue
 
 DELETE ... LIMIT n statements from within a program, be sure to execute them only for values of n greater than zero. That is not only sensible (why waste bandwidth issuing a query to delete nothing?), but it's also necessary to avoid a bug that affects some versions of MySQL. Logically, one would expect that a statement of the form
 
 DELETE ... LIMIT 0 would delete no
 
 records, and that's what happens for current versions of MySQL. But versions prior to 3.23.40 have a bug such that as though the
 
 LIMIT 0 is treated
 
 LIMIT clause is not present at all; the result is that
 
 DELETE deletes all the selected rows! (For affected versions of MySQL, this problem also occurs for UPDATE ... LIMIT 0.)
 
 Chapter 15. Performing Transactions Section 15.1. Introduction Section 15.2. Verifying Transaction Support Requirements Section 15.3. Performing Transactions Using SQL Section 15.4. Performing Transactions from Within Programs Section 15.5. Using Transactions in Perl Programs Section 15.6. Using Transactions in PHP Programs Section 15.7. Using Transactions in Python Programs Section 15.8. Using Transactions in Java Programs Section 15.9. Using Alternatives to Transactions
 
 15.1 Introduction The MySQL server can service multiple clients at the same time because it is multithreaded. To deal with contention among clients, the server performs any necessary locking so that two clients cannot modify the same data at once. However, as the server executes statements, it's very possible that successive queries received from a given client will be interleaved with queries from other clients. If a client issues multiple statements that are dependent on each other, the fact that other clients may be updating tables in between those statements can cause difficulties. Statement failures can be problematic, too, if a multiple-statement operation does not run to completion. Suppose you have a
 
 flight table containing information about
 
 airline flight schedules and you want to update the record for flight 578 by choosing a pilot from among those available. You might do so using three statements as follows:
 
 SELECT @p_val := pilot_id FROM pilot WHERE available = 'yes' LIMIT 1; UPDATE pilot SET available = 'no' WHERE pilot_id = @p_val; UPDATE flight SET pilot_id = @p_val WHERE flight_id = 578; The first statement chooses one of the available pilots, the second marks the pilot as unavailable, and the third assigns the pilot to the flight. That's straightforward enough in practice, but in principle there are a couple of significant difficulties with the process:
 
 •
 
 Concurrency issues. The MySQL server can handle multiple clients at the same time. If two clients want to schedule pilots, it's possible that both of them would run the initial
 
 SELECT query
 
 and retrieve the same pilot ID number before either of them has a chance to set the pilot's status to unavailable. If that happens, the same pilot would be scheduled for two flights at once.
 
 •
 
 Integrity issues. All three statements must execute successfully as a unit. For example, if the
 
 SELECT and the first UPDATE run successfully, but the second UPDATE fails, the pilot's status is set to unavailable without the pilot being assigned a flight. The database will be left in an inconsistent state. To prevent concurrency and integrity problems in these types of situations, transactions are helpful. A transaction groups a set of statements and guarantees the following properties:
 
 •
 
 No other client can update the data used in the transaction while the transaction is in progress; it's as though you have the server all to yourself. For example, other clients cannot modify the pilot or flight records while you're booking a pilot for a flight. By preventing other clients from interfering with the operations you're performing, transactions solve concurrency problems arising from the multiple-client nature of the
 
 MySQL server. In effect, transactions serialize access to a shared resource across multiple-statement operations.
 
 •
 
 Statements in a transaction are grouped and are committed (take effect) as a unit, but only if they all succeed. If an error occurs, any actions that occurred prior to the error are rolled back, leaving the relevant tables unaffected as though none of the statements had been issued at all. This keeps the database from becoming inconsistent. For example, if an update to the the change to the
 
 flights table fails, rollback causes
 
 pilots table to be undone, leaving the pilot still available.
 
 Rollback frees you from having to figure out how to undo a partially complete operation yourself. This chapter discusses how to determine whether or not your MySQL server supports transactions and shows the syntax for the SQL statements that begin and end transactions. It also describes how to implement transactional operations from within programs, using error detection to determine whether to commit or roll back. The final section discusses some workarounds you can use if your MySQL server doesn't support transactions. Scripts related to the examples shown here are located in the transactions directory of the
 
 recipes distribution.
 
 15.2 Verifying Transaction Support Requirements 15.2.1 Problem You want to use transactions, but don't know whether your MySQL server supports them.
 
 15.2.2 Solution Check your server version to be sure it's recent enough, and determine what table types it supports. You can also try creating a table with a transactional type and see whether MySQL actually uses that type for the table definition.
 
 15.2.3 Discussion To use transactions in MySQL, you need a server that is recent enough to support transactionsafe table handlers, and your applications must use tables that have a transactional type. To check the version of your server, use the following query:
 
 mysql> SELECT VERSION( ); +----------------+ | VERSION( ) | +----------------+ | 4.0.4-beta-log | +----------------+
 
 Transaction support first appeared in MySQL 3.23.17 with the inclusion of the BDB (Berkeley DB) transactional table type. Since then, the InnoDB type has become available; as of MySQL 3.23.29, both types can be used. In general, I'd recommend using as recent a version of MySQL as possible. Transaction support (and MySQL itself) have improved a lot since Version 3.23.29. Even if your server is recent enough to include transaction support, it may not actually have transactional capabilities. The handlers for the appropriate table types may not have been configured in when the server was compiled. It's also possible for handlers to be present but disabled, if the server has been started with the --skip-bdb or --skip-innodb options. To check the availability and status of the transactional table handlers, use
 
 SHOW VARIABLES:
 
 mysql> SHOW VARIABLES LIKE 'have_bdb'; +---------------+-------+ | Variable_name | Value | +---------------+-------+ | have_bdb | YES | +---------------+-------+ mysql> SHOW VARIABLES LIKE 'have_innodb'; +---------------+-------+ | Variable_name | Value | +---------------+-------+ | have_innodb | YES | +---------------+-------+ The query output shown here indicates that BDB and InnoDB tables both can be used. If either of these queries produces no output or the (such as
 
 Value column says something other than YES
 
 NO or DISABLED), the corresponding table type cannot be used.
 
 For programmatic methods of checking the server version and the set of table types that the server supports, see Recipe 9.14 and Recipe 9.18. Another way to check the availability of a specific table type is to try creating a table with that type. Then issue a
 
 SHOW CREATE TABLE statement to see what type MySQL actually uses. For example, try creating t as an InnoDB table by executing the following statements: mysql> CREATE TABLE t (i INT) TYPE = InnoDB; mysql> SHOW CREATE TABLE t\G *************************** 1. row *************************** Table: t Create Table: CREATE TABLE `t` ( `i` int(11) default NULL ) TYPE=InnoDB If the InnoDB type is available, the last part of the
 
 SHOW statement will say
 
 TYPE=InnoDB. If not, MySQL will create the table using MyISAM (the default table type),
 
 and the last part of the statement will say
 
 TYPE=MyISAM instead. (You can also use
 
 SHOW TABLE STATUS to check the type of a table.) In the event that your MySQL server doesn't include the transaction-safe table handlers you want to use, you'll need to replace it with one that does. If you install MySQL from a source distribution, the installation instructions indicate which configuration flags to use to enable the desired handlers. If you prefer binaries, be sure to install a distribution that was built to include BDB or InnoDB handlers. After you've verified that your server supports the appropriate transactional table types, your applications can go ahead and use them:
 
 •
 
 If you're writing a new application, you can create its tables to have a transactional type right from the beginning. All that's necessary to create such a table is to add
 
 TYPE = tbl_type to the end of the CREATE TABLE statement: •
 
 CREATE TABLE t1 (i INT) TYPE = BDB; CREATE TABLE t2 (i INT) TYPE = INNODB;
 
 •
 
 If you modify an existing application in such a way that it becomes necessary to perform transactions with existing tables that were not originally created with transactions in mind, you can change the tables to have a different type. For example, the ISAM and MyISAM types are non-transactional. Trying to use them for transactions will yield incorrect results because they do not support rollback. In this case, you can use
 
 ALTER TABLE to convert the tables to a transactional type. Suppose t is a
 
 MyISAM table. To make it an InnoDB table, do this:
 
 ALTER TABLE t TYPE = INNODB; Note that changing a table's type to support transactions may affect its behavior in other ways. For example, MyISAM tables provide more flexible handling of
 
 AUTO_INCREMENT columns than do other table types. If you rely on MyISAMonly sequence features, changing the table type will cause problems. See Chapter 11 for more information. If your server does not support transactions and you cannot replace it with one that does, you may be able to achieve somewhat the same effect in other ways. Sometimes it's possible to lock your tables across multiple statements using
 
 LOCK and UNLOCK. This prevents other
 
 clients from interfering, although there is no rollback if any of the statements fail. Another alternative may be to rewrite queries so that they don't require transactions. See Recipe 15.9 for information about both types of workarounds.
 
 15.3 Performing Transactions Using SQL 15.3.1 Problem You need to issue a set of queries that must succeed or fail as a unit.
 
 15.3.2 Solution Manipulate MySQL's auto-commit mode to allow multiple-statement transactions, then commit or roll back the statements depending on whether they succeed or fail.
 
 15.3.3 Discussion This section describes the SQL statements that control transactional behavior in MySQL. The immediately following sections discuss how to perform transactions from within programs. Some APIs require that you implement transactions by issuing the SQL statements discussed in this section; others provide a special mechanism that allows transaction management without writing SQL directly. However, even in the latter case, the API mechanism will map program operations onto transactional SQL statements, so reading this section will give you a better understanding of what the API is doing on your behalf. MySQL normally operates in auto-commit mode, which commits the effect of each statement as it executes. (In effect, each statement is its own transaction.) To perform a multiplestatement transaction, you must disable auto-commit mode, issue the statements that make up the transaction, and then either commit or roll back your changes. In MySQL, you can do this two ways:
 
 •
 
 Issue a
 
 BEGIN (or BEGIN WORK) statement to suspend auto-commit mode, then
 
 issue the queries that make up the transaction. If the queries succeed, record their effect in the database and terminate the transaction by issuing a statement:
 
 • • • • • • • • • • •
 
 mysql> CREATE TABLE t (i INT) TYPE = InnoDB; mysql> BEGIN; mysql> INSERT INTO t (i) VALUES(1); mysql> INSERT INTO t (i) VALUES(2); mysql> COMMIT; mysql> SELECT * FROM t; +------+ | i | +------+ | 1 | | 2 | +------+
 
 COMMIT
 
 If an error occurs, don't use
 
 COMMIT. Instead, cancel the transaction by issuing a ROLLBACK statement. In the following example, t remains empty after the transaction because the effects of the
 
 INSERT statements are rolled back:
 
 mysql> CREATE TABLE t (i INT) TYPE = InnoDB; mysql> BEGIN; mysql> INSERT INTO t (i) VALUES(1); mysql> INSERT INTO t (x) VALUES(2); ERROR 1054 at line 5: Unknown column 'x' in 'field list' mysql> ROLLBACK; mysql> SELECT * FROM t; Empty set (0.00 sec)
 
 •
 
 Another way to group statements is to turn off auto-commit mode explicitly. Then each statement you issue becomes part of the current transaction. To end the transaction and begin the next one, issue a
 
 • • • • • • • • • • •
 
 COMMIT or ROLLBACK statement:
 
 mysql> CREATE TABLE t (i INT) TYPE = InnoDB; mysql> SET AUTOCOMMIT = 0; mysql> INSERT INTO t (i) VALUES(1); mysql> INSERT INTO t (i) VALUES(2); mysql> COMMIT; mysql> SELECT * FROM t; +------+ | i | +------+ | 1 | | 2 | +------+ To turn auto-commit mode back on, use this statement:
 
 mysql> SET AUTOCOMMIT = 1;
 
 Not Everything Can Be Undone Transactions have their limits, because not all statements can be part of a transaction. For example, if you issue a
 
 DROP DATABASE statement, don't expect to get back the database by executing a ROLLBACK.
 
 15.4 Performing Transactions from Within Programs 15.4.1 Problem You're writing a program that needs to implement transactional operations.
 
 15.4.2 Solution
 
 Use the transaction abstraction provided by your language API, if it has such a thing. If it doesn't, use the API's usual query execution mechanism to issue the transactional SQL statements directly.
 
 15.4.3 Discussion When you run queries interactively from mysql (as in the examples shown in the previous section), you can see by inspection whether statements succeed or fail and determine on that basis whether to commit or roll back. From within a non-interactive SQL script stored in a file, that doesn't work so well. You cannot commit or roll back conditionally according to statement success or failure, because MySQL includes no the flow of the script. (There is an
 
 IF/THEN/ELSE construct for controlling
 
 IF( ) function, but that's not the same thing.) For this
 
 reason, it's most common to perform transactional processing from within a program, because you can use your API language to detect errors and take appropriate action. This section discusses some general background on how to do this. The next sections provide languagespecific details for the Perl, PHP, Python, and Java APIs. Every API supports transactions, even if only in the sense that you can explicitly issue transaction-related SQL statements such as
 
 BEGIN and COMMIT. However, some APIs also
 
 provide a transaction abstraction that allows you to control transactional behavior without working directly with SQL. This approach hides the details and provides better portability to other databases that support transactions but for which the underlying SQL syntax may differ. The Perl, Python, and Java MySQL interfaces provide such an abstraction. PHP does not; you must issue the SQL statements yourself. The next few sections each implement the same example to illustrate how to perform program-based transactions. They use a table
 
 t that has the following initial contents that
 
 show how much money two people have:
 
 +------+------+ | name | amt | +------+------+ | Eve | 10 | | Ida | 0 | +------+------+ The sample transaction is a simple financial transfer that uses two give six dollars of Eve's money to Ida:
 
 UPDATE money SET amt = amt - 6 WHERE name = 'Eve'; UPDATE money SET amt = amt + 6 WHERE name = 'Ida'; The result is a table that looks like this:
 
 +------+------+ | name | amt |
 
 UPDATE statements to
 
 +------+------+ | Eve | 4 | | Ida | 6 | +------+------+ It's necessary to execute both statements within a transaction to ensure that both of them take effect at once. Without a transaction, Eve's money disappears without being credited to Ida if the second statement fails. By using a transaction, the table will be left unchanged if statement failure occurs. The example programs for each language are located in the transactions directory of the
 
 recipes distribution. If you compare them, you'll see that they all employ a similar framework for performing transactional processing:
 
 •
 
 The statements of the transaction are grouped within a control structure, along with a commit operation.
 
 •
 
 If the status of the control structure indicates that it did not execute successfully to completion, the transaction is rolled back.
 
 That logic can be expressed as follows, where
 
 block represents the control structure used
 
 to group statements:
 
 block: statement 1 statement 2 ... statement n commit if the block failed: roll back In Perl, the control structure is an code. Python and Java use a
 
 eval block that succeeds or fails and returns an error
 
 try block that executes to the end if the transaction was
 
 successful. If an error occurs, an exception is raised that triggers execution of a corresponding error-handling block to roll back the transaction. PHP does not have these constructs, but you can achieve the same effect by executing the statements of the transaction and a commit operation within a function. If the function fails, roll back. The benefit of structuring your code as just described is that it minimizes the number of tests needed to determine whether to roll back. The alternative—checking the result of each statement within the transaction and rolling back on individual statement errors—quickly turns your code into an unreadable mess. A subtle point to be aware of when rolling back within languages that raise exceptions is that it may be possible for the rollback itself to fail, causing another exception to be raised. If you don't want to deal with that, issue the rollback within another block that has an empty exception handler. The example programs for Perl, Python, and Java do this.
 
 Checking How API Transaction Abstractions Map onto SQL Statements For APIs that provide a transaction abstraction, you can see how the interface maps onto the underlying SQL by enabling logging in your MySQL server and then watching the query log to see what statements the API executes when you run a transactional program.
 
 15.5 Using Transactions in Perl Programs 15.5.1 Problem You want to perform a transaction in a DBI script.
 
 15.5.2 Solution Use the standard DBI transaction support mechanism.
 
 15.5.3 Discussion The DBI mechanism for performing transactions is based on explicit manipulation of autocommit mode. The procedure is as follows: 1. Turn on the
 
 RaiseError attribute if it's not enabled and disable PrintError
 
 if it's on. You want errors to raise exceptions without printing anything; leaving
 
 2.
 
 PrintError enabled can interfere with failure detection in some cases. Disable the AutoCommit attribute so that a commit will be done only when you say so.
 
 3. Execute the statements that make up the transaction within an
 
 eval block so that
 
 errors raise an exception and terminate the block. The last thing in the block should be a call to
 
 commit( ), which commits the transaction if all its statements completed
 
 successfully. 4. After the
 
 eval executes, check the $@ variable. If $@ contains the empty string, the transaction succeeded. Otherwise, the eval will have failed due to the occurrence of some error and $@ will contain an error message. Invoke rollback( ) to cancel the transaction. If you want to display an error message, print $@ before calling rollback( ).
 
 The following code shows how to implement this procedure to perform our example transaction. It does so in such a way that the current values of the error-handling and auto-
 
 commit attributes are saved before and restored after executing the transaction. That may be overkill for your own applications. For example, if you know that
 
 RaiseError and
 
 PrintError are set properly already, you need not save or restore them. # save error-handling and auto-commit attributes, # then make sure they're set correctly. $save_re = $dbh->{RaiseError}; $save_pe = $dbh->{PrintError}; $save_ac = $dbh->{AutoCommit}; $dbh->{RaiseError} = 1; # raise exception if an error occurs $dbh->{PrintError} = 0; # don't print an error message $dbh->{AutoCommit} = 0; # disable auto-commit eval { # move some money from one person to the other $dbh->do ("UPDATE money SET amt = amt - 6 WHERE name = 'Eve'"); $dbh->do ("UPDATE money SET amt = amt + 6 WHERE name = 'Ida'"); # all statements succeeded; commit transaction $dbh->commit ( ); }; if ($@) # an error occurred { print "Transaction failed, # roll back within eval to # failure from terminating eval { $dbh->rollback ( ); } # restore attributes $dbh->{AutoCommit} = $dbh->{PrintError} = $dbh->{RaiseError} =
 
 rolling back. Error was:\n$@\n"; prevent rollback the script };
 
 to original state $save_ac; $save_pe; $save_re;
 
 You can see that the example goes to a lot of work just to issue a couple of statements. To make transaction processing easier, you might want to create a couple of convenience functions to handle the processing that occurs before and after the
 
 sub transact_init { my $dbh = shift; my $attr_ref = {};
 
 eval:
 
 # create hash in which to save attributes
 
 $attr_ref->{RaiseError} $attr_ref->{PrintError} $attr_ref->{AutoCommit} $dbh->{RaiseError} = 1; $dbh->{PrintError} = 0; $dbh->{AutoCommit} = 0; return ($attr_ref);
 
 = = = # # # #
 
 $dbh->{RaiseError}; $dbh->{PrintError}; $dbh->{AutoCommit}; raise exception if an error occurs don't print an error message disable auto-commit return attributes to caller
 
 } sub transact_finish { my ($dbh, $attr_ref, $error) = @_;
 
 if ($error) # an error occurred { print "Transaction failed, rolling back. Error was:\n$error\n"; # roll back within eval to prevent rollback # failure from terminating the script eval { $dbh->rollback ( ); }; } # restore error-handling and auto-commit attributes $dbh->{AutoCommit} = $attr_ref->{AutoCommit}; $dbh->{PrintError} = $attr_ref->{PrintError}; $dbh->{RaiseError} = $attr_ref->{RaiseError}; } By using those two functions, our example transaction can be simplified considerably:
 
 $ref = transact_init ($dbh); eval { # move some money from one person to the other $dbh->do ("UPDATE money SET amt = amt - 6 WHERE name = 'Eve'"); $dbh->do ("UPDATE money SET amt = amt + 6 WHERE name = 'Ida'"); # all statements succeeded; commit transaction $dbh->commit ( ); }; transact_finish ($dbh, $ref, $@); As of DBI 1.20, an alternative to manipulating the
 
 AutoCommit attribute manually is to begin a transaction by invoking begin_work( ). This method disables AutoCommit and causes it to be enabled again automatically when you invoke commit( ) or rollback( ) later.
 
 Transactions and Older Versions of DBD::mysql The DBI transaction mechanism requires DBD::mysql 1.2216 or newer. For earlier versions, setting the
 
 AutoCommit attribute has no effect, so you'll need to issue the transaction-related SQL statements yourself (BEGIN, COMMIT, ROLLBACK).
 
 15.6 Using Transactions in PHP Programs 15.6.1 Problem You want to perform a transaction in a PHP script.
 
 15.6.2 Solution
 
 Issue the SQL statements that begin and end transactions.
 
 15.6.3 Discussion PHP provides no special transaction mechanism, so it's necessary to issue the relevant SQL statements directly. This means you can either use
 
 BEGIN to start a transaction, or disable and enable the auto-commit mode yourself using SET AUTOCOMMIT. The following example uses BEGIN. The statements of the transaction are placed within a function to avoid a lot of messy error checking. To determine whether or not to roll back, it's necessary only to test the function result:
 
 function do_queries ($conn_id) { # move some money from one person to the other if (!mysql_query ("BEGIN", $conn_id)) return (0); if (!mysql_query ("UPDATE money SET amt = amt - 6 WHERE name = 'Eve'", $conn_id)) return (0); if (!mysql_query ("UPDATE money SET amt = amt + 6 WHERE name = 'Ida'", $conn_id)) return (0); if (!mysql_query ("COMMIT", $conn_id)) return (0); return (1); } if (!do_queries ($conn_id)) { print ("Transaction failed, rolling back. Error was:\n" . mysql_error ($conn_id) . "\n"); mysql_query ("ROLLBACK", $conn_id); } The
 
 do_queries( ) function tests each method and returns failure if any of them fail.
 
 That style of testing lends itself to situations in which you may need to perform additional processing between statements or after executing the statements and before returning success. For the example shown, no other processing is necessary, so
 
 do_queries( )
 
 could be reimplemented as a single long expression:
 
 function do_queries ($conn_id) { # move some money from one person to the other return ( mysql_query ("BEGIN", $conn_id) && mysql_query ("UPDATE money SET amt = amt - 6 WHERE name = 'Eve'", $conn_id) && mysql_query ("UPDATE money SET amt = amt + 6 WHERE name = 'Ida'", $conn_id)
 
 && mysql_query ("COMMIT", $conn_id) ); }
 
 15.7 Using Transactions in Python Programs 15.7.1 Problem You want to perform a transaction in a DB-API script.
 
 15.7.2 Solution Use the standard DB-API transaction support mechanism.
 
 15.7.3 Discussion The Python DB-API abstraction provides transaction processing control through connection object methods. Invoke
 
 begin( ) to begin a transaction and either commit( ) or rollback( ) to end it. The begin( ) and commit( ) calls go into a try block, and the rollback( ) goes into the corresponding except block to cancel the transaction if an error occurs:
 
 try: conn.begin ( ) cursor = conn.cursor ( ) # move some money from one person to the other cursor.execute ("UPDATE money SET amt = amt - 6 WHERE name = 'Eve'") cursor.execute ("UPDATE money SET amt = amt + 6 WHERE name = 'Ida'") cursor.close ( ) conn.commit( ) except MySQLdb.Error, e: print "Transaction failed, rolling back. Error was:" print e.args try: # empty exception handler in case rollback fails conn.rollback ( ) except: pass
 
 15.8 Using Transactions in Java Programs 15.8.1 Problem You want to perform a transaction in a JDBC script.
 
 15.8.2 Solution Use the standard JDBC transaction support mechanism.
 
 15.8.3 Discussion To perform transactions in Java, use your
 
 Connection object to turn off auto-commit mode. Then, after issuing your queries, use the object's commit( ) method to commit the transaction or rollback( ) to cancel it. Typically, you execute the statements for the transaction in a try block, with commit( ) at the end of the block. To handle failures, invoke rollback( ) in the corresponding exception handler: try { conn.setAutoCommit (false); Statement s = conn.createStatement // move some money from one person s.executeUpdate ("UPDATE money SET s.executeUpdate ("UPDATE money SET s.close ( ); conn.commit ( ); conn.setAutoCommit (true);
 
 ( ); to the other amt = amt - 6 WHERE name = 'Eve'"); amt = amt + 6 WHERE name = 'Ida'");
 
 } catch (SQLException e) { System.err.println ("Transaction failed, rolling back."); Cookbook.printErrorMessage (e); // empty exception handler in case rollback fails try { conn.rollback ( ); conn.setAutoCommit (true); } catch (Exception e2) { } }
 
 15.9 Using Alternatives to Transactions 15.9.1 Problem You need to perform transactional processing, but your MySQL server doesn't support transactions.
 
 15.9.2 Solution Some transactional operations are amenable to workarounds such as explicit table locking. In certain cases, you may not actually even need a transaction; by rewriting your queries, you can eliminate the need for a transaction entirely.
 
 15.9.3 Discussion Transactions are valuable, but sometimes they need not be or cannot be used:
 
 •
 
 Your server may not support transactions at all. (It may be too old or not configured with the appropriate table handlers, as discussed in Recipe 15.2). In this case, you have no choice but to use some kind of workaround for transactions. One strategy that can be helpful in some situations is to use explicit table locking to prevent concurrency problems.
 
 •
 
 Applications sometimes use transactions when they're not really necessary. You may be able to eliminate the need for a transaction by rewriting statements. This may even result in a faster application.
 
 15.9.4 Grouping Statements Using Locks If your server doesn't have transactional capabilities but you need to execute a group of queries without interference by other clients, you can do so by using
 
 LOCK TABLE and
 
 UNLOCK TABLE:
 
 [1]
 
 [1]
 
 LOCK TABLES and UNLOCK TABLES are synonyms for LOCK TABLE and UNLOCK TABLE. •
 
 Use
 
 LOCK TABLE to obtain locks for all the tables you intend to use. (Acquire write
 
 locks for tables you need to modify, and read locks for the others.) This prevents other clients from modifying the tables while you're using them.
 
 •
 
 Issue the queries that must be executed as a group.
 
 •
 
 Release the locks with
 
 UNLOCK TABLE. Other clients will regain access to the
 
 tables. Locks obtained with
 
 LOCK TABLE remain in effect until you release them and thus can
 
 apply over the course of multiple statements. This gives you the same concurrency benefits as transactions. However, there is no rollback if errors occur, so table locking is not appropriate for all applications. For example, you might try performing an operation that transfers funds from Eve to Ida like this:
 
 LOCK TABLE money WRITE; UPDATE money SET amt = amt - 6 WHERE name = 'Eve'; UPDATE money SET amt = amt + 6 WHERE name = 'Ida'; UNLOCK TABLE; Unfortunately, if the second update fails, the effect of the first update is not rolled back. Despite this caveat, there are certain types of situations where table locking may be sufficient for your purposes:
 
 •
 
 A set of statements consisting only of
 
 SELECT queries. If you want to run several
 
 SELECT statements and prevent other clients from modifying the tables while you're querying them, locking will do that. For example, if you need to run several summary queries on a set of tables, your summaries may appear to be based on different sets
 
 of data if other clients are allowed to change records in between your summary queries. This will make the summaries inconsistent. To prevent that from happening, lock the tables while you're using them.
 
 •
 
 Locking also can be useful for a set of queries where only the last statement is an update. In this case, the earlier statements don't make any changes and there is nothing that needs to be rolled back should the update fail.
 
 15.9.5 Rewriting Queries to Avoid Transactions Sometimes applications use transactions unnecessarily. Suppose you have a table
 
 meeting
 
 that records meeting and convention information (including the number of tickets left for each event), and that you're writing a Perl application containing a function
 
 get_ticket( )
 
 that dispenses tickets. One way to implement the function is to check the ticket count, decrement it if it's positive, and return a status indicating whether a ticket was available. To prevent multiple clients from attempting to grab the last ticket at the same time, issue the queries within a transaction:[2] [2]
 
 The transact_init( discussed in Recipe 15.5.
 
 ) and transact_finish( ) functions are
 
 sub get_ticket { my ($dbh, $meeting_id) = @_; my $ref = transact_init ($dbh); my $count = 0; eval { # check the current ticket count $count = $dbh->selectrow_array ( "SELECT tix_left FROM meeting WHERE meeting_id = ?", undef, $meeting_id); # if there are tickets left, decrement the count if ($count > 0) { $dbh->do ( "UPDATE meeting SET tix_left = tix_left-1 WHERE meeting_id = ?", undef, $meeting_id); } $dbh->commit ( ); }; $count = 0 if $@; # if an error occurred, no tix available transact_finish ($dbh, $ref, $@); return ($count > 0) } The function dispenses tickets properly, but involves a certain amount of unnecessary work. It's possible to do the same thing without using a transaction at all. Decrement the ticket count only if the count is greater than zero, then check whether the statement affected a row:
 
 sub get_ticket
 
 { my ($dbh, $meeting_id) = @_; my $count = $dbh->do ("UPDATE meeting SET tix_left = tix_left-1 WHERE meeting_id = ? AND tix_left > 0", undef, $meeting_id); return ($count > 0); } In MySQL, the row count returned by an
 
 UPDATE statement indicates the number of rows changed. This means that if there are no tickets left for an event, the UPDATE won't change the row and the count will be zero. This makes it easy to determine whether a ticket is available using a single query rather than with the multiple queries required by the transactional approach. The lesson here is that although transactions are important and have their place, you may be able to avoid them and end up with a faster application as a result. (The single-query solution is an example of what the MySQL Reference Manual refers to as an "atomic operation." The manual discusses these as an efficient alternative to transactions.)
 
 Chapter 16. Introduction to MySQL on the Web Section 16.1. Introduction Section 16.2. Basic Web Page Generation Section 16.3. Using Apache to Run Web Scripts Section 16.4. Using Tomcat to Run Web Scripts Section 16.5. Encoding Special Characters in Web Output
 
 16.1 Introduction The next few chapters discuss some of the ways that MySQL can help you build a better web site. In general, the principal benefit is that MySQL makes it easier to provide dynamic rather than static content. Static content exists as pages in the web server's document tree that are served exactly as is. Visitors can access only the documents that you place in the tree, and changes occur only when you add, modify, or delete those documents. By contrast, dynamic content is created on demand. Rather than opening a file and serving its contents directly to the client, the web server executes a script that generates the page and sends the resulting output. As a simple example, a script can look up the current hit counter value in the database for a given web page, update the counter, and return the new value for display in the page. Each time the script executes, it produces a different value. More complex examples are scripts that show the names of people that have a birthday today, retrieve and display items in a product catalog, or provide information about the current status of the server. And that's just for starters; web scripts have access to the power of the programming language in which they're written, so the actions that they perform to generate pages can be quite extensive. For example, web scripts are important for form processing, and a single script may be responsible for generating a form and sending it to the user, processing the contents of the form when the user submits it later, and storing the contents in a database. By communicating with users this way, web scripts bring a measure of interactivity to your web site. This chapter covers the introductory aspects of writing scripts that use MySQL in a web environment. Some of the initial material is not particularly MySQL-specific, but it is necessary to establish the general groundwork for using your database from within the context of web programming. The topics covered here include:
 
 •
 
 How web scripting differs from writing static HTML documents or scripts intended to be executed from the command line.
 
 •
 
 Some of the prerequisites for running web scripts. In particular, you must have a web server installed and it must be set up to recognize your scripts as programs to be executed, rather than as static files to be served literally over the network.
 
 •
 
 How to use each of our API languages to write a short web script that queries the MySQL server for information and displays the results in a web page.
 
 •
 
 How to properly encode output. HTML consists of text to be displayed interspersed with special markup constructs. However, if the text contains special characters, you must encode them to avoid generating malformed web pages. Each API provides a mechanism for doing this.
 
 The following chapters go into more detail on topics such as how to display query results in various formats (paragraphs, lists, tables, and so forth), working with images, form processing, and tracking a user across the course of several page requests as part of a single user session.
 
 This book uses the Apache web server for Perl, PHP, and Python scripts, and the Tomcat server for Java scripts—written using JavaServer Pages (JSP) notation. Both servers are available from the Apache Group: http://httpd.apache.org/ http://jakarta.apache.org/ Because Apache installations are fairly prevalent, I'm going to assume that it is already installed on your system and that you just need to configure it. Recipe 16.3 discusses how to configure Apache for Perl, PHP, and Python, and how to write a short web script in each language. Tomcat is less widely deployed than Apache, so some additional installation information is provided in Appendix B. Recipe 16.4 discusses JSP script writing using Tomcat. You can use different servers if you like, but you'll need to adapt the instructions given here. The web-based example scripts in the
 
 recipes distribution may be found under the
 
 directories named for the servers used to run them. For Perl, PHP, and Python examples, look under the apache directory; for JSP examples, look under tomcat. I will assume that you have some basic familiarity with HTML. For Tomcat, it's also helpful to know something about XML, because Tomcat's configuration files are written as XML documents, and JSP pages contain elements written using XML syntax. If you don't know any XML, see the quick summary in the sidebar "XML and XHTML in a Nutshell." In general, the web scripts in this book produce output that is valid not only as HTML, but as XHTML, the transitional format between HTML and XML. (This is another reason to become familiar with XML.) For example, XHTML requires closing tags, so paragraphs are written with a closing
 
  tag following the paragraph body. The use of this output style will be obvious for scripts written using languages like PHP in which the HTML tags are included literally in the script. For interfaces that generate HTML for you, like the Perl CGI.pm module, conformance to XHTML is a matter of whether or not the module itself produces XHTML. CGI.pm does so beginning with Version 2.69, though its XHTML conformance improves in more recent versions.
 
 XML and XHTML in a Nutshell XML is similar in some ways to HTML, and because more people know HTML, it's perhaps easiest to characterize XML in terms of how it differs from HTML:
 
 •
 
 Lettercase for HTML tag and attribute names does not matter; in XML, the names are case sensitive.
 
 •
 
 In HTML, tag attributes can be specified with a quoted or unquoted value, or sometimes with no value at all. In XML, every tag attribute must have a value, and the value must be quoted.
 
 •
 
 Every opening tag in XML must have a corresponding closing tag. This is true even if there is no body, although in that case, a shortcut tag form can be used. For example, in HTML, you can write
 
 
, but XML requires a closing tag. You could write this as 
, but the element has no body, so a shortcut form 
 can be used that combines the opening and closing tags. However, when writing XML that will be translated into HTML, it's safer to write the tag as
 
 
 with a space preceding the slash. The space helps browsers not to misinterpret the tag name as br/ and consequently ignore it as unrecognized. XHTML is a transitional format used for the migration of the Web away from HTML and toward XML. It's less strict than XML, but more strict than HTML. For example, XHTML tag and attribute names must be lowercase and attributes must have a double-quoted value. In HTML you might write a radio button element like this:
 
 In XHTML, the tag name must be lowercase, the attribute values must be quoted, the
 
 checked attribute must be given a value, and there must be a closing tag:
 
 The element has no body in this case, so the single-tag shortcut form can be used:
 
 Appendix C lists some references if you want additional general information about HTML, XHTML, or XML.
 
 16.2 Basic Web Page Generation 16.2.1 Problem You want to produce a web page from a script rather than by writing it manually.
 
 16.2.2 Solution Write a program that generates the page when it executes. This gives you more control over what gets sent to the client than when you write a static page, although it may also require that you provide more parts of the response. For example, it may be necessary to write the headers that precede the page body.
 
 16.2.3 Discussion HTML is a markup language (that's what the "ML" stands for) that consists of a mix of plain text to be displayed and special markup indicators or constructs that control how the plain text is displayed. Here is a very simple HTML page that specifies a title in the page header, and a body with white background containing a single paragraph:
 
 Web Page Title Web page body.
 It's possible to write a script that produces the same page, but doing so differs in some ways from writing a static page. For one thing, you're writing in two languages at once. (The script is written in your programming language, and the script itself writes HTML.) Another difference is that you may have to produce more of the response that is sent to the client. When a web server sends a static page to a client, it actually sends a set of one or more header lines first that provide additional information about the page. For example, an HTML document would be preceded by a
 
 Content-Type: header that lets the client know
 
 what kind of information to expect, and a blank line that separates any headers from the page body:
 
 Content-Type: text/html Web Page Title Web page body.
 
 
 The web server produces header information automatically for static HTML pages. When you write a web script, you may need to provide the header information yourself. Some APIs (such as PHP) may send a content-type header automatically, but allow you to override the default type. For example, if your script sends a JPEG image to the client instead of an HTML page, you would want to have the script change the content type from
 
 text/html to
 
 image/jpeg. Writing web scripts also differs from writing command-line scripts, both for input and for output. On the input side, the information given to a web script is provided by the web server rather than by command-line arguments or by input that you type in. This means your scripts do not obtain input using read statements. Instead, the web server puts information into the execution environment of the script, which then extracts that information from its environment and acts on it. On the output side, command-line scripts typically produce plain text output, whereas web scripts produce HTML, images, or whatever other type of content you need to send to the client. Output produced in a web environment usually must be highly structured, to ensure that it can be understood by the receiving client program. Any API allows you to generate output by means of print statements, but some also offer special assistance for producing web pages. This support can be either built into the API itself or provided by means of special modules:
 
 •
 
 For Perl scripts, a popular module is CGI.pm. It provides features for generating HTML markup, form processing, and more.
 
 •
 
 PHP scripts are written as a mix of HTML and embedded PHP code. That is, you write HTML literally into the script, then drop into "program mode" whenever you need to generate output by executing code. The code is replaced by its output in the resulting page that is sent to the client.
 
 •
 
 Python includes
 
 cgi and urllib modules that help perform web programming
 
 tasks.
 
 •
 
 For Java, we'll write scripts according to the JSP specification, which allows scripting directives and code to be embedded into web pages. This is similar to the way PHP works.
 
 Other page-generating packages are available besides those used in this book—some of which can have a marked effect on the way you use a language. For example, Mason, embPerl, ePerl, and AxKit allow you to treat Perl as an embedded language, somewhat like the way that PHP works. Similarly, the mod_snake Apache module allows Python code to be embedded into HTML templates. Before you can run any scripts in a web environment, your web server must be set up properly. Information about doing this for Apache and Tomcat is provided in Recipe 16.3 and Recipe 16.4, but conceptually, a web server typically runs a script in one of two ways. First,
 
 the web server can use an external program to execute the script. For example, it can invoke an instance of the Python interpreter to run a Python script. Second, if the server has been enabled with the appropriate language processing ability, it can execute the script itself. Using an external program to run scripts requires no special capability on the part of the web server, but is slower because it involves starting up a separate process, as well as some additional overhead for writing request information to the script and reading the results from it. If you embed a language processor into the web server, it can execute scripts directly, resulting in much better performance. Like most web servers, Apache can run external scripts. It also supports the concept of extensions (modules) that become part of the Apache process itself (either by being compiled in or dynamically loaded at runtime). One common use of this feature is to embed language processors into the server to accelerate script execution. Perl, PHP, and Python scripts can be executed either way. Like command-line scripts, externally executed web scripts are written as executable files that begin with a
 
 #! line specifying the pathname of the appropriate
 
 language interpreter. Apache uses the pathname to determine which interpreter runs the script. Alternatively, you can extend Apache using modules such as mod_perl for Perl, mod_php for PHP, and mod_python or mod_snake for Python. This gives Apache the ability to directly execute scripts written in those languages. For Java JSP scripts, the scripts are compiled into Java servlets and run inside a process known as a servlet container. This is similar to the embedded-interpreter approach in the sense that the scripts are run by a server process that manages them, rather than by starting up an external process for each script. The first time a JSP page is requested by a client, the container compiles it into a servlet in the form of executable Java byte code, then loads it and runs it. The container caches the byte code, so subsequent requests for the script run directly with no compilation phase. If you modify the script, the container notices this when the next request arrives, recompiles the script into a new servlet, and reloads it. The JSP approach provides a significant advantage over writing servlets directly, because you don't have to compile code yourself or handle servlet loading and unloading. Tomcat can handle the responsibilities of both the servlet container and of the web server that communicates with the container. If you run multiple servers on the same host, they must listen for requests on different port numbers. In a typical configuration, Apache listens on the default HTTP port (80) and Tomcat listens on another port such as 8080. The examples here use server hostnames of apache.snake.net and tomcat.snake.net to represent URLs for scripts processed using Apache and Tomcat. These may or may not map to the same physical machine, depending on your DNS settings, so the examples use a different port (8080) for Tomcat. Typical forms for URLs that you'll see in this book are as follows: http://apache.snake.net/cgi-bin/my_perl_script.pl http://apache.snake.net/cgi-bin/my_python_script.py
 
 http://apache.snake.net/mcb/my_php_script.php http://tomcat.snake.net:8080/mcb/my_jsp_script.jsp You'll need to change the hostname and port number appropriately for pages served by your own servers.
 
 16.3 Using Apache to Run Web Scripts 16.3.1 Problem You want to run Perl, PHP, or Python programs in a web environment.
 
 16.3.2 Solution Execute them using the Apache server.
 
 16.3.3 Discussion This section describes how to configure Apache for running Perl, PHP, and Python scripts, and illustrates how to write web-based scripts in each language. There are typically several directories under the Apache root directory, which I'll assume here to be /usr/local/apache. These directories include:
 
 bin Contains httpd—that is, Apache itself—and other Apache-related executable programs
 
 conf For configuration files, notably httpd.conf, the primary file used by Apache
 
 htdocs The root of the document tree
 
 logs For log files To configure Apache for script execution, edit the httpd.conf file in the conf directory. Typically, executable scripts are identified either by location or by filename suffix. A location can be either language-neutral or language-specific.
 
 Apache configurations often have a cgi-bin directory under the server root directory where you can install scripts that should run as external programs. It's configured using a
 
 ScriptAlias directive: ScriptAlias /cgi-bin/ /usr/local/apache/cgi-bin/ The second argument is the actual location of the script directory in your filesystem, and the first is the pathname in URLs that corresponds to that directory. Thus, the directive just shown associates scripts located in /usr/local/apache/cgi-bin with URLs that have cgi-bin following the hostname. For example, if you install the script myscript.py in the directory /usr/local/apache/cgi-bin on the host apache.snake.net, you'd request it with this URL: http://apache.snake.net/cgi-bin/myscript.py When configured this way, the cgi-bin directory can contain scripts written in any language. Because of this, the directory is language-neutral, so Apache needs to be able to figure out which language processor to use to execute each script that is installed there. To provide this information, the first line of the script should begin with
 
 #! followed by the pathname to the
 
 program that executes the script, and possibly some options. For example, a script that begins with the following line will be run by Perl, and the -w option tells Perl to warn about questionable language constructs:
 
 #! /usr/bin/perl -w Under Unix, you must also make the script executable (use chmod +x), or it won't run properly. The
 
 #! line just shown is appropriate for a system that has Perl installed as
 
 /usr/bin/perl. If your Perl interpreter is installed somewhere else, modify the line accordingly. If you're on a Windows machine with Perl installed as D:\Perl\bin\perl.exe, the
 
 #! line should
 
 look like this:
 
 #! D:\Perl\bin\perl -w For Windows users, another option that is simpler is to set up a filename extension association between script names that end with a .pl suffix and the Perl interpreter. Then the script can begin like this:
 
 #! perl -w A
 
 ScriptAlias directive sets up a directory that can be used for scripts written in any
 
 language. It's also possible to associate a directory with a specific language processor, so that any script found there is assumed to be written in a particular language. For example, to designate /usr/local/apache/cgi-perl as a mod_perl directory, you might configure Apache like this:
 
 
 
 Alias /cgi-perl/ /usr/local/apache/cgi-perl/ SetHandler perl-script PerlHandler Apache::Registry PerlSendHeader on Options +ExecCGI In this case, Perl scripts located in the designated directory would be invoked as follows:
 
 http://apache.snake.net/cgi-perl/myscript.pl Using mod_perl is beyond the scope of this book, so I won't say any more about it. Check Appendix C for some useful mod_perl resources. Directories used only for scripts generally are placed outside of your Apache document tree. As an alternative to using specific directories for scripts, you can identify scripts by filename extension, so that files with a particular suffix become associated with a specific language processor. In this case, you can place them anywhere in the document tree. This is the most common way to use PHP. For example, if you have Apache configured with PHP support built in using the mod_php module, you can tell it that scripts having names ending with .php should be interpreted as PHP scripts. To do so, add this line to httpd.conf:
 
 AddType application/x-httpd-php .php Then if you install a PHP script myscript.php under htdocs (the Apache document root directory), the URL for invoking the script becomes: http://apache.snake.net/myscript.php If PHP runs as an external standalone program, you'll need to tell Apache where to find it. For example, if you're running Windows and you have PHP installed as D:\Php\php.exe, put the following lines in httpd.conf (note the use of forward slashes in the pathnames rather than backslashes):
 
 ScriptAlias /php/ "D:/Php/" AddType application/x-httpd-php .php Action application/x-httpd-php /php/php.exe For purposes of showing URLs in examples, I'm going to assume that Perl and Python scripts are in your cgi-bin directory, and that PHP scripts are in the mcb directory of your document tree, identified by the .php extension. This means that URLs for scripts in these languages will look like this: http://apache.snake.net/cgi-bin/myscript.pl http://apache.snake.net/cgi-bin/myscript.py
 
 http://apache.snake.net/mcb/myscript.php If you plan to use a similar setup, make sure you have a cgi-bin directory under your Apache root, and an mcb directory under your Apache document root. Then, to deploy Perl or Python web scripts, copy them to the cgi-bin directory. To deploy PHP scripts, copy them to the mcb directory. If you request a web script and get an error page in response, have a look at the Apache error log, which can be a useful source of diagnostic information when you're trying to figure out why a script doesn't work. A common name for this log is error_log in the logs directory. If you don't find any such file, check httpd.conf for an
 
 ErrorLog directive to see where
 
 Apache logs its errors.
 
 Web Security Note Under Unix, scripts run with particular user and group IDs. Scripts that you execute from the command line run with your user and group IDs, and have the filesystem privileges associated with your account. However, scripts executed by a web server probably won't run with your user and group ID, nor will they have your user privileges. Instead, they run under the user and group ID of the account the web server has been set to run as, and with that account's privileges. (To determine what account this is, look for
 
 User and Group directives in the httpd.conf
 
 configuration file.) This means that if you expect web scripts to read and write files, those files must be accessible to the account used to run the web server. For example, if your server runs under the
 
 nobody account and you want a script to
 
 be able to store uploaded image files into a directory called uploads in the document tree, you must make that directory readable to and writable by the
 
 nobody user.
 
 Another implication is that if other people can write scripts for your web server, those scripts too will run as
 
 nobody and they can read and write the same files as
 
 your own scripts. Solutions to this problem include using the suEXEC mechanism for Apache 1.x, or using Apache 2.x, which allows you to designate which user and group IDs to use for running a given set of scripts. After Apache has been configured to support script execution, you can begin to write scripts that generate web pages. The remainder of this section describes how to do so for Perl, PHP, and Python. The examples for each language connect to the MySQL server, run a
 
 SHOW
 
 TABLES query, and display the results in a web page. The scripts shown here indicate any additional modules or libraries that web scripts typically need to include. (Later on, I'll generally assume that the proper modules have been referenced and show only script fragments.)
 
 16.3.3.1 Perl Our first web-based Perl script, show_tables.pl, is shown below. It produces an appropriate
 
 Content-Type: header, a blank line to separate the header from the page content, and the initial part of the page. Then it retrieves and displays a list of tables in the cookbook database. The table list is followed by the trailing HTML tags that close the page:
 
 #! /usr/bin/perl -w # show_tables.pl - Issue SHOW TABLES query, display results # by generating HTML directly use strict; use lib qw(/usr/local/apache/lib/perl); use Cookbook; # Print header, blank line, and initial part of page print prepare ("SHOW TABLES"); $sth->execute ( ); while (my @row = $sth->fetchrow_array ( )) { print "$row[0]
\n"; } $dbh->disconnect ( );
 
 # Print page trailer print "Tables in cookbook Database", -bgcolor => "white"); print p ("Tables in cookbook database:"); # Connect to database, display table list, disconnect my $dbh = Cookbook::connect ( ); my $sth = $dbh->prepare ("SHOW TABLES"); $sth->execute ( ); while (my @row = $sth->fetchrow_array ( )) { print $row[0] . br ( ); }
 
 $dbh->disconnect ( ); # Print page trailer print end_html ( ); exit (0); Install the show_tables_fc.pl script in your cgi-bin directory and try it out to verify that it produces the same output as show_tables_oo.pl. This book uses the CGI.pm function call interface for Perl-based web scripts from this point on. You can get more information about CGI.pm at the command line by using the following commands to read the installed documentation:
 
 % perldoc CGI % perldoc CGI::Carp Other references for this module, both online and in print form, are listed in Appendix C.
 
 16.3.3.2 PHP PHP doesn't provide much in the way of tag shortcuts, which is surprising given its web orientation. On the other hand, because PHP is an embedded language, you can simply write your HTML literally in your script without using
 
 print statements. Here's a script
 
 show_tables.php that shifts back and forth between HTML mode and PHP mode:
 
 Tables in cookbook Database Tables in cookbook database:
 
 
 To try the script, put it in the mcb directory of your web server's document tree and invoke it as follows: http://apache.snake.net/mcb/show_tables.php Unlike the Perl versions of the MySQL show-tables script, the PHP script includes no code to produce the
 
 Content-Type: header, because PHP produces it automatically. (If you want to override this behavior and produce your own headers, consult the header( ) function section in the PHP manual.) Except for the break tags, show_tables.php includes HTML content by writing it outside of the
 
 tags so that the PHP interpreter simply writes it without interpretation. Here's a different version of the script that produces all the HTML using print statements: Sometimes it makes sense to use one approach, sometimes the other—and sometimes both within the same script. If a section of HTML doesn't refer to any variable or expression values, it can be clearer to write it in HTML mode. Otherwise it may be clearer to write it using
 
 print or echo statements, to avoid switching between HTML and PHP modes frequently. 16.3.3.3 Python
 
 A standard installation of Python includes
 
 cgi and urllib modules that are useful for web
 
 programming. However, we don't actually need them yet, because the only web-related activity of our first Python web script is to generate some simple HTML. Here's a Python version of the MySQL status script:
 
 #! /usr/bin/python # show_tables.py - Issue SHOW TABLES query, display results import sys sys.path.insert (0, "/usr/local/apache/lib/python") import MySQLdb import Cookbook # Print header, blank line, and initial part of page print """Content-Type: text/html Tables in cookbook Database Tables in cookbook database:
 """ # Connect to database, display table list, disconnect conn = Cookbook.connect ( ) cursor = conn.cursor ( ) cursor.execute ("SHOW TABLES") for (tbl_name, ) in cursor.fetchall ( ): print tbl_name + "
" cursor.close ( ) conn.close ( ) # Print page trailer print """ """ Put the script in Apache's cgi-bin directory and invoke it like this: http://apache.snake.net/cgi-bin/show_tables.py
 
 16.4 Using Tomcat to Run Web Scripts 16.4.1 Problem You want to run Java-based programs in a web environment.
 
 16.4.2 Solution
 
 Write programs using JSP notation and execute them using a servlet container.
 
 16.4.3 Discussion As described in Recipe 16.3, Apache can be used to run Perl, PHP, and Python scripts. For Java, a different approach is needed, because Apache doesn't serve JSP pages. Instead, we'll use Tomcat, a server designed for processing Java in a web environment. Apache and Tomcat are very different servers, but there is a familial relationship—Tomcat is part of the Jakarta Project, which is overseen by the Apache Software Foundation. This section provides an overview of JSP programming with Tomcat, but makes several assumptions:
 
 •
 
 You have a some familiarity with the concepts underlying JavaServer Pages, such as what a servlet container is, what an application context is, and what the basic JSP scripting elements are.
 
 •
 
 The Tomcat server has been installed so that you can execute JSP pages, and you know how to start and stop it.
 
 •
 
 You are familiar with the Tomcat webapps directory and how a Tomcat application is structured. In particular, you understand the purpose of the WEB-INF directory and the web.xml file.
 
 •
 
 You know what a tag library is and how to use one.
 
 I recognize that this is a lot to assume, because the use of JSP and Tomcat in the MySQL world is not so widespread as the use of our other languages with Apache. If you're unfamiliar with JSP or need instructions for installing Tomcat, Appendix B provides the necessary background information. Once you have Tomcat in place, you should install the following components so that you can work through the JSP examples in this book:
 
 •
 
 The
 
 mcb sample application located in the tomcat directory of the recipes
 
 distribution.
 
 •
 
 A MySQL JDBC driver. You may already have one installed for use with the scripts in earlier chapters, but Tomcat needs a copy, too.
 
 •
 
 The JSP Standard Tag Library (JSTL), which contains tags for performing database activities, conditional testing, and iterative operations within JSP pages.
 
 I'll discuss how to install these components, provide a brief overview of some of the JSTL tags, and then describe how to write the JSP equivalent of the MySQL show-tables script that was implemented in Recipe 16.3 using Perl, PHP, and Python.
 
 16.4.4 Installing the mcb Application
 
 Web applications for Tomcat typically are packaged as WAR (web archive) files and installed under its webapps directory, which is roughly analogous to Apache's htdocs document root directory. The
 
 recipes distribution includes a sample application named mcb that you can
 
 use for trying the JSP examples described here. Look in the distribution's tomcat directory, where you will find a file named mcb.war. Copy that file to Tomcat's webapps directory. Here's an example installation procedure for Unix, assuming that the
 
 recipes distribution
 
 and Tomcat are located at /u/paul/recipes and /usr/local/jakarta-tomcat. The command to install mcb.war would look like this:
 
 % cp /u/paul/recipes/tomcat/mcb.war /usr/local/jakarta-tomcat/webapps For Windows, if the relevant directories are D:\recipes and D:\jakarta-tomcat, the command looks like this:
 
 C:\> copy D:\recipes\tomcat\mcb.war D:\jakarta-tomcat\webapps After copying the mcb.war file to the webapps directory, restart Tomcat. As distributed, Tomcat is configured by default to look for WAR files under webapps when it starts up and automatically unpack any that have not already been unpacked. This means that copying mcb.war to the webapps directory and restarting Tomcat should be enough to unpack the
 
 mcb application. When Tomcat finishes its startup sequence, look under webapps and you should see a new mcb directory under which are all the files contained in mcb.war. (If Tomcat doesn't unpack mcb.war automatically, see the sidebar Unpacking a WAR File Manually.) If you like, have a look around in the mcb directory at this point. It should contain several files that clients can request using a browser. There should also be a WEB-INF subdirectory, which is used for information that is private—that is, available for use by scripts in the mcb directory, but not directly accessible by clients. Next, verify that Tomcat can serve pages from the
 
 mcb application context by requesting
 
 some of them from your browser. The following URLs request in turn a static HTML page, a servlet, and a simple JSP page: http://tomcat.snake.net:8080/mcb/test.html http://tomcat.snake.net:8080/mcb/servlet/SimpleServlet http://tomcat.snake.net:8080/mcb/simple.jsp Adjust the hostname and port number in the URLs appropriately for your installation.
 
 Unpacking a WAR File Manually WAR files are actually ZIP-format archives that can be unpacked using jar, WinZip, or any other tool that understands ZIP files. However, when unpacking a WAR file manually, you'll need to create its top-level directory first. The following sequence of steps shows one way to do this, using the jar utility to unpack a WAR file named mcb.war that is assumed to be located in Tomcat's webapps directory. For Unix, change location to the webapps directory, then issue the following commands:
 
 % mkdir mcb % cd mcb % jar xf ../mcb.war For Windows, the commands are only slightly different:
 
 C:\> mkdir mcb C:\> cd mcb C:\> jar xf ..\mcb.war Unpacking the WAR file in the webapps directory creates a new application context, so you'll need to restart Tomcat before it notices the new application.
 
 16.4.5 Installing the JDBC Driver The JSP pages in the
 
 mcb application need a JDBC driver for connecting to the cookbook
 
 database. The following instructions describe how to install the MySQL Connector/J driver; the installation procedure for other drivers should be similar. To install MySQL Connector/J for use by Tomcat applications, place a copy of it in Tomcat's directory tree. Assuming that the driver is packaged as a JAR file (as is the case for MySQL Connector/J), there are three likely places under the Tomcat root directory where you can install it, depending on how visible you want the driver to be:
 
 •
 
 To make the driver available only to the
 
 mcb application, place it in the mcb/WEB-
 
 INF/lib directory under Tomcat's webapps directory.
 
 •
 
 To make the driver available to all Tomcat applications but not to Tomcat itself, place it in the lib directory under the Tomcat root.
 
 •
 
 To make the driver available both to applications and to Tomcat, place it in the common/lib directory under the Tomcat root.
 
 I recommend installing a copy of the driver in the common/lib directory. That gives it the most global visibility (it will be accessible both by Tomcat and by applications), and you'll need to install it only once. If you enable the driver only for the
 
 mcb application by placing a copy in
 
 mcb/WEB-INF/lib, but then develop other applications that use MySQL, you'll need to either copy the driver into those applications or move it to a more global location.
 
 Making the driver more globally accessible also is useful if you think it likely that at some point you'll elect to use JDBC-based session management or realm authentication. Those activities are handled by Tomcat itself above the application level, so Tomcat needs access to the driver to carry them out. Here's an example installation procedure for Unix, assuming that the MySQL Connector/J driver and Tomcat are located at /src/Java/mysql-connector-java-bin.jar and /usr/local/jakarta-tomcat. The command to install the driver would look like this:
 
 % cp /src/Java/mysql-connector-java-bin.jar /usr/local/jakartatomcat/common/lib For Windows, if the components are installed at D:\mysql-connector-java-bin.jar and D:\jakarta-tomcat, the command looks like this:
 
 C:\> copy D:\mysql-connector-java-bin.jar D:\jakarta-tomcat\common\lib After installing the driver, restart Tomcat and then request the following
 
 mcb application page
 
 to verify that Tomcat can find the JDBC driver properly: http://tomcat.snake.net:8080/mcb/jdbc_test.jsp You may need to edit jdbc_test.jsp first to change the connection parameters.
 
 16.4.6 Installing the JSTL Distribution Most of the scripts that are part of the
 
 mcb sample application use JSTL, so it's necessary to
 
 install it or those scripts won't work. To install a tag library into an application context, copy the library's files into the proper locations under the application's WEB-INF directory. Generally, this means installing at least one JAR file and a tag library descriptor (TLD) file, and adding some tag library information to the application's web.xml file. JSTL actually consists of several tag sets, so there are there are several JAR files and TLD files. The following instructions describe how to install JSTL for use with the
 
 •
 
 mcb application:
 
 Make sure that the mcb.war file has been unpacked to create the
 
 mcb application
 
 directory hierarchy under the Tomcat webapps directory. (See Recipe 16.4.416.4.4.") This is necessary because the JSTL files must be installed under the mcb/WEB-INF directory, which will not exist until mcb.war has been unpacked.
 
 •
 
 Get the JSTL distribution from the Jakarta Project web site. Go to the Jakarta Taglibs project page, which is accessible at this URL: http://jakarta.apache.org/taglibs/ Follow the Standard Taglib link to get to the JSTL information page; the latter has a Downloads section from which you can get the binary JSTL distribution.
 
 •
 
 Unpack the JSTL distribution into some convenient location, preferably outside of the Tomcat hierarchy. The commands to do this are similar to those used to unpack Tomcat itself (see Recipe ). For example, to unpack a ZIP format distribution, use the following command, adjusting the filename as necessary:
 
 % jar xf jakarta-taglibs-standard.zip
 
 •
 
 Unpacking the distribution will create a directory containing several files. Copy the JAR files (jstl.jar, standard.jar, and so forth) to the mcb/WEB-INF/lib directory. These files contain the class libraries that implement the JSTL tag actions. Copy the tag library descriptor files (c.tld, sql.tld, and so forth) to the mcb/WEB-INF directory. These files define the interface for the actions implemented by the classes in the JAR files.
 
 •
 
 The mcb/WEB-INF directory contains a file named web.xml that is the web application deployment descriptor file (a fancy name for "configuration file"). Modify web.xml to add
 
 entries for each of the JSTL TLD files. The entries will look
 
 something like this:
 
 • • • • • • •
 
 http://java.sun.com/jstl/core /WEB-INF/c.tld http://java.sun.com/jstl/sql /WEB-INF/sql.tld Each
 
 entry contains a element that specifies the symbolic name by which mcb JSP pages will refer to the corresponding TLD file, and a element that indicates the location of the TLD file under the mcb application directory. (You'll find that web.xml as distributed already contains these entries. However, you should take a look at them to make sure they match the filenames of the TLD files that you just installed in the previous step.)
 
 •
 
 The mcb/WEB-INF directory also contains a file named jstl-mcb-setup.inc. This file is not part of JSTL itself, but it contains a JSTL is used by many of the
 
 <sql:setDataSource> tag that
 
 mcb JSP pages to set up a data source for connecting to the
 
 cookbook database. The file looks like this: • •
 
 <sql:setDataSource var="conn" driver="com.mysql.jdbc.Driver" url="jdbc:mysql://localhost/cookbook" user="cbuser" password="cbpass" /> Edit the
 
 driver, url, user, and password tag attributes as necessary to
 
 change the connection parameters to those that you use for accessing the
 
 cookbook database. Do not change the var attribute.
 
 •
 
 The JSTL distribution also includes WAR files containing documentation and examples (standard-doc.war and standard-examples.war). If you wish to install these, copy them into Tomcat's webapps directory. (You probably should install the documentation so that you can access it locally from your own server. It's useful to install the examples as well, because they provide helpful demonstrations showing how to use JSTL tags in JSP pages.)
 
 •
 
 Restart Tomcat so that it notices the changes you've just made to the
 
 mcb application
 
 and so that it unpacks the WAR files containing the JSTL documentation and examples. If Tomcat doesn't unpack WAR files for you automatically, see the sidebar Unpacking a WAR File Manually. After installing JSTL, restart Tomcat and request the following
 
 mcb application page to verify
 
 that Tomcat can find the JSTL tags properly: http://tomcat.snake.net:8080/mcb/jstl_test.jsp
 
 16.4.7 Writing JSP Pages with JSTL This section discusses the syntax for some of the JSTL tags used most frequently by
 
 mcb JSP
 
 pages. The descriptions are very brief, and many of these tags have additional attributes that allow them to be used in ways other than those shown here. For more information, consult the JSTL specification (see Appendix C). A JSP page that uses JSTL must include a
 
 taglib directive for each tag set that the page
 
 uses. Examples in this book use the core and database tags, identified by the following
 
 taglib directives: The
 
 uri values should match the symbolic values that are listed in the web.xml entries (see Recipe 16.4.6"). The prefix values indicate the initial string used in tag names to identify tags as part of a given tag library. JSTL tags are written in XML format, using a special syntax for tag attributes to include expressions. Within tag attributes, text is interpreted literally unless enclosed within
 
 ${...}, in which case it is interpreted as an expression to be evaluated. The following tags are part of the JSTL core tag set:
 
 
 
 This tag evaluates its
 
 value attribute and is replaced by the result. One common
 
 use for this tag is to provide content for the output page. The following tag would produce the value 3:
 
 
 
 This tag assigns a value to a variable. For example, to assign a string to a variable named
 
 title and then use the variable later in the element of the
 
 output page, do this:
 
 ... This example illustrates a principle that is generally true for JSTL tags: To specify a variable into which a value is to be stored, name it without using To refer to that variable's value later, use it within
 
 ${...} notation.
 
 ${...} so that it is interpreted
 
 as an expression to be evaluated.
 
 This tag evaluates the conditional test given in its
 
 test attribute. If the test result is
 
 true, the tag body is evaluated and becomes the tag's output; if the result is false, the body is ignored:
 
 1 is not equal to 0 The comparison operators are
 
 ==, !=, , =. The alternative operators eq, ne, lt, gt, le, and ge make it easier to avoid using special HTML characters in expressions. Arithmetic operators are +, -, *, / (or div), and % (or mod). Logical operators are && (and), || (or), and ! (not). The special empty operator is true if a value is empty or null: x is empty 
 
 y is not empty 
 
 This is another conditional tag, but it allows multiple conditions to be tested. Include a
 
 tag for each condition that you want to test explicitly, and a tag if there is a "default" case: Please choose an item Please choose only one item Thank you for choosing an item 
 
 This tag acts as an iterator, allowing you to loop over a set of values. The following example uses a
 
 tag to loop through a set of rows in the result set from a query (represented here by the rs variable): id = , name = 
 Each iteration of the loop assigns the current row to the variable
 
 row. Assuming that
 
 the query result includes columns named
 
 id and name, the column values are accessible as row.id and row.name. The JSTL database tags are used to issue queries and access their results:
 
 <sql:setDataSource> This tag sets up connection parameters to be used when JSTL contacts the database server. For example, to specify parameters for using the MySQL Connector/J driver to access the
 
 cookbook database, the tag looks like this:
 
 <sql:setDataSource var="conn" driver="com.mysql.jdbc.Driver" url="jdbc:mysql://localhost/cookbook" user="cbuser" password="cbpass" />
 
 The
 
 driver, url, user, and password attributes specify the connection parameters, and the var attribute names the variable to associate with the connection. By convention, JSP pages in this book use the variable conn, so tags occurring later in the page that require a data source can refer to the connection using the expression
 
 ${conn}.
 
 To avoid listing connection parameters in each JSP page that uses MySQL, a
 
 <sql:setDataSource> tag for connecting to the cookbook database is placed in the include file WEB-INF/jstl-mcb-setup.inc. A JSP page can access the file as follows to set up the connection:
 
 To change the connection parameters used by the
 
 mcb pages, just edit jstl-mcb-
 
 setup.inc.
 
 <sql:update> To issue a statement such as
 
 UPDATE, DELETE, or INSERT that doesn't return rows, use a <sql:update> tag. A dataSource tag attribute indicates the data source, the affected-rows count resulting from the statement is returned in the variable named by the
 
 var attribute, and the statement itself should be specified in
 
 the tag body:
 
 <sql:update var="count" dataSource="${conn}"> DELETE FROM profile WHERE id > 100 Number of rows deleted: 
 
 <sql:query> To process queries that return a result set, use
 
 <sql:query>. As with
 
 <sql:update>, the text of the query is given in the tag body, and the dataSource attribute indicates the data source. The <sql:query> tag also takes a var attribute that names the variable you want to associate with the result set:
 
 <sql:query var="rs" dataSource="${conn}"> SELECT id, name FROM profile ORDER BY id The
 
 mcb JSP pages use rs as the name of the result set variable. Strategies for
 
 accessing the contents of a result set are outlined below.
 
 <sql:param> You can write data values literally into a query string, but JSTL also allows the use of placeholders, which is helpful for values that contain characters that are special in SQL statements. Use a
 
 ? character for each placeholder in the query string, and provide values to be bound to the placeholders using <sql:param> tags in the body of the query-issuing tag. The data value can be specified either in the body of the
 
 <sql:param> tag or in its value attribute: <sql:update var="count" dataSource="${conn}"> DELETE FROM profile WHERE id > ? <sql:param>100 <sql:query var="rs" dataSource="${conn}"> SELECT id, name FROM profile WHERE cats = ? AND color = ? <sql:param value="1" /> <sql:param value="green" /> The contents of a result set returned by
 
 <sql:query> are accessible several ways. Assuming that a result set is available through a variable rs, row i of the result can be accessed either as rs.rows[i] or as rs.rowsByIndex[i], where row number values begin at 0. The first form produces a row with columns that can be accessed by name. The second form produces a row with columns that can be accessed by column number (beginning with 0). For example, if a result set has columns named
 
 id and name, you can
 
 access the values for row three using column names like this:
 
 To use column numbers instead, do this:
 
 You can also use
 
 as an iterator to loop through the rows in a result set. Iterate through rs.rows if you want to access column values by name: id = , name = 
 Iterate through
 
 rs.rowsByIndex to access column values by number:
 
 id = , name = 
 The row count is available as
 
 rs.rowCount:
 
 Number of rows selected: Names of the columns in the result set are available using
 
 rs.columnNames:
 
 
 
 
 16.4.8 Writing a MySQL Script using JSP and JSTL Recipe 16.3 shows how to write Perl, PHP, and Python versions of a script to display the names of the tables in the
 
 cookbook database. With the JSTL tags, we can write a JSP
 
 page that provides that information as follows:
 
 Tables in cookbook Database Tables in cookbook database:
 <sql:query var="rs" dataSource="${conn}"> SHOW TABLES 
 The
 
 taglib directives identify which tag libraries the script needs, and the include directive pulls in the code that sets up a data source for accessing the cookbook database. The rest of the script generates the page content.
 
 This script should be installed in the mcb subdirectory of your Tomcat server's webapps directory, and you can invoke it as follows: http://tomcat.snake.net:8080/mcb/show_tables.jsp Like the PHP script shown in Recipe 16.3, the JSP script does not produce any
 
 Content-
 
 Type: header explicitly. The JSP engine produces a default header with a content type of text/html automatically.
 
 16.5 Encoding Special Characters in Web Output 16.5.1 Problem Certain characters are special in HTML pages and must be encoded if you want to display them literally. Because database content often contains these characters, scripts that include query results in web pages should encode those results to prevent browsers from misinterpreting the information.
 
 16.5.2 Solution Use the methods that are provided by your API for performing HTML-encoding and URLencoding.
 
 16.5.3 Discussion HTML is a markup language—it uses certain characters as markers that have a special meaning. To include literal instances of these characters in a page, you must encode them so that they are not interpreted as having their special meanings. For example, encoded as
 
 < should be
 
 < to keep a browser from interpreting it as the beginning of a tag.
 
 Furthermore, there are actually two kinds of encoding, depending on the context in which you use a character. One encoding is appropriate for general HTML text, another is used for text that is part of a URL in a hyperlink. The MySQL show-tables scripts shown in Recipe 16.3 and Recipe 16.4 are simple demonstrations of how to produce web pages using programs. But with one exception, the scripts have a common failing: they take no care to properly encode special characters that occur in the information retrieved from the MySQL server. (The exception is the JSP version of the script; the
 
 tag used there handles encoding automatically, as we'll discuss
 
 shortly.) As it happens, I deliberately chose information to display that is unlikely to contain any special characters, so they should work properly even in the absence of any encoding. However, in the general case, it's unsafe to assume that a query result will contain no special characters
 
 and thus you must be prepared to encode it. Neglecting to do this often results in scripts that generate pages containing malformed HTML that displays incorrectly. This section describes how to handle special characters, beginning with some general principles, and then discusses how each API implements encoding support. The API-specific examples show how to process information drawn from a database table, but they can be adapted to any content you include in a web page, no matter its source.
 
 16.5.4 General Encoding Principles One form of encoding applies to characters that are used in writing HTML constructs, another applies to text that is included in URLs. It's important to understand this distinction so that you don't encode text inappropriately. Note too that encoding text for inclusion in a web page is an entirely different issue than encoding special characters in data values for inclusion in a SQL statement. The latter issue is discussed in Recipe 2.8.
 
 16.5.4.1 Encoding characters that are special in HTML HTML markup uses
 
 < and > characters to begin and end tags, & to begin special entity names (such as   to signify a non-breaking space), and " to quote attribute values in tags (such as ). Consequently, to display literal instances of these characters, you must encode them as HTML entities so that browsers or other clients understand your intent. To do this, convert
 
 , &, and " to the corresponding HTML entity designators < (less than), > (greater than), & (ampersand), and " (quote). Suppose you want to display the following string literally in a web page:
 
 Paragraphs begin and end with 
 & 
 tags. If you send this text to the client browser exactly as shown, the browser will misinterpret it. (The
 
  and 
 tags will be taken as paragraph markers and the & may be taken as
 
 the beginning of an HTML entity designator.) To display the string the way you intend, the special characters should be encoded as the
 
 , and &, entities:
 
 Paragraphs begin and end with  & 
 tags. The principle of encoding text this way is also useful within tags. For example, HTML tag attribute values usually are enclosed within double quotes, so it's important to perform HTMLencoding on attribute values. Suppose you want to include a text input box in a form, and you want to provide an initial value of
 
 Rich "Goose" Gossage to be displayed in the box.
 
 You cannot write that value literally in the tag like this:
 
 The problem here is that the double-quoted which makes the
 
 value attribute includes internal double quotes,
 
 tag malformed. The proper way to write it is to encode the
 
 double quotes:
 
 When a browser receives this text, it will decode the and interpret the
 
 " entities back to " characters
 
 value attribute value properly.
 
 16.5.4.2 Encoding characters that are special in URLs URLs for hyperlinks that occur within HTML pages have their own syntax, and their own encoding. This encoding applies to attributes within several tags:
 
 Many characters have special meaning within URLs, such as
 
 :, /, ?, =, &, and ;. The
 
 following URL contains some of these characters: http://apache.snake.net/myscript.php?id=428&name=Gandalf Here the
 
 : and / characters segment the URL into components, the ? character indicates that parameters are present, and the & characters separates the parameters, each of which is specified as a name=value pair. (The ; character is not present in the URL just shown, but commonly is used instead of & to separate parameters.) If you want to include any of these characters literally within a URL, you must encode them to prevent the browser from interpreting them with their usual special meaning. Other characters such as spaces require special treatment as well. Spaces are not allowed within a URL, so if you want to reference a page named my home page.html on the site apache.snake.net, the URL in the following hyperlink won't work:
 
 My Home Page URL-encoding for special and reserved characters is performed by converting each such character to
 
 % followed by two hexadecimal digits representing the character's ASCII code.
 
 For example, the ASCII value of the space character is 32 decimal, or 20 hexadecimal, so you'd write the preceding hyperlink like this:
 
 My Home Page Sometimes you'll see spaces encoded as
 
 + in URLs. This too is legal.
 
 16.5.4.3 Encoding interactions Be sure to encode information properly for the context in which you're using it. Suppose you want to create a hyperlink to trigger a search for items matching a search term, and you want the term itself to appear as the link label that is displayed in the page. In this case, the term appears as a parameter in the URL, and also as HTML text between the
 
 and tags.
 
 If the search term is "cats & dogs", the unencoded hyperlink construct looks like this:
 
 cats & dogs That is incorrect because
 
 & is special in both contexts and the spaces are special in the URL.
 
 The link should be written like this instead:
 
 cats & dogs Here,
 
 & is HTML-encoded as & for the link label, and is URL-encoded as %26 for the URL, which also includes spaces encoded as %20. Granted, it's a pain to encode text before writing it to a web page, and sometimes you know enough about a value that you can skip the encoding (see the sidebar Do You Always Need to Encode Web Page Output?"). But encoding is the safe thing to do most of the time. Fortunately, most APIs provide functions to do the work for you. This means you need not know every character that is special in a given context. You just need to know which kind of encoding to perform, and call the appropriate function to produce the intended result.
 
 Do You Always Need to Encode Web Page Output? If you know a value is legal in a particular context within a web page, you need not encode it. For example, if you obtain a value from an integer-valued column in a database table that cannot be
 
 NULL, it must necessarily be an integer. No HTML- or
 
 URL-encoding is needed to include the value in a web page, because digits are not special in HTML text or within URLs. On the other hand, suppose you solicit an integer value using a field in a web form. You might be expecting the user to provide an integer, but the user might be confused and enter an illegal value. You could handle this by displaying an error page that shows the value and explains that it's not an integer. But if the value contains special characters and you don't encode it, the page won't display the value properly, possibly confusing the user further.
 
 16.5.5 Encoding Special Characters Using Web APIs The following encoding examples show how to pull values out of MySQL and perform both HTML-encoding and URL-encoding on them to generate hyperlinks. Each example reads a table named
 
 phrase that contains short phrases, using its contents to construct hyperlinks
 
 that point to a (hypothetical) script that searches for instances of the phrases in some other table. The table looks like this:
 
 mysql> SELECT phrase_val FROM phrase ORDER BY phrase_val; +--------------------------+ | phrase_val | +--------------------------+ | are we "there" yet? | | cats & dogs | | rhinoceros | | the whole > sum of parts | +--------------------------+ The goal here is to generate a list of hyperlinks using each phrase both as the hyperlink label (which requires HTML-encoding) and in the URL as a parameter to the search script (which requires URL-encoding). The resulting links look like this:
 
 are we "there" yet? cats & dogs rhinoceros the whole > sum of parts The links produced by some APIs will look slightly different, because they encode spaces as rather than as
 
 %20.
 
 +
 
 16.5.5.1 Perl The Perl CGI.pm module provides two methods,
 
 escapeHTML( ) and escape( ),
 
 that handle HTML-encoding and URL-encoding. There are three ways to use these methods to encode a string
 
 $str:
 
 •
 
 Invoke
 
 •
 
 use CGI; printf "%s\n%s\n", CGI::escape ($str), CGI::escapeHTML ($str);
 
 •
 
 Create a
 
 escapeHTML( ) and escape( ) as CGI class methods using a CGI:: prefix:
 
 CGI object and invoke escapeHTML( ) and escape( ) as object
 
 methods:
 
 • •
 
 use CGI; my $cgi = new CGI; printf "%s\n%s\n", $cgi->escape ($str), $cgi->escapeHTML ($str);
 
 •
 
 Import the names explicitly into your script's namespace. In this case, neither a object nor the
 
 CGI
 
 CGI:: prefix is necessary and you can invoke the methods as
 
 standalone functions. The following example imports the two method names in addition to the set of standard names:
 
 •
 
 use CGI qw(:standard escape escapeHTML); printf "%s\n%s\n", escape ($str), escapeHTML ($str);
 
 I prefer the last alternative because it is consistent with the CGI.pm function call interface that you use for other imported method names. Just remember to include the encoding method names in the
 
 use CGI statement for any Perl script that requires them, or you'll get
 
 "undefined subroutine" errors when the script executes. The following code reads the contents of the
 
 phrase table and produces hyperlinks from them using escapeHTML( ) and escape( ): my $query = "SELECT phrase_val FROM phrase ORDER BY phrase_val"; my $sth = $dbh->prepare ($query); $sth->execute ( ); while (my ($phrase) = $sth->fetchrow_array ( )) { # URL-encode the phrase value for use in the URL # HTML-encode the phrase value for use in the link label my $url = "/cgi-bin/mysearch.pl?phrase=" . escape ($phrase); my $label = escapeHTML ($phrase); print a ({-href => $url}, $label) . br ( ) . "\n"; }
 
 16.5.5.2 PHP
 
 In PHP, the
 
 htmlspecialchars( ) and urlencode( ) functions perform
 
 HTML-encoding and URL-encoding. They're used as follows:
 
 $query = "SELECT phrase_val FROM phrase ORDER BY phrase_val"; $result_id = mysql_query ($query, $conn_id); if ($result_id) { while (list ($phrase) = mysql_fetch_row ($result_id)) { # URL-encode the phrase value for use in the URL # HTML-encode the phrase value for use in the link label $url = "/mcb/mysearch.php?phrase=" . urlencode ($phrase); $label = htmlspecialchars ($phrase); printf ("%s
\n", $url, $label); } mysql_free_result ($result_id); }
 
 16.5.5.3 Python In Python, the
 
 cgi and urllib modules contain the relevant encoding methods. cgi.escape( ) performs HTML-encoding and urllib.quote( ) does URLencoding:
 
 import cgi import urllib query = "SELECT phrase_val FROM phrase ORDER BY phrase_val" cursor = conn.cursor ( ) cursor.execute (query) for (phrase,) in cursor.fetchall ( ): # URL-encode the phrase value for use in the URL # HTML-encode the phrase value for use in the link label url = "/cgi-bin/mysearch.py?phrase=" + urllib.quote (phrase) label = cgi.escape (phrase, 1) print "%s
" % (url, label) cursor.close ( ) The first argument to
 
 cgi.escape( ) is the string to be HTML-encoded. By default, this function converts , and & characters to their corresponding HTML entities. To tell cgi.escape( ) also to convert double quotes to the " entity, pass a second argument of 1, as shown in the example. This is especially important if you're encoding values to be placed into a double-quoted tag attribute.
 
 16.5.5.4 Java The
 
 JSTL tag automatically performs HTML-encoding for JSP pages. (Strictly speaking, it performs XML-encoding, but the set of characters affected is , &, ", and ', which includes all those needed for HTML-encoding.) By using to display text in a
 
 web page, you need not even think about converting special characters to HTML entities. If for some reason you want to suppress encoding, invoke
 
 
 
 To URL-encode parameters for inclusion in a URL, use the
 
 tag. Specify the URL
 
 string in the tag's
 
 value attribute, and include any parameter values and names in tags in the body of the tag. A parameter value can be given either in the value attribute of a tag or in its body. Here's an example that shows both ways:
 
 sky blue This will URL-encode the values of the
 
 id and color parameters and add them to the end of the URL. The result is placed in an object named urlStr, which you can display as follows:
 
 The
 
 tag does not encode special characters such as spaces in the string supplied in its value attribute. You must encode them yourself, so it's probably best just to avoid creating pages with spaces in their names, to avoid the likelihood that you'll need to refer to them. The
 
 and tags can be used as follows to display entries from the phrase table: <sql:query var="rs" dataSource="${conn}"> SELECT phrase_val FROM phrase ORDER BY phrase_val 
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 17.1 Introduction When you store information in your database, you can easily retrieve it for use on the Web in a variety of ways. Query results can be displayed as unstructured paragraphs or as structured elements such as lists or tables; you can display static text or create hyperlinks. Query metadata can be useful when formatting query results, too, such as when generating an HTML table that displays a result set and uses its metadata to get the column headings for the table. These tasks combine query processing with web scripting, and are primarily a matter of properly encoding any special characters in the results (like
 
 & or <web-app> Adding information to the web.xml file is a matter of placing new elements between the
 
 <web-app> and tags. As a simple illustration, you can add a <welcome-file-list> element to specify a list of files that Tomcat should look for when clients send a request URL that ends with myapp and no specific page. Whichever file Tomcat finds first becomes the default page that is sent to the client. For example, to specify that Tomcat should consider page3.jsp and index.html to be valid default pages, create a web.xml file in the WEB-INF directory that looks like this:
 
 <web-app> <welcome-file-list> <welcome-file>page3.jsp <welcome-file>index.html Restart Tomcat so it reads the new application configuration information, then issue a request that specifies no explicit page:
 
 http://tomcat.snake.net:8080/myapp/ The myapp directory contains a page named page3.jsp, which is listed as one of the default pages in the web.xml file, so Tomcat should execute page3.jsp and send the result to your browser.
 
 B.4 Elements of JSP Pages An earlier section of this appendix described some general characteristics of JSP pages. This section discusses in more detail the kinds of constructs you can use. JSP pages are templates that contain static parts and dynamic parts:
 
 •
 
 Literal text in a JSP page that is not enclosed within special markers is static; it's sent to the client without change. The JSP examples in this book produce HTML pages, so the static parts of JSP scripts are written in HTML. But you can also write pages that produce other forms of output, such as plain text, XML, or WML.
 
 •
 
 The non-static (dynamic) parts of JSP pages consist of code to be evaluated. The code is distinguished from static text by being enclosed within special markers. Some markers indicate page-processing directives or scriptlets. A directive gives the JSP engine information about how to process the page, whereas a scriptlet is a miniprogram that is evaluated and replaced by whatever output it produces. Other markers take the form of tags written as XML elements; they are associated with classes that act as tag handlers to perform the desired actions.
 
 The following sections discuss the various types of dynamic elements that JSP pages can contain.
 
 B.4.1 Scripting Elements Several sets of scripting markers allow you to embed Java code or comments in a JSP page:
 
 The
 
 markers indicate a scriptlet—that is, embedded Java code. The following scriptlet invokes print( ) to write a value to the output page: 
 
 These markers indicate an expression to be evaluated. The result is added to the output page, which makes it easy to display values with no explicit print statement. For example, these two constructs both display the value 3, but the second is easier to write:
 
 
 
 The
 
 markers allow class variables and methods to be declared.
 
 Text within these markers is treated as a comment and ignored. JSP comments disappear entirely and do not appear in the output that is returned to the client. If you're writing a JSP page that produces HTML and you want the comment to appear in the final output page, use an HTML comment instead:
 
 When a JSP page is translated into a servlet, all scripting elements effectively become part of the same servlet. This means that a variable declared in one element can be used by other elements later in the page. It also means that if you declare a given variable in two elements, the resulting servlet is illegal and an error will occur. The
 
 and markers both can be used to declare variables, but differ in their effect. A variable declared within is an object (or instance) variable; it is initialized each time that the page is requested. A variable declared within is a class variable, initialized only at the beginning the life of the page. Consider the following JSP page, counter.jsp, which declares
 
 counter1 as an object variable and counter2 as a
 
 class variable:
 
 Counter 1 is 
 Counter 2 is 
 If you install the page and request it several times, the value of every request. The value of
 
 counter1 will be 1 for
 
 counter2 increments across successive requests (even if
 
 different clients request the page), until Tomcat is restarted. In addition to variables that you declare yourself, JSP pages have access to a number of objects that are declared for you implicitly. These are discussed in "Implicit JSP Objects."
 
 B.4.2 JSP Directives
 
 The
 
 markers indicate a JSP directive that provides the JSP processor with
 
 information about the kind of output the page produces, the classes or tag libraries it requires, and so forth.
 
 
 
 page directives provide several kinds of information, which are indicated by one or more attribute="value" pairs following the page keyword. The following directive specifies that the page scripting language is Java and that it produces an output page with a content type of
 
 text/html:
 
 This particular directive need not actually be specified at all, because
 
 java and
 
 text/html are the default values for their respective attributes. If a JSP page produces non-HTML output, be sure to override the default content type. For example, if a page produces plain text, use this directive:
 
 An
 
 import attribute causes Java classes to be imported. In a regular Java program, you would do this using an import statement. In a JSP page, use a page directive instead:
 
 The date is .
 If you refer to a particular class only once, it may be more convenient to omit the directive and just refer to the class by its full name when you use it:
 
 The date is .

 
 The
 
 include directive inserts the contents of a file into the page translation
 
 process. That is, the directive is replaced by the contents of the included file, which is then translated itself. The following directive causes inclusion of a file named mysetup-stuff.inc from the application's WEB-INF directory:
 
 
 
 A leading
 
 / indicates a filename relative to the application directory (a context-relative path). No leading / means the file is relative to the location of the page containing the include directive. Include files allow content (either static or dynamic) to be shared easily among a set of JSP pages. For example, you can use them to provide standard headers or footers for a set of JSP pages, or to execute code for common operations such as setting up a connection to a database server.
 
 A
 
 taglib directive indicates that the page uses custom actions from a given tag
 
 library. The directive includes attributes that tell the JSP engine how to locate the TLD file for the library and also the name you'll use in the rest of the page to signify tags from the library. For example, a page that uses the core and database-access tags from JSTL might include the following
 
 taglib directives:
 
 The
 
 uri (Uniform Resource Identifier) attribute uniquely identifies the tag library so
 
 that the JSP engine can find its TLD file. The TLD defines the behavior (the interface) of the actions so that the JSP processor can make sure the page uses the library's tags correctly. A common convention for constructing unique
 
 uri values is to use a string that includes the host from which the tag library originates. That makes the uri value look like a URL, but it's just an identifier; it doesn't mean that the JSP engine actually goes to that host to fetch the descriptor file. The rules for interpreting the
 
 uri value are described in Recipe B.4.4." The
 
 prefix attribute indicates how tags from the library will be invoked. The
 
 directives just shown indicate that core and database tags will have the forms
 
 and <sql:xxx>. For example, you can use the out tag from the core library as follows to display a value:
 
 Or you might issue a query with the database
 
 query tag like this:
 
 <sql:query var="result" dataSource="${conn}"> SHOW TABLES 
 
 B.4.3 Action Elements
 
 Action element tags can refer to standard (predefined) JSP actions, or to custom actions in a tag library. Tag names include a prefix and a specific action:
 
 •
 
 Tag names with a
 
 jsp prefix indicate predefined action elements. For example, <jsp:forward> forwards the current request to another page. This action is available to any page run under a standard JSP processor.
 
 •
 
 Custom actions are implemented by tag libraries. The prefix of the tag name must match the
 
 prefix attribute of a taglib directive that appears earlier in the
 
 page, so that the JSP processor can determine which library the tag is part of. To use custom tags, the library must be installed first. See "Using a Tag Library." Actions are written as XML elements within a JSP page, and their syntax follows normal XML rules. An element with a body is written with separate opening and closing tags:
 
 x is zero If the tag has no body, the opening and closing tags can be combined:
 
 <jsp:forward page="some_other_page.jsp" />
 
 B.4.4 Using a Tag Library Suppose that you have a tag library consisting of a JAR file mytags.jar and a tag library descriptor file mytags.tld. To make the library available to the JSP pages in a given application, both files must be installed. Typically, you'd put the JAR file in the application's WEB-INF/lib directory and the TLD file in the WEB-INF directory. A JSP page that uses the tag library must include an appropriate
 
 taglib directive before
 
 using any of the actions that the library provides:
 
 The
 
 prefix attribute tells Tomcat how you'll refer to tags from the library in the rest of the JSP page. If you use a prefix value of mytags, you can refer to tags later in the page like this:
 
 <mytags:sometag attr1="attribute value 1" attr2="attribute value 2"> tag body The
 
 prefix value is a name of your own choosing, but you must use it consistently
 
 throughout the page, and you cannot use the same value for two different tag libraries.
 
 The
 
 uri attribute tells the JSP processor how to find the tag library's TLD file. The value can
 
 be either direct or indirect:
 
 •
 
 You can specify the
 
 uri value directly as the pathname to the TLD file, which
 
 typically will be installed in the WEB-INF directory:
 
 A leading
 
 / indicates a filename relative to the application directory (a context-relative path). No leading / means the file is relative to the location of the page containing the taglib directive. If an application uses lots of tag libraries, a common convention for keeping TLD files from cluttering up the WEB-INF directory is to put them in a tld subdirectory of the WEB-INF directory. In that case, the
 
 uri value would be written like this instead:
 
 The disadvantage of specifying a TLD file pathname directly is that if a new version of the tag library is released and the TLD file has a different name, you'll need to modify the
 
 •
 
 taglib directive in every JSP page that refers to the file.
 
 Another way to specify the location of the TLD file is by using the pathname to the tag library JAR file:
 
 The JSP processor can find the TLD file this way, provided a copy of it is included in the JAR file as META-INF/taglib.tld. However, this method suffers the same problem as specifying the TLD filename directly—if a new version of the library comes out with a different JAR file pathname, you must update
 
 taglib directives in individual JSP
 
 pages. It also doesn't work for containers that can't find TLD files in JAR files. (Older versions of Tomcat have this problem, for example.)
 
 •
 
 A third way to specify the location of the TLD file is to do so indirectly. Assign a symbolic name to the library and add a
 
 entry to the application's
 
 web.xml file that maps the symbolic name to the pathname of the TLD file. Then refer to the symbolic name in your JSP pages. Suppose you define the symbolic name for the
 
 mytags tag library as:
 
 http://terrific-tags.com/mytags
 
 The
 
 entry in web.xml should list the symbolic name and provide the
 
 path to the corresponding TLD file. If the file is installed in the WEB-INF directory, write the entry like this:
 
 http://terrific-tags.com/mytags /WEB-INF/mytags.tld If the file is installed in WEB-INF/tld instead, write the entry like this:
 
 http://terrific-tags.com/mytags /WEB-INF/tld/mytags.tld Either way, you refer to the tag library in JSP pages using the symbolic name, like this:
 
 Using a symbolic TLD name involves a level of indirection, but has a significant advantage in that it provides a more stable means by which to refer to the tag library in JSP pages. You specify the actual location of the TLD file only in web.xml, rather than in individual JSP pages. If a new version of the tag library comes out and the TLD file has a different name, just change the
 
 value in
 
 web.xml and restart Tomcat to allow your JSP pages to use the new library. There's no need to change any of the JSP pages.
 
 B.4.5 Implicit JSP Objects When a servlet runs, the servlet container passes it two arguments representing the request and the response, but you must declare other objects yourself. For example, you can use the
 
 response argument to obtain an output-writing object like this: PrintWriter out = response.getWriter ( ); A convenience that JSP provides in comparison to servlet writing is a set of implicit objects— that is, standard objects that are provided as part of the JSP execution environment. You can refer to any of these objects without explicitly declaring them. Thus, in a JSP page, the
 
 out
 
 object can be treated as having already been set up and made available for use. Some of the more useful implicit objects are:
 
 pageContext An object that provides the environment for the page.
 
 request An object that contains information about the request received from the client, such as the parameters submitted in a form.
 
 response The response being constructed for transmission to the client. You can use it to specify response headers, for example.
 
 out The output object. Writing to this object through methods such as
 
 print( ) or
 
 println( ) adds text to the response page. session Tomcat provides access to a session that can be used to carry information from request to request. This allows you to write applications that interact with the user in what seems to the user as a cohesive series of events. Sessions are described more fully in Chapter 19.
 
 application This object provides access to information that is shared on an application-wide basis.
 
 B.4.6 Levels of Scope in JSP Pages JSP pages have access to several scope levels, which can be used to store information that varies in how widely available it is. The scope levels are:
 
 Page scope Information that is available only to the current JSP page.
 
 Request scope Information that is available to any of the JSP pages or servlets that are servicing the current client request. It's possible for one page to invoke another during request processing; placing information in request scope allows such pages to communicate with each other.
 
 Session scope Information that is available to any page servicing a request that is part of a given session. Session scope can span multiple requests from a given client.
 
 Application scope Information that is available to any page that is part of the application context. Application scope can span multiple requests, sessions, or clients. One context knows nothing about other contexts, but pages served from within the same context can share information with each other by registering attributes (objects) in one of the scopes that are higher than page scope. To move information into or out of a given scope, use the
 
 setAttribute( ) or
 
 getAttribute( ) methods of the implicit object corresponding to that scope (pageContext, request, session, or application). For example, to place a string value tomcat.snake.net into request scope as an attribute named myhost, use the request object: request.setAttribute ("myhost", "tomcat.snake.net");
 
 setAttribute( ) stores the value as an Object. To retrieve the value later, fetch it by name using getAttribute( ) and then coerce it back to string form: Object obj; String host; obj = request.getAttribute ("myhost"); host = obj.toString ( ); When used with the
 
 pageContext object, setAttribute( ) and getAttribute( ) default to page context. Alternatively, they can be invoked with an additional parameter of PAGE_SCOPE, REQUEST_SCOPE, SESSION_SCOPE, or APPLICATION_SCOPE to specify a scope level explicitly. The following statements have the same effect as those just shown:
 
 pageContext.setAttribute ("myhost", "tomcat.snake.net", pageContext.REQUEST_SCOPE); obj = pageContext.getAttribute ("myhost", pageContext.REQUEST_SCOPE); host = obj.toString ( );
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 check_set_value( ) checkbox_group( ) (Perl) checkboxes chmod command click to sort headings, query results tables clickable hyperlinks, generating from query results clicksort.php client library client-server architecture client-server protocol clients [See also mysql]2nd 3rd accounts, creating APIs capabilities finding out whoÕs connected sequences, retrieving on server-side retrieval, compared to cmdline.java cmdline.pl problems with cmdline.py code reuse column definitions files for ALTER TABLE statements NULL and default value attributes, impact on column types 2nd AUTO_INCREMENT columns, integer types requirement date and time DATE DATETIME 2nd functions used on TIME 2nd TIMESTAMP 2nd first in record records, creation and modification time columns adding to tables aliases as input columns in queries column concatenation and joins and using in programs BINARY type, case sensitivity character conversion from fixed-length to variable-length types combining to construct composite values default values displaying with column name aliases order, control of dropping from tables extraction, rearranging indexes, numbering lists, displaying using table information LONGBLOB MEDIUMBLOB metadata, getting for
 
 moving in tables names, quoting in pattern strings non-unique column names, handling in result sets NULL values and empty fields, distinguishing renaming selection of all but a few specifying input order in data loads trailing spaces, preserving in string columns types case sensitivity of changing mapping to web page elements combine( ) (Perl) comma-separated values file format [See CSV] ÒCommand not foundÓ error command-line options [See options] COMMIT statement communications protocols and APIs comparison operators for NULL values in records JSTL strings, using on component extraction functions, using for decomposing dates and times computed summaries [See also summaries]2nd CONCAT( ) 2nd 3rd 4th MAX-CONCAT trick single strings, representing multiple column values as configuration variables, for specifying library file locations connect( ) (Java), implementing from library file connect( ) (Perl) arguments connect( ) (PHP MySQL_Access class) connect( ) (Python) Connect.java connect.php testing connect.pl connect.py connection parameters obtaining from option files Java 2nd Perl 2nd PHP 2nd Python option files, specifying with connection parameters, obtaining Python from option files content-type headers elements cookbook_connect( ) (PHP) Cookbook_DB_Access class (PHP) 2nd cookies PERLSESSID
 
 correlation coefficients, calculating COUNT( ) COUNT(*) and COUNT(expr) IF( ) and NULL values and speed on different table types WHERE clauses and count( ) PHP column counts and COUNT(*) avoiding errors using COUNT(DISTINCT) NULLs, including in a count count_rows.sh counting summaries [See also summaries]2nd 3rd CPAN (Comprehensive Perl Archive Network) CREATE DATABASE statement CREATE INDEX statement CREATE TABLE ... SELECT statement CREATE TABLE statement 2nd AUTO_INCREMENT columns, including multi-column PRIMARY KEYs, creating tables with specifying transactional type table structure, getting with CREATE TEMPORARY TABLE statement 2nd credit card numbers, pattern for matching csh PATH environment variable, setting CSV (comma-separated values) file format 2nd CSV (comma-separated values) format, converting output to cumulative sums, finding using self-joins CURDATE( ) 2nd 3rd 4th current date or time, determining cursors MySQL and CURTIME( ) CustomLog directives 2nd cut utility cvt_date.pl cvt_file.pl options cycles, generating Cygwin (Cygnus tools for Windows) D
 
 data exporting and importing [See data transfers] data source name [See DSN] data transfers 2nd [See also datafiles] between MySQL and Microsoft Access data content issues databases, copying between servers date values, converting year format from two-digit to four-digit dates, exportation in new format, Perl script for
 
 exporting files with NULL values from MySQL FileMaker Pro and MySQL, between format conversion issues importing files with NULLs into MySQL LOAD DATA [See LOAD DATA statement] Microsoft Excel and MySQL, between mysql, redirection of output mysqlimport NULLs query results, exporting from MySQL recurring problems shell command invocation tables, copying between servers tables, exporting to files temporary tables, via validation XML, exporting query results as data types, case sensitivity database name qualifiers DATABASE( ) database-independent architecture databases copying to another server current database, determining design guidelines listing all on a server multi-database table joins selecting SQL format, exporting in storing images on, pros and cons tables, listing all testing for existence of datafiles columns, extracting and rearranging formats converting hex dump programs, checking with line-ending sequences loading [See LOAD DATA statement] NULLs, checking representation of NULLs, representing in structural information tab-delimited file format, linefeed-terminated table structure, determining from validating DATE column type date formats and pattern matching date-and-time values conversion to seconds generation from a date and time date-related functions DATE_ADD( ) 2nd 3rd DATE_FORMAT( ) 2nd 3rd 4th 5th 6th TIMESTAMP values, for reformatting using for portions of dates DATE_SUB( ) 2nd 3rd
 
 dates adding time to anniversary dates, calculating calculated, for setting record lifetimes calculating intervals between Perl, using calculating one from another using substring replacement comparison conversion to days date conversion utilities, writing date values, combining with time values decomposing component-extraction functions, using formatting functions, using string functions, using determining for current week days finding for weekdays of other weeks Perl, using finding the day of the week for first and last days of month, determining intervals vs. spans intervals, calculating in years in months ISO 8601 standard ISO dates, generating from non-ISO dates leap years, detection of numbers, treating as retrieving in non-ISO format shifting by a given amount sorting by SQL statement, conversion using synthesizing component-extraction functions, using formatting functions, using temporary tables, format conversion using time zone adjustments validity checking on subparts with missing components, conversion to ISO format written month to numeric month format, conversion from year format, conversion from two-digit to four-digit DATETIME column type 2nd vs. TIMESTAMP for recording record modification time DATETIME values, grouping in managable categories DAYNAME( ) 2nd 3rd 4th DAYOFMONTH( ) 2nd 3rd DAYOFWEEK( ) 2nd 3rd 4th DAYOFYEAR( ) 2nd Òon this dayÓ problems, and sorting issues days, conversion to dates days_in_month( ) DBD::mysql module DBI module (Perl) 2nd error checking, attributes for DBI:mysql:options module DBTools
 
 datafiles, determining table structure using importation, Microsoft Accesss tables to MySQL web site default values ALTER TABLE and columns defined( ) (Perl) definition lists, web scripting query results as [See also lists]2nd DELETE É LIMIT bug affecting some MySQL versions for removal of duplicate records from tables DELETE statement multiple-table syntax rows, finding the number affected unattached records, deleting delete_dups( ) deleting related rows in multiple tables by replacing tables cascaded deletes mysql, using programmatic deletion DESC sort order 2nd DictCursor cursor type (Python) disconnect( ) (PHP MySQL_Access class) display_image.pl displayResultSet( ) (Java) 2nd DISTINCT 2nd and expressions do( ) (Perl) placeholders, binding values to rows affected by a query, counting doGet( ) (Java) doPost( ) (Java) DOS command-line environment, limitations of double quotes (") download.php DriverManager.getConnection( ) (Java) DROP clause DROP DATABASE statement, immunity to ROLLBACK DROP INDEX statement DSN (data source name) MySQL, format for duplicate records case sensitivity and identifying joining a summary to the original table identifying and counting identifying specific records methods of handling preventing at record-creation time AUTO_INCREMENT columns for PRIMARY KEYs bulk-load operations, during INSERT IGNORE statement REPLACE statement queries that result in none
 
 queries, detecting with self-joins, eliminating from specific instances, removal using LIMIT tables, eliminating from by adding an index table replacement, using E ELT( ) email addresses, links to, generating email addressing, pattern matching for email damage to datafiles embedded queries comparisons including NULL empty_to_null.pl encapsulation security advantages ENCLOSED BY subclause encoding of column values end_form( ) (Perl) ENUM columns case sensitivity column definitions, adding elements to definitions, obtaining hashes, for testing legality of data input values, validating member lists, obtaining radio buttons, using for renaming, column definition issues ENUM values, treatment as strings environment variables for specifying library file locations PATH PERL5LIB PYTHONPATH sys.path (Python) error checking importance of Java API, using MySQL query log Perl API, using PHP API, using post-connection check Python API, using testing of error handling, PHP MySQL_Access class error( ) (PHP MySQL_Access class) Error.java escape sequences 2nd escape( ) (Perl) ESCAPED BY subclause escapeHTML( ) (Perl) escaping of characters, parameter binding operations and etEnumOrSetValues( ) (Java) eval blocks
 
 events, counting client specific value, retrieving except blocks (Python) --execute option execute( ) (Java) execute( ) (Perl) placeholders, binding values to rows affected by a query, counting executeQuery( ) (Java) 2nd executeUpdate( ) (Java) 2nd rows affected by a query, counting exporting data [See data transfers] expressions results, grouping by results, sorting by using aliases in sort operations EXTRACT( ) applied to CURDATE( ) or NOW( ) F
 
 fetchall( ) (Python) fetchrow_array( ) (Perl) 2nd fetchrow_arrayref( ) (Perl) fetchrow_hashref( ) (Perl) field delimiters FIELDS clause format characters, specification in hex notation subclauses FieldStorage( ) (Python) FILE privilege file uploads processing FileMaker Pro Ctrl-K, mapping of carriage returns, linefeeds to merge files merge format MySQL, data exchange with filename extensions indication of processor type, using filename extensions in Windows files, storing queries in filesystems, storing images on finish( ) (Perl) FIRST floating-point numbers, pattern for matching FLOOR( ) 2nd foreign keys tags file uploads, enabling format specifier, Python (%) formatting functions, using to decompose dates and times formatting of result sets for display forms database records, loading to
 
 column values, using for element defaults hidden unique value fields, inclusion of file uploads, enabling input collecting POST queries, constructing from validating via GET lists, HTML encoding of content malicious input, handling multiple-pick elements, creating from database content single-pick elements, creating from database content free_result( ) (PHP MySQL_Access class) frequency distributions charting in MySQL forcing inclusion of categories outside the range generating frequency distributions, generating uses for FROM_DAYS( ) 2nd 3rd from_excel.pl FROM_UNIXTIME( ) 2nd FTP transfers, line-terminator translation full joins results, potential size of FULLTEXT indexes FULLTEXT searches AND operator IN BOOLEAN MODE index adding minimum word length MATCH( ) phrase searches search words, requiring or excluding vs. SQL pattern matching SQL pattern matching, combining with fully qualified names for databases fully qualified table references 2nd functions Python vs. PHP G GB (games-behind) value joins, for calculating values GET requests get_param_val( ) (PHP) 2nd get_self_path( ) (PHP) get_table_handlers( ) (Perl) get_upload_info( ) (PHP) getColumnCount( ) (Java) getColumnDisplaySize( ) (Java) getEnumOrSetValues( ) (Java) getLastInsertID( ) (Java)
 
 getMetaData( ) (Java) getObject( ) (Java) Getopt class (Java) getopt( ) (Python) Getopt::Long module GetOptions( ) (Perl) -p support, peculiarities of getResultSet( ) (Java) GRANT statement GROUP BY clause duplicates, preventing in query results with per-group descriptive statistics, application to GROUP BY clauses 2nd errors associated with expressions, using with range values summaries for temporal values and groups guess_table.pl H
 
 Harness.java harness.php harness.pl harness.py hash keys hashes caching of checked lookup values, using for ENUM values, for testing legality of hash key collisions lookup tables, creation from HAVING clauses COUNT( ), using with headers here-documents hex dump programs, datafile checking with history files hit counters counting multiple pages methods for writing Perl PHP hit logging client and host information, tracking Java host, default values HOUR( ) 2nd HTML (Hypertext Markup Language) 2nd [See also web pages] form lists, encoding of query results, outputting to special characters, encoding for display --html option htmlspecialchars( ) (PHP) 2nd
 
 httpdlog.pl hyperlinks, generating from query results I ID values, joining to descriptive information in another table id values, multiple columns as single strings, representing IF( ) IFNULL( ) IGNORE clause IGNORE keyword IGNORE n LINES clause images database vs. filesystem storage filename extensions for Content-Type headers retrieving from MySQL storing in MySQL LOAD_FILE( ), using scripts, using tags for script references instead of images import java.sql.* statement importing data [See data transfers] IN BOOLEAN MODE searches IN( ) subselects mysql, simulating with two instances include files, handling of PHP code indexes adding to tables AUTO_INCREMENT columns, with more than one dropping from tables joins and multi-column, setting up ini_set( ) (PHP) InnoDB tables sequencing in input copy and paste as source element for file uploads INSERT IGNORE statement duplicates, preventing with INSERT INTO ... SELECT statement INSERT INTO É SELECT statement inserting records in a table that include values from another INSERT query rows, finding the number affected INSERT statement insert_id( ) (Python) insertid attribute (Perl) integer types AUTO_INCREMENT columns and value ranges interpret_option( ) (Perl) IS NOT NULL IS NULL is_24hr_time( )
 
 is_ampm_time( ) is_valid_date( ) 2nd ISAM tables MySQL versioning and rollback support, lack of sequencing in ISNULL( ) ISO 8601 standard (dates) isoize_date.pl isset( ) (PHP) issue_query( ) (PHP MySQL_Access class) parameter binding with item-tracking via cyclic sequences J Jakarta ORO library Jasper Java applications Class.for.Name( ), Java implementation issues client-server connectivity column indexes, numbering connection parameters, obtaining from option files connection, database selection, disconnection encoding special characters using error handling 2nd event counts, retrieval using form elements, generation from column metadata hit logging JSP scripts library files multi-pick list elements, creating MySQL and NULL values explicit checking representing in pattern matching libraries programs running in a web environment queries column values, retrieving JDBC objects, closure of reusable, writing query results, web scripting definition lists email addresses, outputting as hyperlinks, outputting as ordered lists, outputting as paragraph text, displaying as tables, displaying unordered lists records changed by a query, counting references result set metadata, obtaining SDK (software development kit), installing
 
 sequence values, accessing with server information, acquisition using servlet containers (servlet engines) servlets 2nd contexts vs. PHP session management JSP session application methods table information, methods of obtaining transactions web input extraction conventions web scripts in the JSP specification web scripts, request path web site Java Database Connectivity [See JDBC] JDBC (Java Database Connectivity) 2nd 3rd AUTO_INCREMENT values, obtaining via drivers installing Tomcat servers, making available to methods, exceptions thrown by MySQL driver, lack of option support null values and placeholder support queries reusable, writing sessions in MySQL, saving via Tomcat servers drivers, directory location on drivers, installing on MySQL, drivers for transactions Version 2, scrollable result set jdbc_test.jsp joins 2nd filling holes in a list full joins results, potential size of indexes and LEFT JOINs minimum or maximum values per group, finding NATURAL LEFT JOINs NATURAL RIGHT JOINs query output order, controlling with related table updates, using for result sets and aliases RIGHT JOINs self-joins [See self-joins] subselects, rewriting as IN( ) subselects summaries via between tables in different databases team standings, calculation using three-way joins many-to-many relationships
 
 one-to-many relationships USING and using to create lookup tables from descriptive labels WHERE clauses and using to match rows in two tables JSP (JavaServer Pages) 2nd action elements custom actions directives elements of form elements, generation with metadata hit logging implicit objects JDBC drivers, installation for 2nd JSP requests JSTL distribution, installing for JSTL, writing with levels of scope vs. MicrosoftÕs Active Server Pages (ASP) multi-pick list elements, creating MySQL scripts, using for MySQL scripts, writing with placeholder and quoting techniques pop-up menus query results, displaying as definition lists as hyperlinks 2nd as lists as paragraphs as tables as unmarked lists as unordered lists radio buttons, displaying request path scripting elements scripts, functioning of session application example session support tag libraries, using Tomcat servers and 2nd Tomcat session interface vs. servlets web input extraction conventions web page generation XML and JSTL (JSP Standard Tag Library) 2nd comparison, arithmetic, and logical operators core tags database tags distribution, getting and installing JAR and TLD files, directory locations for JSP pages, writing with JSP, installing for MySQL scripts, using for TLD files
 
 K key values in hash tables for checked data for validation checking keys multiple columns, comprising 2nd ksh PATH environment variable, setting L LAST_INSERT_ID( ) client-specific count value, retrieving with connection-specific basis for value leap year calculations conditions for determining four-digit year values and month-length calculations, using for Perl, using testing a year for leap year year-length calculations using LEFT JOINs cascaded deletes and childless parent records consistency checks, using for identifying unattached records NOT IN( ) subselects, using in place of ON clauses and related table updates, using for in self-joins unattached records, finding and removing from related tables WHERE clauses and LEFT( ) li( ) (Perl) library files connection, error checking installation location ownership and access issues security advantages of writing LIKE clauses database existence, testing for with tables, testing for existence using LIKE operators LIMIT clause 2nd 3rd 4th appropriate values, choosing duplicate records, using to remove LIMIT values, calculating from expressions sorting of results line terminators, different operating systems line-ending sequences linear regressions, calculating LINES clause format characters, specification in hex notation LINES TERMINATED BY clause 2nd links
 
 using to sort query results in a web page Linux Tomcat servers, starting and stopping lists web scripting query results as definition lists nested lists ordered lists unmarked lists unordered lists LOAD DATA statement 2nd [See also data transfers] CSV files, importing datafile location, specifying datafile, contents, checking default file format for duplicate index values, handling email damage to datafiles end of process messages, interpreting error warning diagnostic utility for error warnings escaped characters, handling file format, specifying FTP transfers, data load errors caused by IGNORE n LINES clause important limitations LINES TERMINATED BY clause LOCAL keyword absolute and relative pathnames NULLs, representation by quoted values, handling reading files from different operating systems skipping datafile columns specifying column input order load_diag.pl limitations logging on MySQL logging enabled servers options to LOAD_FILE( ) localtime( ) (Perl) LOCATE( ) case sensitivity LOCK statement locking transactions, as alternative to logfiles analyzing indexing of purging and archiving LogFormat directives LogFormat field specifiers logging of interactive sessions of users to server databases logfiles, analyzing
 
 set up LONGBLOB columns lookup tables caching of checked values in a hash data storage space, saving with hashes, constructing from using for creation of new records LOWER( ) 2nd LPAD( ) canonizing dates to ISO standard M Mac OS file line terminators magic_quotes_gpc setting, PHP make_checkbox_group( ) (Python) make_date_list.pl make_dup_count_query( ) (Perl) make_ordered_list( ) (PHP) make_ordered_list( ) (Python) make_popup_menu( ) (PHP) make_popup_menu( ) (Python) make_radio_group( ) (PHP) make_scrolling_list( ) (PHP) make_table_from_query( ) many-to-many relationships 2nd tables, designing for map( ) (Perl) master-detail lists and summaries, producing MATCH( ) MAX( ) 2nd case sensitivity, managing legal arguments to sequence values and MAX-CONCAT trick 2nd mcb sample application, installation mcb/WEB-INF directory mean, calculation using aggregate functions median, calculating MEDIUMBLOB columns merge files, FileMaker Pro merge format metacharacters metadata attribute names, array-based metadata attributes, PHP database dependence of databases, listing ENUM columns, validation of input data, using for formatting of result sets, using for getting table structure information SHOW COLUMNS statement, using hash, conversion of legal ENUM members to records, obtaining number affected by a query using Java using Perl
 
 using PHP using Python result set information, obtaining Java, using Perl, using PHP, using Python, using SELECT... WHERE, getting with for servers, obtaining SET columns, validation of input data, using for table structure information, getting table structure information, using in SELECT queries table structure, getting using result set metadata tables structure information, uses for tables, listing Microsoft Access MySQL, data exchange with Excel MySQL, data exchange with Windows [See Windows] MID( ) MIN( ) case sensitivity, managing legal arguments to MINUTE( ) 2nd missing values, counting MOD( ) 2nd mode, calculating MODIFY statement explicit specification, NULLs and default values modularization monddccyy_to_iso.pl MONTH( ) month-length calculations and leap years MONTHNAME( ) months length determining months, first and last days, determining multi-column indexes, setting up multipage navigation indexes, generating from database content multiple-pick form elements creating form database content types my.cnf my.cnf file my.ini my_print_defaults utility MyISAM tables AUTO_INCREMENT columns and initial value for new sequence columns, specifying multi-column keys rollback support, lack of sequence features
 
 sequencing in MyODBC mysql -e option -N option -ss option MySQL Apache servers, logging logfiles, analyzing set up APIs used with Versions mysql auto-completion ÒBad command or invalid filenameÓ error batch mode MySQL binary data, storing in LOAD_FILE( ), using retrieving from scripts, using mysql calculator, using as MySQL client library clients column types mysql ÒCommand not foundÓ error command syntax command-line options [See options] connection parameters option files, specifying with MySQL cursors and date format date year format, conversion criteria for DELETE É LIMIT bug drivers and APIs escape sequences FileMaker Pro, data exchange with mysql host, default values for MySQL images, storing in 2nd LOAD_FILE( ), using scripts, using mysql IN( ) subselects, simulating with two instances MySQL JDBC drivers library files [See library files] localhost mysql logging interactive sessions MySQL
 
 Microsoft Access, data exchange with Microsoft Excel, data exchange with object-oriented interfaces mysql options [See options] PATH MySQL PHP object-oriented interfaces producing interactive content on the Web, using for prompts used in mysql queries, reading from other programs query editor MySQL query results, exporting mysql redirection of output MySQL references mysql related table updates MySQL scripts JSP and JSTL, writing with servers Telnet and session information storage, using for Perl interface PHP interface Tomcat server (Java) mysql sessions queries reusing shell scripts, invocation within MySQL software, obtaining source code and sample data mysql starting and terminating statement terminator (semicolon) MySQL TIME values mysql unattached records, deletion using MySQL user accounts, creating versions customizing applications for 3.23.2 and ORDER BY clauses web input processing web site XML documents, importing into MySQL servers alternatives to transaction support concurrency integrity
 
 monitoring impact of monitoring transactions [See transactions] MySQL_Access class (PHP) 2nd issue_query( ) parameter binding with methods connect( ) disconnect( ) error( ) free_result( ) issue_query( ) prepare_query( ) sql_quote( ) mysql_affected_rows( ) (PHP) rows affected by a query, counting mysql_connect( ) mysql_data_seek( ) (PHP) mysql_errno( ) mysql_error( ) mysql_fetch_assoc( ) (PHP) mysql_fetch_object( ) (PHP) mysql_field_count( ) (PHP) mysql_free_result( ) (PHP) .mysql_history file mysql_insert_id( ) (PHP) mysql_insertid attribute (Perl) mysql_pconnect( ) mysql_query( ) result sets and mysql_query( ) (PHP) mysql_select_db( ) mysql_socket option mysql_to_excel.pl mysql_to_filemaker.pl mysql_to_text.pl command-line options mysql_to_xml.pl mysql_uptime.bat mysql_uptime.sh mysqlc, line editing in Win95, 98, or Me mysqld mysqldump --all-databases option and grant table issues --tab option without --tab option databases, copying between servers FILE privilege, requirement for output format, controlling output formatting options piped to mysql table structure information, getting with 2nd tables, copying between servers tables, exporting to files tables, specifying MySQLFront
 
 datafiles, determining table structure using importation of Microsoft Access tables into MySQL mysqlimport --ignore-lines option --lines-terminated-by option --local option column input order, specifying CSV files, importing datafile location, specifying dump files, inapplicability to error warning diagnostic utility for error warnings escape values, specifying file format, specifying NULLs, representation by quote values, specifying MysqlPerl N name( ) (Perl) navigation indexes generating from database content multipage indexes single page indexes negation operators in queries negative integers, pattern for matching nested lists, web scripting query results as [See also lists]2nd new( ) (Perl) --no-auto-rehash non-string values, pattern matching to None (Python) normalizing of tables NOT IN( ) subselects programs, simulating in NOT LIKE operators NOT NULL clause and PRIMARY KEYs NOT REGEXP NOW( ) 2nd NUL NULL values aggregate functions and ALTER TABLE and AUTO_INCREMENT columns and COUNT( ) and COUNT(DISTINCT), inclusion by counting for summaries embedded queries, handling in file transfers, validating format for Java, representation mapping to higher values than non-NULLs mapping to other values for display mapping to zero Perl, representing in PHP, representing in
 
 Python, representation in queries and inclusion in representing in datafiles sorting operations and SQL pattern matching and summaries and UNIQUE indexes and numeric values, pattern matching of O object-oriented MySQL interfaces PHP two-level architecture vs. function-based scripts (PHP) od program ODBC ON clauses, LEFT JOINs and one-to-many relationships one-to-one relationships operating systems line-ending sequences option files C API support connection parameters, obtaining from Java Perl PHP Python format groups long form options platform specific issues securing specifying connections using options -A (--no-auto-rehash) -B (--batch) command-line parameters, short or long connection parameters option files -e (--execute) -E (--vertical) -H (--html) -N (--skip-column-names, MySQL 3.22.20) --pager 2nd -s short and long --silent -t (--table) \t and \T (--tee) -v -X (--xml, MySQL 4.0) ORDER BY clauses 2nd [See also sorting]3rd 4th case sensitivity, binary and non-binary strings
 
 expressions and MySQL versions ORDER BY RAND( ) clause 2nd ordered lists, web scripting query results as [See also lists]2nd output delimiters, selecting format in non-interactive mode format, setting paging of redirection style, interactive vs. batch mode verbosity of, controlling override argument (Perl) P
 
 p( ) (Perl) p1|p2|p3 (matching any of listed patterns) page-generating packages paged displays links to each page of a query result paging styles presenting output in linked pages previous and next page links PAGER paging output param( ) (Perl) parameter binding operations and reserved characters parameters command-line and option file, mixing connection, specifying parent-child relationship of keys and foreign keys parentheses ( ) parentheses, for sorting SELECT results in UNIONs passwords securing 2nd PATH environment variable setting pattern matching [See also SQL pattern matching]2nd alternations case sensitivity, controlling case sensitivity, managing in column names, escaping SQL pattern characters in dates email addresses ENUM column input data, validation via vs. FULLTEXT searches literal metacharacters non-string values patterns for numeric values regular expressions, using SET column input data, validation via times URLs pattern metacharacters, matching literally
 
 PEAR (PHP Extension and Add-on Repository) archive per-group descriptive statistics, calculating Perl @ARGV array @INC array array-based metadata attribute names attribute names for access of array-based metadata attributes, enabling or disabling calculating month lengths accounting for leap years CGI.pm module 2nd input parameters override argument to form initialization checkboxes, creating connect script connection parameters, obtaining from option files connection, database selection, disconnection error handling data exchange between MySQL and Excel, using for datafiles columns, extraction and rearranging of formats, converting date conversion and validity checking SQL script, using U.S. to ISO format delimiters, selection using do( ) duplicates, finding programmatically encoding special characters using error checking MySQL numeric error codes, enabling trace( ) finding all paydays for a given year form creating methods hash lookups, case sensitivity hit counter input extraction conventions library files LOAD DATA statement, diagnostic utility for metadata, organization in arrays modules MySQL and MySQL, dependencies NULL values, representation NULLs, representing in transferred data, script for placeholders, implementation quotes and queries error checking result sets, processing reusable, writing query results, exporting query results, web scripting definition lists
 
 email addresses, outputting as hyperlinks, outputting as make_table_from_query( ) nested lists ordered lists, outputting as paragraph text, displaying as tables, displaying unordered lists records changed by a query, counting reference tables, using to create references resources result set metadata, obtaining database handles, using statement handles, using scrolling lists, creating multiple-pick sequence values, accessing with servers, querying for supported table types session management with MySQL database connection parameters session expiration session records table, creating SET column values, converting to arrays single-pick list elements functions and arguments value lists and label hashes Spreadsheet::ParseExcel::Simple module Spreadsheet::WriteExcel::FromDB module Spreadsheet::WriteExcel::Simple module Text::CSV_XS module, documentation, accessing uploading files from forms validation using a lookup table -w option web scripts Apache servers web sites XML, modules for exporting query results to XML::XPath module Perl DBI metadata, organization in arrays retrieval methods RaiseError and PERL5LIB environment variable PERLSESSID cookie perror (print error) utility PHP $php_errormsg global variable checkboxes or scrolling lists, presentation class constructor functions classes connection parameters, obtaining from option files connection, database selection, disconnection dependencies for MySQL encoding special characters using
 
 error checking error messages displaying special characters suppressing error_reporting( ) hit counter include files and input extraction conventions input parameters vs. Java servlets library files magic_quotes_gpc metadata attributes multi-pick list elements, creating MySQL and 2nd MySQL interface, non-portability of mysql_connect( ) mysql_errno( ) mysql_error( ) mysql_pconnect( ) mysql_select_db( ) NULL values, representation object-oriented MySQL interfaces 2nd [See also MySQL_Access class] vs. function-based scripts placeholder support, lack of adding pop-up menus, creating port number option queries column counts, getting query results, web scripting definition lists downloading email addresses, outputting as ordered lists, outputting as paragraph text, displaying as quoting radio buttons, creating ranking, programmatic assignment records changed by a query, counting references register_globals, security issues resources result set metadata, obtaining result sets NULL values, determining scripts scrolling lists, creating sequence values, accessing with servers, querying for supported table types session management closing a session destroying a session garbage collection handler routines MySQL, for backing store
 
 opening a session overriding default interface reading session data session table, creating storage management routines, writing storage method, globally changing writing session data single-pick list elements, scripting for socket pathname option uploading files from forms save locations, setting Version 4 session management interface functions version constraints versions error checking, problems with pre-4.0.6 web script pathname acquisition web scripting in web scripts Apache servers web site tags .php extension PHP Extension and Add-on Repository (PEAR) .php filename extension php.ini phrase searches using FULLTEXT indexes pipes 2nd placeholders 2nd generating a list including special characters or NULLS in queries, using for PHP, supporting under positions, numbering of .pm file extension PNP parameter binding pop-up menus POSIX character classes POST POST requests post_image.pl postal (Zip) codes, pattern for matching prepare( ) (Perl) prepare_query( ) (PHP MySQL_Access class) previous-page, next-page links, generating for web output PRIMARY KEY PRIMARY KEY indexes PRIMARY KEYs AUTO_INCREMENT columns and declaring NULL values and NULLs and PrintError selective enabling PrintError (Perl DBI) profile table
 
 resetting programmatic deletion of multiple tables large tables, handling programs, executing in shells prompts in MySQL, meaning of Python % (format specifier) cgi and urllib modules connection parameters, obtaining from option files connection, database selection, disconnection DB-API interface DictCursor encoding special characters using error handling event counts, retrieval using input extraction conventions joins on tables sharing column names library files multi-pick list elements, creating MySQL and NULL values, representing in placeholders, implementation pop-up menus, creating queries cursor object, using reusable, writing query output, numbering of rows query results, web scripting email addresses, outputting as hyperlinks, outputting as ordered lists, outputting as paragraph text, displaying as records changed by a query, counting references reports, generating resources result set metadata, obtaining sequence values, accessing with single-pick list elements, scripting for subselects, simulating using summary calculations using for sys.path variable uploading files from forms web scripts Apache servers pathname acquisition web sites about PYTHONPATH environment variable Q
 
 queries \G, terminating with canceling
 
 column headings in output, suppression command-line, specifying on copy and paste, generation using data values, placeholders duplicates, eliminating from result set duplicates, for detecting editing embedded in programs [See embedded queries] execution, checking external, checking for result set from files, reading from form input, constructing from encoding functions, advantages of placeholders, advantages of security risks formatting output generic and reusable, writing HTML output, generating issuing Java processing [See under Java, JDBC] joins [See joins] legibility of output, improving NULL values, including in numbering output lines on multiple tables [See joins] ORDER BY clauses output order, controlling with joins output rows, sequential numbering of output, specifying paging output Perl [See under Perl] PHP [See under PHP] Python [See under Python] reading from other programs redirection of output repeating result sets first or last rows, selecting middle rows, selecting saving to new tables saving to other tables result sets, sorting results eliminating duplicate values exporting from MySQL list elements, creating from previous-page, next-page links, generating for serving for download in web pages XML, exporting as results, formatting for display results, retrieving results, sorting [See sorting operations] reusing from earlier sessions rows, obtaining number affected by a query running against databases on separate servers
 
 SELECT [See SELECT statement] SELECT COUNT(*) server information, used for acquiring special characters, including in SQL variables, using in transactions, writing to avoid types of 2nd WHERE clauses without results XML output, generating query terminators QUIT 2nd quotes in strings quoting functions R
 
 radio buttons RaiseError behavior error trapping with selective enabling RaiseError (Perl DBI) RAND( ) 2nd evaluating rows, for randomizing seeding rand_test.py random numbers, generating randomizing a set of rows ranks, assigning advancing on value changes by low number excepting ties by row within the ordered set programmatic assignment raw protocol Java drivers, handling by ReadPropsFile.java record editing forms record retrieval techniques conditional selection record separators records [See also rows] combining from two tables [See joins] creation or modification time creation time, recording permanently duplicates [See duplicate records] editing using table information recording modification time setting storage lifetime tables, moving between redundancy in data reference tables APIs, creating with
 
 referential integrity and foreign keys Regexp class library REGEXP operator register_globals directive (PHP) register_globals setting (PHP) regression line regular expressions POSIX character class support SQL pattern matching, compared to wildcards REHASH related table updates deleting unrelated records using programs using mysql via table replacement using joins using LEFT JOINs related tables unattached records, finding and removing related-table updates lookup tables, creating with relative frequency distributions relative pathnames RENAME TABLE statement repetition, measuring in a set of values REPLACE query rows, finding the number affected REPLACE statement duplicates, preventing with for serving image files on web pages require and require_once statement, PHP resequencing 2nd [See also sequences]3rd [See also AUTO_INCREMENT columns] of AUTO_INCREMENT columns advisability ordering, control of result sets iteration through movement within presence or absence, determining rewinding results sorting [See sorting operations] ResultSetMetaData object (Java) retrieving from reusing code rewinding result sets RIGHT JOINs RIGHT( ) ROLLBACK statement rotating tables rowcount attribute (Python) rows [See also records] combining rows from two tables [See joins] deleting related rows in multiple tables by replacing tables
 
 cascaded deletes mysql, using programmatic deletion duplicates [See duplicate records] ID values, joining to descriptive information in another table inserting records in a table that include values from another matching in separate tables per group minimum or maximum values, finding random selection from a set randomizing selecting in parallel from multiple tables unattached records, finding and removing .rpm (RedHat Package Manager) running averages, calculation using self-joins S -s option (--silent) script program ScriptAlias directive 2nd scrolling lists multiple pick scrolling_list( ) (Perl) SDK (Java Software Development Kit) Tomcat servers and search interfaces, implementing search_state.pl SEC_TO_TIME( ) 2nd 3rd 4th SECOND( ) 2nd seconds values, conversion to date-and-time to time security encapsulation, advantages of library files and option files scripts in the document tree, risks sed delimiters, selection using SELECT statement columns, displaying with column name aliases SELECT DATABASE( ) SELECT DISTINCT statement SELECT É INTO OUTFILE statement FILE privilege, requirement for SELECT statement 2nd calculations, using for columns, displaying output order, control ling eliminating duplicate rows identifying unattached records for deletion Perl placeholders for selection criteria, testing uses for WHERE clauses
 
 aliases and input columns finding NULL values negation operators NULLs, query conditions that miss SELECT USER( ) SELECT VERSION( ) customizing applications and SELECT... WHERE query metadata, getting with portability across DBMSs selectall_arrayref( ) (Perl) for obtaining metadata placeholders, using with selectall_hashref( ) (Perl) for obtaining metadata selectcol_arrayref( ) (Perl) selectrow_array( ) (Perl) placeholders, using with selectrow_arrayref( ) (Perl) selectrow_hashref( ) (Perl) self-joins aliases and cumulative sums, finding duplicates, eliminating from excluding the reference value from results LEFT JOIN self-joins without reference values running averages, finding successive rows, calculating differences between seqence columns, need for table aliases and types of questions requiring semicolon (;) 2nd sequences event counts, using for extending sequence range generating lack of portability multiple sequences in one table, creating record deletions, impact on repeating sequences (cycles), generating resequencing, advisability retrieving values for reusing values at the top server-side retrieval compared to client-side methods starting value, setting using as counters server-side storage servers [See also mysqld]2nd databases on, listing metadata, getting Java, using raw protocol table types, determining support for user accounts, creating
 
 servers (MySQL) monitoring impact of monitoring sess_track.jsp sess_track.php sess_track.pl session hash element names session identifiers session IDs session management client-side vs. server-side storage security aspects common tasks Perl, using server-side, database-backed session-based scripts session_set_save_handler( ) (PHP) 2nd sessions logging terminating SET calculations, using for SET column type renaming, column definition issues SET columns column definitions, adding comparing in self-joins definitions, obtaining hashes, for testing legality of data input values, validating 2nd member lists, obtaining SET values stings, treatment as sh PATH environment variable, setting shell scripting shell scripts Unix, writing in Windows, writing in shell scripts, invocation of mysql in SHOW COLUMNS queries ENUM columns, validation of input with query results SET columns, validation of input with query results SHOW COLUMNS statement default values displayed, interpreting ENUM column information, using to get SET column information, using to get table structure information, getting APIs, using table structure information, getting with SHOW CREATE TABLE statement 2nd 3rd checking available table types using table structure information, getting with SHOW DATABASES query complete listing of databases, obtaining with interpreting
 
 SHOW DATABASES statement testing for existence of a database, using for SHOW INDEX statement SHOW STATUS statement MySQL servers, monitoring using SHOW TABLE STATUS statement 2nd SHOW TABLES queries interpreting SHOW TABLES query complete listing of tables, obtaining with SHOW TABLES statement Java, issuing programatically using SHOW VARIABLES statement determining a serverÕs supported table types MySQL servers, monitoring using signed integers, pattern for matching --silent option SimpleServlet class single page navigation indexes, generating from database content single strings, representing as single-pick form elements creating from database content types single-pick list elements functions and arguments functions, constructing for value lists and label hashes single-row sequence generators item tracking using --skip-column-names (MySQL 3.22.20) | (program indicator, Apache) somedata.csv problem solution sorting aliasing of expressions APIs, using ascending order by calendar day column aliases, using columns, positional references for on dates or times by day of week mapping first day from Sunday to Monday DAYOFYEAR( ), problems using default sort direction descending order 2nd displaying as strings values sorted as numbers expression results, using lexical vs. numerical order MIN( ), MAX( ), and case sensitivity multiple column sorts mixed-order sorting NULL values and of result sets on single-columns string sorts and case sensitivity
 
 on table subsets by time of day on unselected values sorting operations SOURCE 2nd source loops special characters database, table, and column names encoding in web output APIs, using encoding interactions HTML special characters URL special characters in strings including in queries Spreadsheet::ParseExcel::Simple module Spreadsheet::WriteExcel::FromDB module Spreadsheet::WriteExcel::Simple module SQL date conversion using pattern matching vs. FULLTEXT searching NULL values and regular expressions, contrasted with reformatting of data in temporary tables statements variables calculation results, storing in non MySQL database engines, and for numbering query output lines sql_quote( ) (PHP MySQL_Access class) ssh, using for dumps between servers standard deviation calculation using aggregate functions uses start_form( ) (Perl) start_multipart_form( ) (Perl) startup files state_pager1.pl 2nd state_pager2.pl statement recall utility Windows systems statement terminator, mysql statement terminators APIs and statements types of 2nd statistical techniques aggregate functions in the calculation of statistical data calculating descriptive statistics correlation coefficients, calculating counting missing values (NULLs) frequency distributions, generating uses for linear regressions, calculating median, calculating
 
 mode, calculating per-group descriptive statistics, calculating random number generation randomizing a set of rows assigning ranks selecting randomly from a set of rows STATUS STATUS command STD( ) STDDEV( ) store_image.pl 2nd image storage configuration for database or filesystem STRCMP( ) string functions extraction of date and time values using string( ) (Perl) strings calculating one date from another using substring replacement case sensitivity MIN( ) and MAX( ) case sensitivity in comparisons, controlling case sensitivity, managing in comparisons combining in larger strings equality, testing for forcing interpretation as temporal values numbers, conversion to pattern matching [See pattern matching] relative ordering string types substrings, extraction substrings, matching to trailing spaces, preserving strip_slash_helper( ) (PHP) subselect queries converting to join operations SUBSTRING( ) SUBSTRING_INDEX( ) SUBSTRING_INDEX( ), for breaking apart strings at delimiters substrings, extraction from strings suEXEC mechanism SUM( ) strings, inapplicability to summaries averages calculations, using APIs for computed summaries COUNT( ) counting summaries date-based distinct values, categorizing determining whether values are unique display order, controlling getting distinct values without DISTINCT duplicates, detecting with 2nd duplicates, eliminating from expression results, grouping by
 
 finding smallest or largest values multiple sets of values, handling finding values associated with minimum and maximum values using joins MAX-CONCAT trick two-query approach grouping data by ranges HAVING clauses COUNT( ), using with joins, producing with LEFT JOINs and reference tables, creating with LIMIT clauses and master-detail summaries, producing MIN( ) and MAX( ) missing values, incorporating on non-categorical data NULL values and of per-group and overall summary values ranges, defining repetition, measuring in value sets reports, generating selection, groups with certain characteristics subgroups, dividing into sums techniques time-based distinct values, categorizing types of using temporary tables and joins sys.argv (Python) sys.path variable T
 
 Tab key, autocompletion using tab-delimited file format tab-delimited, linefeed-terminated format --table option table types evaluating tables for type tables adding indexes aliasing of names ALTER TABLE [See ALTER TABLE statement] AUTO_INCREMENT columns, dropping to resequence AUTO_INCREMENT columns, including click to sort headings for query results columns adding dropping moving columns, displaying combining rows from two tables [See joins] conversion to transaction supporting types copying to another server
 
 creating creating two tables from one new indexes, adding databases, listing all the tables in deleting related rows in multiple tables by replacing tables cascaded deletes mysql, using programmatic deletion design saving data storage space dropping indexes duplicates, eliminating exporting as raw data fully qualified table references getting table structure information HTML, structure in information, database-independent methods of obtaining joining a table to itself joining from more than one database matching rows from 2 or more metadata, getting methodology, choosing moving records between with multiple sequences, creating normalizing redesigning related table updates [See related table updates] renaming session records table creating SQL format, exporting in structure information, getting with result set metadata table names, specifying in queries table structure information uses for temporary tables TEMPORARY tables, creating temporary tables, using for data transformation testing for existence types types, determining server support for unique names for, generating using multiple web scripting query results as aliasing column names borderless empty table cells fix display, managing visual appearance XML, importing into MySQL tag libraries taglib directives 2nd entries TCP/IP connections to local host tcsh, PATH environment variable, setting team standings, computing tee files
 
 for reuse of queries --tee option temporal values addition of zero for conversion to numbers current time, determining default values, enabling interpreting strings as TEMPORARY tables 2nd temporary tables using for data tranformation TERMINATED BY subclause terminator characters test harness programs test harness scripts, PHP Text::CSV_XS module, accessing documentation TIME column type values, allowable ranges time intervals, decomposing Python, using time of day, sorting by time values [See also temporal values] addition of combining with date values time zone discrepancies in time conversions time-formatting sequences time-related functions time_components( ) (Python) TIME_FORMAT( ) 2nd 3rd using for portions of times TIME_TO_SEC( ) 2nd 3rd 4th times adding temporal intervals to calculating intervals between comparisons conversion to seconds decomposing component-extraction functions, using formatting functions, using string functions, using numbers, treating as synthesizing component-extraction functions, using formatting functions, using time zone adjustments validity checking on subparts validity checking on values TIMESTAMP columns 2nd 3rd calculations on values vs. DATETIME for recording record modification time for permanent record creation time, using format of values potential impacts of moving recording creation or modification time of records records, recording modification time values, reformatting for display TIMESTAMP values
 
 cgrouping in manageable categories timestamps, safeguarding table data with TINYINT, range of TLD files TLDs (Tag Library Descriptors) TO_DAYS( ) 2nd 3rd 4th to_excel.pl to_null.pl Tomcat built-in session management capabilities dependencies directory structure 2nd applications classes configuration and control operational directories environment variables installing JDBC driver directory location JDBC drivers and JDBC drivers, installing JSPs and Manager application mcb sample application, installation restarting applications without restarting the server servlet and JSP session interface session management Java methods MySQL, saving records in session management with MySQL server configuration files, changing session expiration session tables, creating tracking starting and stopping Linux Windows version WAR (web archive) files web scripts directory location web scripts, running on web site WEB-INF directory webapps directory XML and Tomcat server track_vars configuration setting (PHP) track_vars directive (PHP) trailing spaces, preserving transactions alternatives to, in nonsupporting environments atomic operations as alternative to BEGIN statement canceling with ROLLBACK statement Java programs, using in MySQL, supporting versions
 
 performing in programs server concurrency server integrity SQL, performing with table type availability, checking tables, transactional types, specifying transaction-safe table handlers, installing on server verifying server support of SHOW VARIABLES statement, checking with triple-equals operator (===) 2nd TRUNCATE( ) try blocks (Python) TYPE clauses U
 
 unattached records deleting via mysql programmatic deletion identifying undef (Perl) undefined values, testing for in Perl UNIONs column selection constraints for selecting records in parallel from multiple tables parentheses, for sorting select results simulating with temporary tables UNIQUE indexes 2nd 3rd AUTO_INCREMENT columns and declaring NULL values and NULLs and 2nd Unix cut utility file line terminators JDBC drivers, installing loading image files to MySQL od program path, indicating shell scripts, writing Unix epoch user-specific option files web scripts, path to language processor, indicating UNIX_TIMESTAMP( ) 2nd intervals, determination using UNLOCK statement unmarked lists, web scripting query results as [See also lists]2nd unordered lists, web scripting query results as [See also lists]2nd unsigned integers, pattern for matching UNSIGNED typing, AUTO_INCREMENT columns UPDATE query rows, finding the number affected update_related.pl UPPER( ) 2nd
 
 url( ) (Perl) urlencode( ) (PHP) urllib.quote( ) (Python) URLs (uniform resource locators) encoding of special characters pattern matching for web script locations, indicating via USE use DBI (Perl) user accounts (MySQL) creating login accounts, contrasted with USER( ) user-defined storage module, setting for PHP sessions users finding out whoÕs connected logging UWIN (Unix for Windows) V
 
 validation of data dates and times, checking of subparts ENUM columns, input values for lookup tables, using Java Perl PHP pattern matching for SET columns, for table metadata, using VARCHAR columns, conversions to CHAR types variable checking (Perl) variable substitution variance, calculation using standard deviation --verbose option verbosity of output, setting --vertical option vertical output format virtual servers associating log records with W
 
 -w option (Perl) WAR (web archive) files unpacking manually wasNull( ) (Java) web application structure web forms [See forms] web pages access counting displaying query results in
 
 as email addresses as hyperlinks as lists as navigation indexes as paragraph text as tables record fetching and HTML generation hit logging mapping column types to elements serving query results for download forcing client download web scripting extensions web scripts Apache servers, running on compared to HTML directory location Tomcat servers directory locations for, Apache servers filename extension, for processor type identification forms behaviors database records, loading to with file upload fields input, collecting multiple-pick elements, creating from database content queries, constructing from input single-pick elements, creating from database content validating input HTML and XHTML output images, storage using in Perl Apache servers in PHP Apache servers in Python Apache servers input processing file uploads MySQL, using for search interfaces, implementing query results paragraph text, displaying as server configuration for self-enabled or external script execution source HTML, viewing testing Tomcat servers, running on vs. command-line scripts web page generation using web servers privileges and permissions sharing, risks of software, obtaining WEB-INF directory WEB-INF subdirectory web.xml file
 
 webapps directory WEEKDAY( ) 2nd WHERE clauses 2nd aggregate functions, incompatibility COUNT( ), using with data and comparison operators, use in efficient queries excluding reference values in self-joins group selection and joins and LEFT JOINs and matching rows in separate tables wildcards (pattern matching) Windows DOS command-line environment, limitations executing programs in file line terminators filename extensions JCBC drivers, installing library files specifying location loading image file to MySQL PATH environment variable, setting shell scripting statement recall capabilities Tomcat server, starting and stopping user-specific option files web scripts, path to language processor, indicating X XHTML HTML, compared to XML MySQL, importing into query results, exportation as Tomcat servers and --xml option (MySQL 4.0) XML::XPath module xml_to_mysql.pl Y
 
 yank_col.pl YEAR( ) 2nd 3rd year-length calculations and leap years Z
 
 zero, addition to temporal string values Zip and Zip+4 postal codes, pattern for matching
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