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 Introduction This book is all about accessing databases of various kinds, such as Active Directory, SQL Server 2000, Exchange Server 2000, and Message Queuing. My intention with this book is to give you insight into how ADO.NET works and how you can use the classes from ADO.NET to access a database; use stored procedures, views, and triggers; get information from Active Directory and Exchange Server; and use Message Queuing in your applications. Having said that, my goal was to make the book as easy to read as possible, and although there are passages that aren't quite as easy to read as I'd like them to be, I think I've managed to accomplish what I set out to do.
 
 Who This Book Is For This book is targeted at intermediate users, meaning users who already know a little about Visual Studio .NET and perhaps previous versions of Visual Basic. Basic knowledge of Object Oriented Programming (OOP), ADO, and database design is also assumed. Parts of the book are at a beginner level and other parts are at a more advanced level. The beginner−level material appears where I feel it is appropriate to make sure you really understand what is being explained. The many listings and tables make this a good reference book, but it's also a book intended for reading cover to cover. It will take you through all the data access aspects of Visual Studio .NET with example code in C#. This includes how to create the various database items, such as databases, tables, constraints, database projects, stored procedures, views, triggers and so on. For the most part, I show you how to do this from within the VS .NET IDE as well as programmatically where possible. You'll build on the same example code from the beginning of the book until you wrap it up in the very last chapter. The example application, UserMan, is a complete user management system that includes SQL Server, Active Directory, and Message Queuing.
 
 How This Book Is Organized This book is organized in four parts: • Part One is a general introduction to Visual Studio .NET and the .NET Framework. • Part Two is the juicy part, where you take a look at how to connect to relational and hierarchical databases. You will also learn how to wrap your database access in classes and how to master exception handling. Part Two starts with a look at how to design a relational database, and you gradually learn the building blocks for the UserMan example application. • Part Three is where you finish the UserMan example application. • Appendix A covers how to use the SQLXML plug−in for manipulating SQL Server 2000 data using XML from managed code or using HTTP.
 
 Technology Requirements From the example code you can connect to SQL Server using any of these three .NET Data Providers: SQL Server .NET Data Provider, OLE DB .NET Data Provider, or ODBC .NET Data Provider. The example code also includes how to connect to and manipulate data in MySQL 3.23.45 or later, Oracle 8i or later, Microsoft Access 2000 or later, and SQL Server. For connecting to SQL Server 2000, you can find coverage of the SQLXML plug−in for manipulating SQL Server data using XML from managed code or using HTTP. Exchange Server 2000 connection and data manipulation is also covered.
 
 Introduction
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 Database Programming with C# Because I'm using some of the Enterprise functionality of Visual Studio .NET, you'll need either of the two Enterprise editions to follow all the exercises. However, the Professional edition will do for most of the example code, and it will certainly do if you just want to see how everything is done while you learn ADO.NET. This means that the only thing extra you get from the Enterprise editions in terms of database access is an extra set of database tools to be used from within the IDE.
 
 Example Code All the example code for this book can be found on the Apress Web site (http://www.apress.com) in the Downloads section, or on the UserMan Web site (http://www.userman.dk).
 
 Data Source The data source for the example code in this book is running on SQL Server 2000. However, the example code also includes how to connect to and manipulate data in MySQL 3.23.45 or later, Oracle 8i or later, Microsoft Access 2000 or later, and SQL Server.
 
 Feedback I can be reached at and I'll gladly answer any e−mail concerning this book. Now, I don't need any unnecessary grief, but I'll try to respond to any queries you might have regarding this book. I have set up a Web site for the UserMan example application, where you can post and retrieve ideas on how to take it further. The Web site address is http://www.userman.dk. Please check it out.
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 Chapter 1: A Lightning−Quick Introduction to C# Overview The .NET Framework is an environment for building, deploying, and running services and other applications. This environment is all about code reuse and specialization, multilanguage development, deployment, administration, and security. The .NET Framework will lead to a new generation of software that melds computing and communication in a way that allows the developer to create truly distributed applications that integrate and collaborate with other complementary services. In other words, you now have the opportunity to create Web services, such as search engines and mortgage calculators, that will help transform the Internet as we know it today. No longer will it be about individual Web sites or connected devices; it's now a question of computers and devices, such as handheld computers, wristwatches, and mobile phones, collaborating with each other and thus creating rich services. As an example, imagine calling a search engine to run a search and then displaying and manipulating the results of the search in your own application. There are rumors that the .NET Framework is solely for building Web sites, but this is not true. You can just as easily create your good old−fashioned Windows applications with the .NET Framework. The .NET Framework is actually more or less what would have been called COM+ 2.0 if Microsoft had not changed its naming conventions. Granted, the .NET Framework is now a far cry from COM+, but initially the development did start from the basis of COM+. I guess not naming it COM+ 2.0 was the right move after all. This book is based on the assumption that you already know about the .NET Framework. However, this chapter provides a quick run−through of .NET concepts and terms. Although the terms are not specific to C#, but rather are relevant to all .NET programming languages, you'll need to know them if you're serious about using C# for all your enterprise programming.
 
 Reviewing Programming Concepts The .NET environment introduces some programming concepts that will be new even to those who are familiar with a previous version of a Windows programming language, such as Visual Basic or Visual C++. In fact, these concepts will be new to most Windows developers because the .NET programming tools, such as C#, are geared toward enterprise development in the context of Web−centric applications. This does not mean the days of Windows platform−only development is gone, but .NET requires you to change the way you think about Windows programming. The good old Registry is "gone"that is, it's no longer used for registering your type libraries in the form of ActiveX/COM servers. Components of .NET Framework are self−describing; all information about referenced components, and so on, are part of the component in the form of metadata. Visual Studio .NET is based on the Microsoft .NET Framework, which obviously means that the C# programming language is as well. C# is part of the Visual Studio .NET package and it's just one of the programming languages that Microsoft ships for the .NET platform. At first some of these new terms and concepts seem a bit daunting, but they really aren't that difficult. If you need to refresh your memory regarding .NET programming concepts and the .NET Framework, simply keep reading, because this chapter is indeed a very quick review of these basics.
 
 Chapter 1: A Lightning−Quick Introduction to C#
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 A Quick Look at Components of the .NET Framework The .NET Framework adheres to the common type system (CTS) for data exchange and the Common Language Specification (CLS) for language interoperability. In short, three main parts make up the .NET Framework: • Active Server Pages.NET (ASP.NET) • Common language runtime (CLR) • .NET Framework class library (the base classes) The .NET Framework consists of these additional components: • Assemblies • Namespaces • Managed components • Common type system (CTS) • Microsoft intermediate language (MSIL) • Just−In−Time (JIT) I discuss all of these components in the following sections. Active Server Pages.NET Active Server Pages.NET is an evolution of Active Server Pages (ASP) into so−called managed space, or rather managed code execution (see the sections "Common Language Runtime" and "Managed Data" later in this chapter). ASP.NET is a framework for building server−based Web applications. ASP.NET pages generally separate the presentation (HTML) from the logic/code. This means that the HTML is placed in a text file with an .aspx extension and the code is placed in a text file with a .cs extension (when you implement your application logic/code in C#, that is). ASP.NET is largely syntax compatible with ASP, which allows you to port most of your existing ASP code to the .NET Framework and then upgrade the ASP files one by one. ASP.NET has different programming models that you can mix in any way. The programming models are as follows: • Web Forms allow you to build Web pages using a forms−based UI. These forms are quite similar to the forms used in previous versions of Visual Basic. This also means that you have proper event and exception handling, unlike in ASP, where event and especially exception handling is a difficult task to manage. • XML Web services are a clever way of exposing and accessing functionality on remote servers. XML Web services are based on the Simple Object Access Protocol (SOAP), which is a firewall−friendly protocol based on XML. SOAP uses the HTTP protocol to work across the Internet. XML Web services can also be invoked using the HTTP GET method simply by browsing to the Web service and the HTTP POST method. • Standard HTML allows you to create your pages as standard HTML version 3.2 or 4.0. Common Type System The .NET environment is based on the common type system (CTS), which means that all .NET languages share the same data types. This truly makes it easy to exchange data between different programming languages. It doesn't matter if you exchange data directly in your source code (for example, inheriting classes A Quick Look at Components of the .NET Framework
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 Database Programming with C# created in a different programming language) or use Web services or COM+ components. CTS is built into the common language runtime (CLR). Have you ever had a problem exchanging dates with other applications? If so, I'm sure you know how valuable it is to have the CTS to establish the correct format. You don't have to worry about the format being, say, DD−MM−YYYY; you simply need to pass a DateTime data type. Common Language Specification The Common Language Specification (CLS) is a set of conventions used for promoting language interoperability. This means that the various programming languages developed for the .NET platform must conform to the CLS in order to make sure that objects developed in different programming languages can actually talk to each other. This includes exposing only those features and data types that are CLS compliant. Internally, your objects, data types, and features can be different from the ones in the CLS, as long as the exported methods, procedures, and data types are CLS compliant. So in other words, the CLS is really nothing more than a standard for language interoperability used in the .NET Framework. Common Language Runtime The common language runtime (CLR) is the runtime environment provided by the .NET Framework. The CLR's job is to manage code execution, hence the term managed code. The compilers for C# and Visual Basic .NET both produce managed code, whereas the Visual C++ compiler by default produces unmanaged code. By unmanaged code, I mean code for the Windows platform like that produced by the compilers for the previous versions of Visual C++. You can, however, use the managed code extensions for Visual C++ for creating managed code from within Visual C++. Implications for JScript
 
 Does the appearance of .NET and the CLR mean the end of JScript? Well, not quite. If you are referring to server−side development in the new compiled JScript language, I guess it's up to the developer. JScript as it is known today (i.e., client−side code execution) will continue to exist, largely because of its all−browser adoption. But if the CLR is ported to enough platforms and supported by enough software vendors, it might well stand a good chance of competing with the Virtual Machine for executing Java applets. Microsoft now also has a programming language called J#, which comes with upgrade tools for Visual J++ 6.0. You're reading this book because you like C#, Microsoft's Java−killer, but you might want to also check out J#, especially if you've crossed over from the Java camp (at least just to make sure you've made the right choice). VBScript, VBA, and VSA
 
 Okay, what about VBScript and Visual Basic for Applications (VBA)? This is obviously another issue that relates to the introduction of VB .NET, the other major .NET programming language. A new version of VBA, Visual Studio for Applications (VSA), is available for customizing and extending the functionality of your Web−based applications. VSA is built with a language−neutral architecture, but the first version only comes with support for one programming language, Visual Basic .NET. However, later versions will support other .NET languages such as C#. Built−in CLR Tasks
 
 The CLR performs the following built−in tasks: • Managing data • Performing automatic garbage collection A Quick Look at Components of the .NET Framework
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 Database Programming with C# • Sharing a common base for source code • Compiling code to the Microsoft intermediate language (MSIL) I discuss these features in the next few sections. Managed Data The .NET Framework compilers mainly produce managed code, which is managed by the CLR. Managed code means managed data, which in turn means data with lifetimes managed by the CLR. This is also referred to as garbage collection, which you can read about in the next section. Managed data will definitely help eliminate memory leaks, but at the same time it also means you have less control over your data, because you no longer have deterministic finalization, which is arguably one of the strengths of COM(+). Automatic Garbage Collection When objects are managed (allocated and released) by the CLR, you don't have full control over them. The CLR handles the object layout and the references to the objects, disposing of the objects when they're no longer being used. This process is called automatic garbage collection. This process is very different from the one for handling objects in previous versions of Visual Basic or Visual C++ known as deterministic finalization. These programming languages used COM as their component model and, as such, they used the COM model for referencing and counting objects. As a result, whenever your application instantiated an object, a counter for this object reference was incremented by one, and when your application destroyed the object reference or when it went out of scope, the counter was decremented. When the counter hit zero, the object would be released automatically from memory. This is something you have to be very aware of now, because you no longer have full control over your object references. If you're aJava programmer, you probably already know about this. Source Code Shares Common Base Because all the CLR−compliant compilers produce managed code, the source code shares the same basethat is, the type system (CTS) and to some extent the language specification (CLS). This means you can inherit classes written in a language other than the one you're using, a concept known as cross−language inheritance. This is a great benefit to larger development teams, where the developers' skill sets are likely rather different. Another major benefit is when you need to debugyou can now safely debug within the same environment source code across various programming languages. Intermediate Language Compilation When you compile your code, it's compiled to what is called Microsoft intermediate language (MSIL) and stored in a portable executable (PE) file along with metadata that describes the types (classes, interfaces, and value types) used in the code. Because the compiled code is in an "intermediate state," the code is platform independent. This means the MSIL code can be executed on any platform that has the CLR installed. The metadata that exists in the PE file along with the MSIL enables your code to describe itself, which means there is no need for type libraries or Interface Definition Language (IDL) files. The CLR locates the metadata in the PE file and extracts it from there as necessary when the file is executed.
 
 At runtime, the CLR's JIT compilers convert the MSIL code to machine code, which is then executed. This machine code is obviously appropriate for the platform on which the CLR is installed. The JIT compilers and the CLR are made by various vendors, and I suppose the most notable one is Microsoft's Windows CLR (surprise, eh?). A Quick Look at Components of the .NET Framework
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 JIT: Another Word for Virtual Machine? I believe we've all heard about the virtual machine used by Java applets. In short, the CLR's JIT compiler is the same as a virtual machine in the sense that it executes intermediate code and as such is platform independent. However, there is more to the way the CLR's JIT compiler handles the code execution than the way the so−called virtual machine does. The JIT compiler is dynamic, meaning that although it's made for a specific OS, it will detect and act upon the hardware layer at execution time. The JIT compiler can optimize the code for the specific processor that's used on the system where the code is being executed. This means that once the JIT compiler detects the CPU, it can optimize the code for that particular CPU. For instance, instead of just optimizing code for the Pentium processor, the compiler can also optimize for a particular version of the Pentium processor, such as the Pentium IV. This is good, and although the current execution of managed code is somewhat slower than unmanaged code, we're probably not far from the point in time when managed code will execute faster than unmanaged code. Another major difference between the Java Virtual Machine and the CLR is that whereas the former is invoked for every new process/application, this is not true for the latter.
 
 Assemblies and Namespaces The .NET Framework uses assemblies and namespaces for grouping related functionality, and you have to know what an assembly and a namespace really are. You could certainly develop some simple .NET applications without really understanding assemblies and namespaces, but you wouldn't get too far. Assemblies An assembly is the primary building block for a .NET Framework application, and it's a fundamental part of the runtime. All applications that use the CLR must consist of one or more assemblies. Each assembly provides the CLR with all the necessary information for an application to run. Please note that an application can be and often is made up of more than one assemblythat is, an assembly is not a unit of application deployment. You can think of an assembly in terms of classes in a DLL. Although I refer to an assembly as a single entity, it might in fact be composed of several files. It is a logical collection of functionality that's deployed as a single unit (even if it's more than one file). This has to do with the way an assembly is put together. Think of an assembly in terms of a type library and the information you find in one. However, an assembly also contains information about everything else that makes up your application and is therefore said to be self−describing. Because an assembly is self−describing by means of an assembly manifest, you won't have to deal anymore with shared DLLs in your application and the problems they have created over the years since Windows came of age. However, because you no longer use shared DLLs, your code will take up more memory and disk space, as the same functionality can now be easily duplicated on your hard disk and in memory. It is possible to share assemblies to get around this. Actually, you can still use COM+ services (DLLs and EXEs) from within the .NET Framework, and you can even add .NET Framework components to aCOM+ application. However, this book concentrates on using .NET Framework components. As I touched upon previously, an assembly contains a manifest, which is little more than an index of all the files that make up the assembly. The assembly manifest is also called the assembly's metadata. (As mentioned JIT: Another Word for Virtual Machine?
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 Database Programming with C# earlier, metadata is data used to describe the main data.) Within the manifest, you have the components listed in Table 1−1.
 
 Table 1−1: Assembly Manifest Components ITEM Identity Culture, Processor, OS File Table Referenced Assemblies Type Reference Permissions
 
 DESCRIPTION Name, version, shared name, and digital signature The various cultures, processors, and OSs supported Hash and relative path of all other files that are part of the assembly A list of all external dependencies (i.e., other assemblies statically referenced) Information on how to map a type reference to a file containing the declaration and implementation The permissions your assembly requests from the runtime environment in order to run effectively
 
 Besides the assembly manifest components, a developer can also add custom assembly attributes. These information−only attributes can include the title and description of the assembly. The assembly manifest can be edited through the AssemblyInfo.cs file that is automatically created when you create a new project on the VS .NET IDE, as shown in Figure 1−1.
 
 Figure 1−1: The AssemblyInfo.cs manifest file In Figure 1−1, you can see the parts of the AssemblyInfo.cs manifest file that concern title, description, configuration, version information, and so on. Namespaces A namespace is a logical way to group or organize related types (classes, interfaces, or value types). A .NET namespace is a design−time convenience only, which is used for logical naming/grouping. At runtime it's the assembly that establishes the name scope. The various .NET Framework types are named according to a hierarchical naming scheme with a dot syntax. Because the naming scheme is hierarchical, there is also a root namespace. The .NET root namespace is called System. To illustrate the naming scheme, for the second−level namespace Timers in the System namespace, the full name is System.Timers. In code, you would include the following to use types within the Assemblies and Namespaces
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 Database Programming with C# System.Timers namespace: using System.Timers;
 
 This would give you easy access to the types within that namespace. So to declare an object as an instance of the Timer class in the System.Timers name−space, you would enter the following: Timer tmrTest = new Timer();
 
 When the compiler encounters this declaration statement, it looks for the Timer class within your assembly, but when that fails, it appends System.Timers. to the Timer class to see if it can find the Timer class in that namespace. However, you can also directly prefix the class with the namespace. So, to declare an object as an instance of the Timer class in the System.Timer name−space, you would enter the following: System.Timers.Timer tmrTest = new System.Timers.Timer();
 
 As you can see, using the using statement can save you a fair bit of typing. I believe it will also make your code easier to read and maintain if you have all your using statements at the top of your class or module file. One look and you know what namespaces are being used. A namespace is created using the following syntax: namespace { }
 
 where is the name you want to give to your namespace. All types that are to be part of the namespace must be placed within the namespace block {}. You need namespaces to help prevent ambiguity, which is also known as namespace pollution. This happens when two different libraries contain the same names, causing a conflict. Namespaces help you eliminate this problem. If two namespaces actually do have the same class, and you reference this class, the compiler simply won't compile your code, because the class definition is ambiguous and the compiler won't know which one to choose. Say that you have two namespaces, Test1 and Test2, which both implement the class Show. You need to reference the Show class of the Test2 namespace and other classes within both the two namespaces, so you use the using statement: using Test1; using Test2;
 
 Now, what happens when you create an object as an instance of the Show class within the same class or code file as the using statements, as follows: Show Test = new Show;
 
 Well, as I stated before, the compiler simply won't compile your code, because the Show class is ambiguous. It's only a warning and you can choose to continue to build your application, but any references to Show will be left out and will not be part of the compiled application. What you need to do in this case is this: Test2.Show Test = new Test2.Show;
 
 Assemblies and Namespaces
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 Database Programming with C# Namespaces can span more than one assembly, making it possible for two or more developers to work on different assemblies but create classes within the same namespace. Namespaces within the current assembly are accessible at all times; you do not have to import them. Note
 
 Namespaces are explicitly public, and you cannot change that by using an access modifier such as private.However, you have full control over the accessibility of the types within the namespace. As stated, the visibility of a namespace is public, but the assembly in which you place it determines the accessibility of a namespace. This means the namespace is publicly available to all projects that reference the assembly into which it's placed.
 
 The runtime environment does not actually know anything about name−spaces, so when you access a type, the CLR needs the full name of the type and the assembly that contains the type definition. With this information, the CLR can load the assembly and access the type.
 
 The .NET Framework Class Library The .NET Framework class library includes base classes and classes derived from the base classes. These classes have a lot of functionality, such as server controls, exception handling, and data access, of course, which is the subject of this book. The .NET Framework classes give you a head start when building your applications, because you don't have to design them from the ground up. The class library is actually a hierarchical set of unified, object−oriented, extensible class libraries, also called application programming interfaces (APIs). This differs from previous versions of various Windows programming languages, such as Visual Basic and Visual C++, in which a lot of system and OS functionality could only be accessed through Windows API calls.
 
 Getting Cozy with the VS .NET Integrated Development Environment The Integrated Development Environment (IDE) hosts a slew of new, fantastic features, and I will mention the following ones very briefly: • IDE shared by all .NET programming languages • Two interface modes • Built−in Web browser functionality • Command Window • Built−in Object Browser • Integrated debugger • Integrated Help system • Macros • Upgraded deployment tools • Text editors • IDE and tools modification • Server Explorer • Data connections • Toolbox • Task List
 
 The .NET Framework Class Library
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 All Languages Share the IDE VS .NET provides an IDE for all .NET languages to share (see Figure 1−2), giving developers the benefit of the same tools across the various programming languages. Basically, by "share" I mean that whether you open a C# or VB .NET project, the VS .NET IDE generally looks and feels the same. This is true for whatever language .NET language you are developing in.[1] However, you can use other IDEs, such as the Antechinus C# Programming Editor (http://www.c−point.com/csharp.htm), if you dislike the Microsoft IDE.
 
 Figure 1−2: One shared IDE
 
 Two Interface Modes The IDE supports two interface modes, which arrange windows and panes: • Multiple document interface (MDI) mode: In this mode, the MDI parent window hosts a number of MDI children within the MDI parent window context. In Figure 1−3, you can see the two open windows, Start Page and Form1.cs [Design], overlap as MDI children windows.
 
 Figure 1−3: IDE in MDI mode • Tabbed documents mode: This is the default mode, and I personally prefer this mode, as it seems easier to arrange all your windows and panes than MDI mode. Either of the two open windows in Figure 1−2 can be displayed by clicking the appropriate tab, Start Page or Form1.cs [Design].
 
 All Languages Share the IDE
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 Database Programming with C# You can switch between the two interface modes using the Options dialog box. See the section "IDE Tools and Modification" later in this chapter.
 
 Built−in Web Browser Functionality The IDE has built−in Web browser capabilities, so you do not need to have a separate browser installed on your development machine. However, I do recommend installing at least one separate Web browser for testing purposes. The built−in Web browser is great for viewing Web pages without having to compile and run the whole project. See the Browse − Under Construction window in Figure 1−4, which displays an HTML page within the built−in Web browser.
 
 Figure 1−4: Built−in Web browser In Figure 1−4 you see an HTML page that is part of the open project in the built−in browser, but you can also view any other HTML page, be it online or not. To browse to a specific URL, you need to make sure the Web toolbar is shown in the IDE. You can show it by checking the Web menu command in the View Ø Toolbars menu. In Figure 1−4, this is the bottommost toolbar, and the address box contains the text "C:/DBPWC#/WindowsApplication1/Constru". In the text box, you can type in any URL (or filename, for that matter) to browse to a Web site or open a file. The built−in Web browser is just like your ordinary browser, which is in fact what it is.
 
 Command Window The Command Window has two modes: • Command mode, which you can access by pressing Ctrl+Alt+A, allows you to type your IDE commands and create short name aliases for often−used commands (see Figure 1−5).
 
 Built−in Web Browser Functionality
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 Figure 1−5: Command Window in command mode • Immediate mode, which you can access by pressing Ctrl+Alt+I, lets you evaluate expressions, set or read the value of variables, assign object references, and execute code statements (see Figure 1−6).
 
 Figure 1−6: Command Window in immediate mode
 
 You can find more information about the Command Window at this address: http://www.vb−joker.com/?doc=Books/CommandWindow.pdf.
 
 Built−in Object Browser The built−in Object Browser, which you can open by pressing Ctrl+Alt+J, lets you examine objects and their methods and properties. The objects you can examine (also called the Object Browser's browsing scope) can be part of external or referenced components, or components in the form of projects in the current solution. The components in the browsing scope include COM components and .NET Framework components (obviously). Figure 1−7 shows the Object Browser.
 
 Built−in Object Browser
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 Figure 1−7: Object Browser
 
 Integrated Debugger The integrated debugger now supports cross−language debugging from within the IDE. You can also debug multiple programs at the same time, either by launching the various programs from within the IDE or by attaching the debugger to already running programs or processes (see Figure 1−8). One thing you must notice, especially if you've worked with an earlier version of Visual Basic, is that it's no longer possible to edit your code when you've hit a breakpoint and then continue code execution with the modified code. Last I heard, Microsoft was working on this for the next release.
 
 Figure 1−8: Debugger Processes window
 
 Integrated Help System The Help system in VS .NET is somewhat advanced and consists of the following: • Dynamic Help: The Dynamic Help is great because the content of the Dynamic Help window is based on the current context and selection. This means that the Dynamic Help window, which is located in the lower−right corner of the IDE by default, changes its content to reflect the current selection when you move around in the code editor. This works not only when you are in the code editor, but also when you edit HTML code, use the XML Designer, design reports, edit Cascading Style Sheets (CSS), and so on.
 
 Integrated Debugger
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 Database Programming with C# When you want to view one of the topics displayed in the Dynamic Help window, as shown in Figure 1−9, you simply click the topic and the help text pops up, either in the MSDN Library application or within the IDE as a document. This depends on whether your Help settings indicate external or internal display.
 
 Figure 1−9: Dynamic Help window • Microsoft Visual Studio .NET documentation: The complete Help system for VS .NET is included, as is the Platform SDK and the .NET Framework SDK documentation. The Help browser has been improved from previous versions (as the one that comes with previous versions of Microsoft programming languages), and it's now a browser−style application with links to appropriate information on the various Microsoft Web sites.
 
 Macros You know that you must do some tasks or series of tasks repeatedly when developing. The VS .NET IDE gives you the opportunity to automate these repetitive tasks through the use of macros. Macros can be created and/or edited using either the Recorder or the Macros IDE. The Macros IDE is actually a rather familiar friend if you ever did any VBA programming, as it's quite similar. So too is the language, which looks like VBA. In fact, it's now called Visual Studio for Applications (VSA), as discussed earlier, and the macro language is in the first version based on Visual Basic .NET. However, newer versions will support other .NET languages as well, including C#. Figure 1−10 shows you the Macros IDE, which you can access from the VS .NET IDE by pressing Alt+F11 or by selecting the Macros IDE command in the Tools Ø Macros submenu.
 
 Macros
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 Figure 1−10: Visual Studio .NET Macro IDE In Figure 1−10, you can see one of the accompanying sample macros, the VSDebugger macro, displayed in the Macros IDE. The source code is VB .NET and I have placed a breakpoint on Line 16 just to show you that the Macros IDE works pretty much the same as the VS .NET IDE.
 
 Upgraded Deployment Tools The deployment tools in VS .NET have been heavily upgraded since the previous version of VS. In VS .NET you can perform the following tasks, among others: • Deploy application tiers to different test servers for remote debugging • Deploy Web applications • Distribute applications using the Microsoft Windows Installer
 
 Text Editors The various text editors in the IDE all have the same functionality that you've come to expect from a Windows editor. The shortcuts are the same, and most of the accelerator keys are well known. However, something that may be new to you is the inclusion of line numbers, which are displayed at the left side of the editor. These optional line numbers are not part of the code or text, but are merely displayed for your convenience (see Figure 1−11). Actually, the default is not to show line numbers, but you can turn them on for one programming language or all of them using the Text Editor category from the Options dialog box. See the section "IDE Tools and Modification" later in this chapter.
 
 Upgraded Deployment Tools
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 Figure 1−11: The text editor with line numbers
 
 IDE and Tools Modification By default, the IDE and all the tools within it have a certain look and feel, but you can modify most of the functionality from the Option dialog box, which you can access by selecting Tools Ø Options (see Figure 1−12).
 
 Figure 1−12: The IDE Options dialog box In the Options dialog box, you can change the default behavior and look of the IDE and related tools. On the left, you have the tree view with all the categories you can change options for. In Figure 1−12, the Environment category or node is selected, which means you can change such options as whether you want the status bar shown in the IDE, or if you want to use tabbed documents or MDI mode within the IDE. The various programming languages have slightly different settings, so if you need certain settings, such as tab size and font, to be the same in all the programming languages you use, you need to explicitly set these.
 
 Server Explorer You can use the Server Explorer window, which is located on the bar on the left side of the IDE by default, for manipulating resources on any server you can access. The resources you can manipulate include the following: • Database objects • Performance counters* IDE and Tools Modification
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 Database Programming with C# • Message queues* • Services* • Event logs* Most of these resources are new (denoted by an asterisk), and you can drag them onto a Web form or Windows form and then manipulate them from within your code (see Figure 1−13). Please note that the accessibility of these resources from Server Explorer depends on the version of Visual Studio you buy.
 
 Figure 1−13: The Server Explorer
 
 Data Connections You can set up connections to a database and manipulate the database objects in a number of ways. Hey, wait a minuteI go into greater detail on this subject from Chapter 3 on, so don't get me started here!
 
 Toolbox The Toolbox window, which is located on the bar on the left side of the IDE by default, contains all the intrinsic tools you can use in the various design and editor modes, such as HTML design, Windows Form design, Web Form design, Code Editor, and UML Diagram design. When you have a window open, the content of the Toolbox changes according to what is available to work with in the current window (see Figure 1−14).
 
 Data Connections
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 Task List The Task List window, which is docked at the bottom of the IDE by default, helps you organize and manage the various tasks you need to complete in order to build your solution. If the Task List window isn't shown, you can access it by pressing Ctrl+Alt+K. The developer and the CLR both use the Task List. This means that the developer can add tasks manually, but the CLR also adds a task if an error occurs when compiling. When a task is added to the list, it can contain a filename and line number. This way, you can double−click the task name and go straight to the problem or unfinished task.
 
 Once you finish a certain task, you can select the appropriate check box to indicate the task has been completed (see Figure 1−15).
 
 Figure 1−15: The Task List [1] Actually, it's up to the vendor of the .NET language to integrate it with the VS .NET IDE, and some languages come with their own IDE.
 
 Summary This chapter provided a quick rundown of the concepts and terms in C#. I discussed assemblies and namespaces, and how they fit in the .NET Framework; the common language runtime (CLR), which unifies the .NET programming languages with a common base; the Common Language Specification (CLS), which is the standard all .NET languages must adhere to; the common type system (CTS), which dictates the base types used for data exchange; server−based Active Server Pages programming; and the .NET Framework class library. Finally, I presented a quick look at some of the new features of the shared IDE, such as line numbering in the text editors and the integrated debugger. The next chapter is a short side trip from C#. It's a general chapter on how to design and talk to databases. Among other concepts, it covers how to normalize a database.
 
 Task List
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 Chapter 2: Using Databases Overview A Short Introduction to General Database Terms and Concepts In this chapter, I introduce you to the terms and concepts that I'll be using throughout the rest of the book. Consider this chapter a reference for the following chapters. I'll be looking at what a database really is, why you should use a database, and how to design a relational database. Although this chapter is not intended to teach you everything there is to know about designing a relational database, you'll get the basics. Please note that if you already know about database design, referential integrity, indexes, keys, and so on, this chapter will serve as a refresher. For additional information, you'll find a good article on database design and a link for database normalization at the following address on the Microsoft Product Services site: http://support.microsoft.com/support/kb/articles/Q234/2/08.ASP. The hands−on exercise in the "UserMan Database Schema" section at the end of this chapter will reinforce the database concepts I present to you here.
 
 What Is a Database? I'm sure you know what a database is, but why not keep reading? You might just find something new or different to add to what you already know. Anyway, there are probably as many definitions of the term "database" as there are different software implementations of electronic databases. So for that reason, I'll try to keep it simple. A database is a collection of data, which can be information about anything really. A phone number is data, a name is data, a book contains data, and so on. What the data is about is not really important in the context of defining data. A database is usually organized in some way. A phone book is a database, usually organized (sorted) alphabetically by surname. The main objective of a phone book is for the reader to be able to locate a phone number. With any given phone number you generally associate a name, consisting of a first name and surname, an address, and perhaps the title of the person who "owns" the phone number. Here I'm actually in the process of taking the phone book apart, or perhaps I should call it figuring out how the phone book is organized. As you can see, a database doesn't have to be an electronic collection of data (a phone book isn't), and it doesn't have to be organized in any particular way. However, this book deals with electronic databases exclusively.
 
 Why Use a Database? When thinking of reasons for using databases, some words immediately spring to mind: storage, accessibility, organization, and manipulation. • Storage: For a database to exist elsewhere other than in your head, you need to store it in some form. You can store it electronically on a disk and bring it with you, if that's what you want to do, or hand it to someone else. Your database could be in the form of a Microsoft Excel spreadsheet or a Microsoft Access database.
 
 Chapter 2: Using Databases
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 Database Programming with C# • Accessibility: Well, if you can't access your data within the database, the database is of no use to anyone. When using an electronic database, such as one created in Microsoft Access, you generally have a lot of options for accessing it. You can access a Microsoft Access database using the Microsoft Access front−end, or indeed any application capable of communicating with a driver that can talk to the Microsoft Access database. Now, accessibility depends on the format the database is saved in, but for argument's sake let's just say that it's a standard format, such as dBase or Microsoft Access, which means it's easy to get hold of a driver and/or application that can access and read the data in the database. • Organization: The most logical way to organize a phone book is alphabetically. However, the phone book has a lot of duplicated data, which can take up twice as much space as you would expect nonduplicated data to take. The data is duplicated to allow you to use more than one way to look up data. In most countries, you can look up a listing under the surname, you can look up a listing using the address, and so on. Duplication is not a problem when speaking of an electronic database, if it has been properly implemented. You can use indexes to give your clients a variety of ways to access the data without duplicating it. Keys serve as pointers to the data, which means they're valuable tools for avoiding duplicated data. • Manipulation: Editing a phone book is certainly not an easy task. You can strike over the text in case a phone number no longer exists, but what about changing the owner of a phone number or adding a new phone number? In how many places will you have to edit and/or add data? This just won't work, unless you're willing to redo the whole phone book! When it comes to your electronic database, if it has been properly implemented, it's simply a matter of locating the information you want to edit or delete, entering the data, and off you go. The data is now added and changed in all the right places. Okay, so to quickly summarize, here are the benefits of using a database: • Locating and manipulating the data is much easier when your data is in one place. • Organization of the data is easier when it's in one place and it's stored electronically. • You can access the data from a variety of applications and locations when your data is put in one place, your database. From this point on, all references to databases are to electronic databases.
 
 Relational vs. Hierarchical Today there are two types of databases widely deployed, relational and hierarchical. The relational database is by far the most popular of these and it's probably the one you already know about. Mind you, you've probably been using a hierarchical database without knowing it! The Windows Registry and Active Directory in Windows 2000 are both hierarchical databases.
 
 Hierarchical Databases A hierarchical database has a treelike structure with a root element at the top (see Figure 2−1). The root element has one or more nodes, and the nodes themselves have nodes. It's just like a tree with branches and leaves. You've probably been using the Windows Explorer file manager, which relies on a treelike structure for representing your disk and files. Windows Explorer is more like a hierarchical DBMS (see the "What Is a Database Management System?" section later in this chapter) with multiple databasesthat is, My Computer is a database, drive C on your local computer is a node of the root element My Computer, the folders on drive C are nodes of drive C, and so on.
 
 Relational vs. Hierarchical
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 Figure 2−1: Hierarchical database Hierarchical databases are usually very fast, because the data structures are directly linked, but they are not good for modeling complex relations such as the ones you have in a warehouse system with raw materials, products, boxed products, shelves, rows of shelves, and so on. All these items are somewhat related, and it's difficult to represent these relations in a hierarchical database without duplicating data and loss of performance. These are some good candidates for hierarchical databases: • File and directory systems • Management/organization rankings I'm sure you can think of a few more yourself. Hierarchical databases are generally hard to implement, set up, and maintain, and they usually require a systems programmer to do so. However, IBM produces a hierarchical database system called the Information Management System (IMS), which you can find at http://www−4.ibm.com/software/data/ims/. IMS has tools similar to those in relational database systems (discussed next) for setting up and implementing your hierarchical database. I won't implement a hierarchical database in this book, but I'll show you how to access one, Active Directory. See Chapter 7 for more information on Active Directory and hierarchical databases in general.
 
 Relational Databases A relational database consists of tables (see the "What Are Tables?" section later in this chapter) that are related to each other in some way, either directly or indirectly. If you think in terms of objects, tables represent the objects, and these objects/tables are connected using relationships. One example might be an order system, where you have products, customers, orders, and so on. In a rather simple order system, you'll have separate objects or tables for holding information pertaining to orders, customers, and products. A customer has zero or more orders, and an order consists of one or more products, which means you have relationships between the objects, or rather tables. Please see the "What Is Relational Database Design?" section, later in this chapter, for more information on how a relational database should be designed.
 
 What C# Programmers Need to Know About Relational Databases In this section, you'll be introduced to a number of Frequently Asked Questions (FAQs) and answers to these questions. All the FAQs are related to what you really need to know if you design your own databases as a C# programmer. Although the rest of this section is in typical FAQ style, I recommend that you follow along Relational Databases
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 Database Programming with C# from the beginning, because it might answer some of the questions you may raise in later chapters. Q: What Is a Database Management System? Q: What Are Tables? Q: What Are Rows and Records? Q: What Are Columns and Fields? Q: What Are Null Values? Q: What Is the Relational Database Model? Q: What Is Relational Database Design? Q: How Do You Identify Objects for Your Database? Q: What Are Relationships? Q: What Is a One−to−One Relationship? Q: What Is a One−to−Many Relationship? Q: What Is a Many−to−Many Relationship? Q: What Are Keys? Q: What Is a Primary Key? Q: What Is a Foreign Key? Q: What Is a Composite Key? Q: What Is an Index? Q: What Is Data Integrity? Q: What Is Entity Integrity? Q: What Is Referential Integrity? Q: What Is Declarative Referential Integrity? Q: What Is Procedural Referential Integrity? Q: What Is Domain Integrity? Q: What Is Normalization? Q: What Are the Normal Forms? Q: How Do You Achieve the First Normal Form? Q: What Is the Second Normal Form? Q: What Is the Third Normal Form? Q: What Is the Fourth Normal Form? Q: What Is the Fifth Normal Form? Q: What Is Denormalization? Answers A: The term database management system (DBMS) is used in variety of contexts, some more correct than others. A complete DBMS consists of hardware, software, data, and users. However, in the context of this book, a DBMS is a software package through which you can administrate one or more databases, manipulate the data within a database, and export to/import from different data formats. A DBMS is not necessarily a database server system such as Microsoft SQL Server or Oracle; it can also be a desktop database such as Microsoft Access or Lotus Approach. A desktop Relational Databases
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 Database Programming with C# database doesn't require a server; it's simply a file (or a set of related files) that you can access using the right software driver from within your own application or using accompanying front−end software.
 
 A:
 
 A:
 
 A:
 
 A: A:
 
 A:
 
 Throughout this book, I'll use the terms database and DBMS interchange−ably, for the sake of discussing the connection to and manipulation of data in a database. A (database) table is a structure for holding a collection of related information, such as a table of orders in an order system. The structure of a table is made up of columns and the content of a table is grouped in rows. Rows are entities in a table, which means that a single row contains information about a single instance of the objects that the table holds, such as an order in an order system. Rows and records are the exact same thing. Remember that when you come across the two terms in the same context. A column is the building block of the table structure, and each column in a table structure holds a specific piece of information relating to the object that the table assembles, such as a column in an order table that holds the Order ID in an order system. Like rows and records, the terms column and field are synonymous. The special value null refers to an empty or nonassigned value. When I say empty value, that's not to be compared to an empty string, because an empty string is an actual value (""). The Relational Database Model, which was "created" by E. F. Codd, has become the de facto standard for relational database design today. The idea behind this model is not very complex, although it can be hard to grasp at first. Please see the next FAQ, "What Is Relational Database Design," for more information. Relational database design is the way in which you design your relational data−base. Okay, I know this is pretty obvious, but basically that's what it is. It's all about identifying the objects you need to store in your database and finding the relationships between these objects. It's very important that you design your database properly the first time around, because it's so much harder to make structural changes after you've deployed it. Other reasons for implementing a good database design are performance and maintainability. Sometimes after you've been working on your database design for a while, you end up redesigning it simply because you find out that the current design doesn't facilitate what you're trying to achieve. Design your first database, go over the design, and change it according to your findings. You should keep doing this until you no longer find any problems with it. There are many excellent tools for modeling a relational database, but even though these tools are good, you still need to know how to construct a relational database to fully exploit one of these tools. Here's a list of some of the tools available:
 
 • ICT Database Designer Tool (http://www.ict−computing.com/prod01.htm) • ER/Studio (http://www.embarcadero.com/products/erstudio/index.asp) • ERwin (http://www.cai.com/products/alm/erwin.htm) • Visible Analyst DB Engineer (http://www.visible.com/Products/Analyst/vadbengineer.html) A: When you set out to design your relational database, the first thing you need to do is sit down and find out what objects your database should hold. By "objects," I mean items in an order system, for instance, that represent customers (Customer objects), orders (Order objects), and products (Product objects), which you would find in a typical order system. It can be difficult to identify these objects, especially if you're new to relational database design. If this is so, I'm quite sure that the first object you identify, and perhaps the only object you can identify, is the Order object. The important thing to remember here is that while the Order object is a perfectly legitimate object, there is more to it than that. You need to keep breaking the objects apart until you're at the very Relational Databases
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 Database Programming with C# lowest level. In the example order system, an order is made up of one or more OrderItem objects, a Customer object, and so on. The OrderItem object itself can be broken into more objects. An order item consists of product type and the number of products. The Price object can be derived from the Product object. Here's a list of typical objects for this order system: • Order • Customer • Product • OrderItem • Price Something's wrong with this list, however. When you split your objects into smaller ones, the criterion for doing so should be whether the derived object actually has a life of its own. Take a look at the Price object. Should it be an object, or is it simply a property of the Product object? By "property," I mean something that describes the object. The Price object will probably correspond to more than one Product object, and as such it will be duplicated. The price could be a separate object, but it would make more sense to have it be a property of the Product object. Consider the following questions and answers: • Q: Does one price correspond to more than one product, or will the price be duplicated within the Product object? A: The price probably will correspond to more than one product, and as such it will be duplicated. You could treat the price as a separate object, but it would make more sense to have it be a property of the Product object. Although the price will be duplicated, you also have to think about maintainability. If you need to change the price of one product, what happens when you change the Price object and more than one product is linked to it? You change the price for all related products! • Q: Does a price describe a product, or is it generic? A: The price relates to one product and one product only. • Q: Is the price calculated (or will it be) when invoicing? A: The price is fixed so you'll have to store it somewhere. It's necessary to identify these objects so you can start creating tables; the objects I have identified so far are indeed tables. The properties that I've come across, such as the price, are columns in the table. A: When you've identified objects for your database, you need to tell the DBMS how the various objects or tables are related by defining relationships. There are three kinds of relationships: • One−to−one • One−to−many • Many−to−many Relationships are established between a parent table and child tables. The parent table is the primary object and the child tables are the related objects, meaning that data in the child tables relates to data in the parent table in such a way that the data in the child tables can only exist if it has related data in the parent table.
 
 Relational Databases
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 Database Programming with C# A: You use a one−to−one relationship when you want to create a direct relationship between two objects, a parent table and a child table. Basically, one−to−one relationships require that the related columns in the two tables are unique. Normally, information that makes up a one−to−one relationship would be put in one table, but sometimes it's necessary to keep some information in a separate table, effectively establishing a direct link or a one−to−one relationship between the two new tables. You can see reasons for such a relationship in Table 2−1. Table 2−1: One−to−One Relationships SPLIT REASON The table structure is large Security concerns
 
 DESCRIPTION If you have a large table structure (many columns), quite often only some of the columns are accessed and, in such cases, it can be advantageous to split the table into two, moving the least accessed columns into a new table. Some columns are considered a security risk and are therefore moved to a new table, creating a one−to−one relationship. However, there are often other ways of getting around this, such as creating views. See Chapter 6 for more information about views.
 
 Table 2−1 explains why you would split up an existing table into two tables, which is mostly the reason for having a one−to−one relationship, and provides a description of the reason you should split the table. In general, reference or lookup tables have a one−to−one relationship with a parent table. A: A one−to−many relationship is the most common database relationship, and you will implement it many times over the years as a database designer. This type of relationship exists between a parent table and a child table in cases where the parent row can have zero or more child rows. Table 2−2 provides examples of such a relationship. Table 2−2: One−to−Many Relationships PARENT TABLE Orders Customers Products
 
 CHILD TABLE OrderItems Orders OrderItems
 
 You interpret Table 2−2 as follows: One order can have one or more order items, one customer can have one or more orders, and one product may belong to one or more order items. A: A many−to−many relationship exists in cases where a row in the parent table has many related rows in the child table and vice versa. Table 2−3 displays one example of such a relationship. Table 2−3: Many−to−Many Relationship PARENT TABLE LINK TABLE CHILD TABLE Products ProductParts Parts Many−to−many relationships can't be modeled directly between a parent table and a child table. Instead, you define two one−to−many relationships using a third table, called a link table. This table holds a unique ID of the row in the parent row as well as a unique ID of the row in the child Relational Databases
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 Database Programming with C# table as one row (see Figure 2−2). So, in order to find a particular row in the link table, you need the unique IDs of both the parent and child rows. The two IDs are very good candidates for a composite primary key (see the next FAQ, "What Are Keys?"). Figure 2−2 should be read like this: • One product contains one or more parts. • One part belongs to zero or more products. • A product part belongs to one product only and consists of one part only. The ProductParts table is the link table in this case.
 
 Figure 2−2: Many−to−many relationship A: Keys are important in relational database design, because they're used as row identifiers and for sorting query output. There are two types of keys: primary keys and foreign keys. Please note that any key is really just an index, meaning that a key is based on an index. See the "What Is an Index?" FAQ later in this chapter for more information on indexes. A: The primary key of a table is always unique; that is, no two rows in the table hold the same value in the column(s) designated as the primary key. This means the primary key uniquely identifies each row in the table. This also means that a column that makes up or is part of a primary key can't contain a null value. The primary key index also functions as a lookup key, which helps you locate a specific row when you search for a value in the primary key index. In terms of relationships, the primary key of the parent table is always used in combination with a foreign key (discussed next) in the child table. In Figure 2−3, the primary key in the (parent) Orders table is marked PK. One row in the Orders table relates to zero or more rows in the OrderItems table.
 
 Figure 2−3: Primary and foreign keys A: A foreign key is used in relationships as the lookup value in the child table. This means it directly corresponds to the value of the primary key in the parent table, so that you can use the value of the primary key to look up a related row in the child table. In a one−to−one relationship, the foreign key must be unique. In Figure 2−3, the foreign key in the OrderItems table is marked FK. There can be many rows in the OrderItems table that relate to a row in the Orders table. Please note that the Salesman column in the Orders table is a foreign key candidate for looking up orders belonging to a certain salesman. This obviously requires a separate Salesman table with a unique ID column as the primary key. A: A key consisting of more than one column is called a composite key, simply because it is made up Relational Databases
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 Database Programming with C# of more than one column. So you either have a composite key (more than one column) or a single−column key. A: You create an index to specify lookup columns. With many DBMSs you don't have to create an index for primary or foreign keys, because primary and foreign keys are automatically created as indexes to your tables. When you create an index, it's much faster to search for a value in the column(s) that makes up the index. There is some overhead when you create an index, but if you're careful when selecting the columns you want to use in indexes, the advantages outweigh the disadvantages. The overhead results in extra disk space consumption and a slight performance penalty when adding or editing rows. Sometimes you need to try out an index and do some performance testing to see if you'll gain or lose performance by implementing it. One candidate for an index is the Name column in a Customer table. You can't use it as a primary key column as it more than likely will be duplicated, because many people have the same names. However, you'll probably need to look up a customer using his or her name, as he or she might not remember his or her customer ID (which could be the primary key) if the customer gives you a call. A: Data integrity relates to whether the content of a database can be "trusted" or if it's up−to−date. In other words, data integrity means that no data is outdated or orphaned because of updates to related data. Data integrity can be ensured by checking for one or more of the following: • Entity integrity • Referential integrity • Domain integrity A: Entity integrity states that no value in a primary key can be null. This goes for composite primary keys as well as single−column primary keys. Since primary keys must be unique, they must not be allowed to contain null values, and hence you should apply entity integrity when designing your database. Mind you, most DBMSs won't allow you to create primary keys that allow null values. A: Referential integrity has to do with relationships. Referential integrity ensures that no row in a child table has a foreign key that doesn't exist as a primary key in the parent table. This means that when you enforce referential integrity, you can't add a row to the child table with a foreign key that doesn't match a primary key in the parent table. Depending on whether you specify restrictions or cascades when you set up referential integrity, the behavior in Table 2−4 is applied. A cascade refers to the process whereby related tables are updated when you update or delete a row in a parent table.
 
 Table 2−4: Referential Integrity Behavior TASK CASCADE RESTRICTION Delete a row in a parent table for which there The related rows in the The deletion is are related rows in a child table. child table are also deleted. disallowed. Update/change the primary key of a row in a The related rows in the The update/change parent table for which there are related rows in a child table are also updated. is disallowed. child table. Referential integrity ensures that no row in a child table is orphaned, that is, has no related record in the parent table. There are two kinds of referential integrity: declarative integrity and procedural integrity. A: Declarative referential integrity (DRI) is the easiest to implement, because it simply means that you define what action to take at the time of creating your relationships. This means that you tell Relational Databases
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 Database Programming with C# the DBMS to either restrict or cascade an update or deletion to tables that have a relationship. SQL Server 2000 was the first version of Microsoft SQL Server to support DRI. A: Procedural referential integrity (PRI) is when you create procedures in your database, or even in components handling your database access, that manage your referential integrity. This is normally handled by triggers that are invoked either before or after an update to a table in your database. See Chapter 6 for more information about triggers. Procedural referential integrity gives you more control over how updates and deletions to your tables are handled, because you can specify just about any action in your triggers. However, using procedural referential integrity also means more work for you, because you need to program these triggers yourself, whereas DRI is handled by the DBMS. A: Domain integrity ensures that values in a particular column conform to the domain description in place, meaning that values in the column must match a particular format and/or data type. Domain integrity is ensured through physical and logical constraints applied to a specific column. When you try to add an invalid value to a column with domain constraints, the value will be disallowed. Such a domain constraint could be applied to a Phone Number column in the Customers table, as follows: • Physical constraint: data type: string, length: 13 • Logical constraint: input format: (999) 9999999 A: Normalization is very much a process that can be applied to relational data−base design. Normalization is a method of data analysis you can use when you're designing your database. The normalization process, which is a series of progressive sets of rules, can be referred to as normal forms. A "progressive set of rules" means that one rule builds upon the previous rule and adds new restrictions. Think of it like this: The first rule states that a value must be of type integer. The second rule enforces the first rule, but it also adds another restriction: The value must be 5 or higher. The third rule enforces first and second rules and adds the restriction that the maximum value is 1500, and so on. (I'm sure you get the idea.) Anyway, the purpose of normalization is to define tables, which you can modify with predictable results, and thus ensure data integrity with minimal maintenance. A "predictable result" means that no data inconsistency and/or redundancy occur when you modify the data. Inconsistency is when, for example, you update a value in one place and that value isn't updated in another place where it's referenced. Redundancy is, generally speaking, when you have some data that's duplicated. The normal forms were defined in the 1970s to overcome problems with table relations. These problems are also called anomalies. A: The normal forms are a progressive set of rules that should be applied to your database design beginning with the First Normal Form, then the Second Normal Form, and so on. (The various form levels are discussed later in this section.) Mind you, not all of the normal forms have to be applied to your database design. I would think that a lot of databases out there that have been normalized only adhere to the first three normal forms. I believe it's up to you as a database designer to pull the plug on the process, once you feel you've achieved your goal. Note I had a hard time understanding the normal forms when I first came across them some years ago. These days I hardly think about them when I design my databases. I just design them and they generally conform to the first three to four normal forms. Actually, if you're going to design a number of databases in your career, I can only suggest you get to know these normal forms by heart. The hard work will pay off, believe me. If you already know about normalization and generally apply it to your database design, your job for the rest of this book is to catch my mistakes! Relational Databases
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 Database Programming with C# A: You can achieve the First Normal Form (1NF) by putting all repeating groups of data (duplicated data) into separate tables and connecting these tables using one−to−many relationships. One example of this might be if the Orders table had columns for four OrderItems, as shown in Figure 2−4.
 
 Figure 2−4: 1NF violation Don't tell me you never made the mistake displayed in Figure 2−4. Think back to when you were first designing databases that were effectively flat file databasesthat is, databases where all data is placed in the same table or file. If you want to conform to 1NF, your table design should instead look like Figure 2−5.
 
 Figure 2−5: 1NF conformance A: To conform to the Second Normal Form (2NF) you must first conform to 1NF. Actually, 2NF only applies to tables in 1NF with composite primary keys (see the "What Is a Composite Key" FAQ earlier in this chapter). So if your database conforms to 1NF and your tables only have primary keys made up of a single column, your database automatically conforms to 2NF. However, if your table does have a composite primary key, you need to eliminate the functional dependencies on a partial key. You can achieve this by putting the violating columns into a separate table. Functional dependencies, you say? Okay, try this: If you have an OrderItems table and it contains the columns shown in Figure 2−6, the ProductDescription column violates 2NF. 2NF is violated because the ProductDescription column only relates to the ProductId column and not the OrderId column. This means that to conform to 2NF, you will have to move the ProductDescription column to the Products table. You can use the ProductId as a lookup value to retrieve the product Relational Databases
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 Figure 2−6: 2NF violation A: You can achieve Third Normal Form (3NF) conformance by conforming to 2NF and by eliminating functional dependencies on nonkey columns. As is the case with 2NF, if you put the violating columns into a separate table, this condition is met. This means all nonkey columns will then be dependent on the whole key and only the whole key. In Figure 2−7, the Location column is not dependent on the ProductId column, which is the primary key, but instead on the Warehouse column, which is not a key. Therefore, 3NF is violated, and you should create a new Warehouse table with the Warehouse and Location columns to conform to 3NF. You can then use the Warehouse column as a lookup value to retrieve the Warehouse location.
 
 Figure 2−7: 3NF violation
 
 Relational Databases
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 Database Programming with C# A: If you want your database to conform to the Fourth Normal Form (4NF), the rows in your tables must conform to 3NF and they must have no multivalued dependencies. You can think of multivalued dependencies like this: A row may not contain two or more independent multivalued facts about an entity. 4NF only concerns relations that have three or more attributes, so if you don't have relations, or primary keys for that matter, with three or more attributes, your database automatically conforms to 4NF. If, however, your database does have relations with three or more attributes, you need to make sure that the primary key doesn't contain two or more independent multivalued facts about an entity. Confusing, eh? Okay, think about this: • A customer can speak one or more languages. • A customer can have one or more payment options. In the example shown in Figure 2−8, you have the option of storing a payment option and a language for each customer. The only problem is that the language and the payment option are multivalued; that is, there is more than one language and more than one payment option, and the language and payment attributes are mutually independent attributes. This effectively means a single customer who speaks the languages English and Danish and has the payment options Cash On Delivery (COD) and Credit will require more than one customer row. Actually, this customer will require four rows if you need to hold all combinations (two languages two payment options). Can you imagine the nightmare of updating all these rows once you change, say, a payment option? Another problem with this relation is that if only one row contains the value Danish in the Language column and you delete this row, what happens then? The Danish language would be lost from the database.
 
 Figure 2−8: 4NF violation To avoid violating 4NF as shown in Figure 2−8, you need to decompose the relation (Customers) into two separate relations (CustomerPayments and CustomerLanguages), as in Figure 2−9.
 
 Figure 2−9: 4NF conformance You need to conform to 4NF to make sure you don't have data redundancy and to make data updates easy. Relational Databases
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 Database Programming with C# A: The first four normal forms all relate to functional dependence, but the Fifth Normal Form (5NF) relates to join dependence. Join dependence means that when a table has been decomposed into three or more smaller tables, these smaller tables can be joined to form the original table. Rows in your tables conform to 5NF when the information contained in the rows can't be reconstructed from several smaller rows (each row has fewer columns than the original row). This means that the information in a table can't be decomposed into smaller tables without them having the same key. 5NF is not much different from 4NF, and many experts believe that tables that conform to 4NF also conform to 5NF in most cases. A: Denormalization is the process of reversing normalization, usually because of a performance loss as a result of the normalization process. However, there are no hard−and−fast rules for when you need to start the denormalization process. Before you start doing any normalization, you can benchmark your current system and establish a baseline. When you're done with the normalization, you can again benchmark your system to see if any performance has been gained or lost. If the performance loss is too great, you start the denormalization process, where you reverse one or more of the changes you made in the normalization process. It's important that you only make one such change at a time in order to test for possible performance gains after every change. Denormalization is also an important aspect to keep in mind when your database matures, because performance is most often degraded when you start adding data to your database.
 
 UserMan Database Schema The UserMan sample application that I build on throughout this book will feature a database, of course. The schema for this SQL Server database is shown in Figure 2−10.
 
 Figure 2−10: UserMan database schema As you can see in Figure 2−10, the database includes four tables: • tblUser: This is the main table that holds all standard information about a user, such as first name, last name, and so on. • tblUserRights: This is a link table that holds many−to−many relationships between the tblUser and tblRights tables. • tblRights: This table holds the various rights a user can be assigned in the system, which could allow a user to create a new user, delete an existing user, and so on. • tblLog: The log table holds information on when a user did what. Let's keep those users under tight control! UserMan Database Schema
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 Database Programming with C# Exercise Examine the UserMan database schema and see if you can find a way to improve the design according to the various design tools that I've covered in this chapter.
 
 As stated before, I'll be working on this database throughout this book, and in the final chapter, I'll give you ideas on how to extend the current schema and the sample application.
 
 UserMan Database Conforms to 5NF The UserMan database conforms to 5NF, but how can you tell? Figure 2−10 shows you the database schema with the four tables. Let's check the normal forms one by one and see if the UserMan database really does conform to 5NF. • 1NF: All repeating groups of data have been put into separate tables. • 2NF: Only the tblUserRights table has a composite primary key, but this table is a link table and therefore doesn't hold any "real" data. Basically, the absence of nonkey columns means that you don't have any functional dependencies on a partial key. • 3NF: All nonkey fields in the tables relate to the primary key. • 4NF: The UserMan database has doesn't have any relations or primary keys with three or more attributes; thus, no multivalued dependencies exist. • 5NF: None of tables can be further decomposed without using the same keyor can they?
 
 Summary This chapter explained databases, why you should use them, and how you should design them. I briefly outlined the differences between a relational data−base and a hierarchical database. Then, I discussed designing a relational database, and I showed you most of the concepts involved in building a relational database, such as the normal forms, keys (primary and foreign), the various types of relationships between tables and how to implement them logically, and indexes. I also covered data integrity in the form of entity, referential, and domain integrity. The last section of this chapter detailed the database schema for the UserMan sample application. I'll be working with this database throughout the book. The following two chapters take you on a journey through most of the classes in ADO.NET and explains how to use them.
 
 Summary
 
 37
 
 Chapter 3A: Presenting ADO.NET: The Connected Layer Overview This chapter and its twin, Chapter 3B, cover ADO.NET. The classes in ADO.NET can be categorized into two groups: the connected layer and the disconnected layer. This chapter covers the connected layer. The connected layer is provider specific, meaning you need to use a .NET Data Provider that supports your database, whereas the disconnected layer can be used with all of the .NET Data Providers. See the "Data Providers and Drivers" section later in this chapter for more information on providers. Simply put, you can use the disconnected layer if you don't need to access any data source and really just want to work with temporary data, or data that is being read and written to XML streams or files. If you need to retrieve data from, insert data into, update data in, or delete data from a data source, you need to use the connected layer. However, most often you'll be using classes from both layers, as you'll see in this chapter and the following ones, and the corresponding example code. For some years now, Active Data Objects (ADO) has been the preferred interface for accessing various data sources. This is especially true for Visual Basic programmers. Think of ADO as the middle layer in your application, the layer between your front−end and the data source. ADO 2.7 is the latest version of this product. Now, with the advent of ADO.NET and VS .NET, it's not just Visual Basic programmers, but also many other programmers using programming languages like C#, who can finally use it extensively as well. Active Data Objects.NET (ADO.NET) is the all−new singing−and−dancing version of ADO. ADO.NET has been designed to be a disconnected and distributed data access technology based on XML. This fits very well into the new, "hidden" Microsoft strategy of making it run on every platform that supports XML. It also means that you can easily pass ADO.NET data sets from one location to another over the Internet, because ADO.NET can penetrate firewalls. Actually, it's fair to say that ADO.NET is a revolution and not an evolution.
 
 ADO vs. ADO.NET This book refers to both of these data access technologies. Here is how you can distinguish one from the other: ♦ ADO will be used to describe the ADO technology that has been with us for some years now. This technology is COM based and can only be used through COM Interop. ♦ ADO.NET is a new version based entirely on the .NET Framework, and the underlying technology is very different from that of the COM−based ADO. Although the name ADO is still there, these are different technologies.
 
 However, as you probably know, ADO is still here, although it requires COM Interop (interoperability) if you want to use it from within the .NET Framework. You'll get a chance to look at COM Interop in Chapter 3B, Chapter 3A: Presenting ADO.NET: The Connected Layer
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 Database Programming with C# but you can also refer to the following book, which covers COM Interop: • Moving to Visual Basic.NET: Strategies, Concepts, and Code, by Dan Appleman. Published by Apress, June 2001. ISBN 1893115976. ADO.NET is what you'll be using in most of your .NET applications, because of its disconnected architecture. However, you should keep in mind that ADO.NET is firmly targeted at n−tier Web applications, or applications that are distributed over a number of different servers. This doesn't mean that you can't use it to build n−tier or client−server solutions for the Windows platform only, but it does mean that you should look into using good old ADO as well, before you make a decision on what data access technology you want to use. Please note that it's possible and perfectly legit to use both technologies in your applications, if you so desire or even need to; one technology doesn't rule out the other. You'll get a look at ADO as well as ADO.NET here, but I won't be covering ADO in the same detail as ADO.NET. If you need more information on ADO, try these books: • Serious ADO: Universal Data Access with Visual Basic, by Rob Macdonald. Published by Apress, August 2000. ISBN 1893115194. • ADO Examples and Best Practices, by William R. Vaughn. Published by Apress, May 2000. ISBN 189311516X. Also, if you need more information on ADO.NET from a VB .NET programmer's viewpoint, then you should take a look at this title: • Database Programming with Visual Basic.NET, by Carsten Thomsen. Published by Apress, August 2001. ISBN 1893115291. The overall object model looks the same for ADO and ADO.NET. In order to access a data source, you need a data provider. A data provider is really another word for driver, and it's simply a library that can access the data source in binary form. (See the "Data Providers and Drivers" section later in this chapter for details.) Once you have the data provider, you need to set up a connection from your application that uses the data provider to gain access to the data source. See Figure 3A−1 for a simplified picture. Now that the connection is set up and opened, you can execute queries and retrieve, delete, manipulate, and update data from the data source.
 
 Figure 3A−1: How a data provider works You need data objects in order to manipulate data. I'll explain these in the following sections. Note
 
 Most of the code listings in this chapter and Chapter 3B are based on the SQL Server .NET Data Provider. However, the example code that can be downloaded from Apress (http://www.apress.com) or from the UserMan site (http://www.userman.dk) also shows you how to do it using the OLE DB .NET Data Provider and the ODBC .NET Data Provider. Basically, this means that you can use the example code to access the following data sources and more: SQL Server, Microsoft Access, Oracle version 7.0 and later,
 
 Chapter 3A: Presenting ADO.NET: The Connected Layer
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 Database Programming with C# MySQL 3.23.45 and later, plus many more. Examples for the mentioned DBMSs can be found in the example code.
 
 Data−Related Namespaces There are a number of namespaces in the .NET Framework that are of interest when dealing with data (see Table 3A−1). These namespaces hold the various data classes that you must import into your code in order to use the classes. Actually, you can prefix these classes with the namespace when you declare and instantiate your objects, but you still need to know where to find the classes in the first place.
 
 Table 3A−1: Data−Related Namespaces NAMESPACE System.Data
 
 DESCRIPTION Holds the disconnected ADO.NET classes, like the DataSet and DataTable classes, and other miscellaneous generic classes, or classes that are subclassed in the .NET Data Providers. System.Data.SqlClient Holds the classes specific to Microsoft SQL Server 7.0 or later. This is the SQL Server.NET Data Provider. System.Data.OleDb Holds the collection of classes that are used for accessing an OLE DB data source. This is the OLE DB .NET Data Provider. Microsoft.Data.Odbc Holds the collection of classes that are used for accessing an Open Database [1] Connectivity (ODBC) data source. This is the ODBC .NET Data Provider. [1] The ODBC .NET Data Provider is a separate download, and it's not included in the VS .NET package. Well, at least not at the time of writing this (March 2002). For the latest version of the download, please look here: http://www.microsoft.com/data. CROSS−REFERENCE If you are uncertain about what a namespace really is, see Chapter 1. You can import namespaces into a class in your code with the using statement, like this: using System.Data;
 
 Instead of importing the namespaces, you can prefix the classes when declaring and/or instantiating your objects, like this: System.Data.SqlClient.SqlConnection cnnUserMan; // Declare new connection cnnUserMan = new System.Data.SqlClient.SqlConnection(); // Instantiate connection
 
 Data Providers and Drivers A data provider is simply just another phrase for driver, meaning it's a binary library that exposes an API that can be called from within your application. The library is a DLL file, and sometimes this DLL is dependent on other DLLs, so in fact a data provider can be made up of several files. The data providers and drivers discussed here are called OLE DB providers and ODBC drivers, and they can be accessed directly. However, when you use C#, you won't be accessing the OLE DB providers or ODBC drivers directly, but instead you'll be using the ADO.NET classes that wrap the API exposed by the provider or driver library. So, you don't have to worry about this low−level kind of programming. All you need to do is specify the name of the provider when you set up or open a connection. Data−Related Namespaces
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 Database Programming with C# OLE DB is really a specification that is used by OLE DB providers, and the primary purpose of an OLE DB provider is to translate OLE DB instructions into the language of the data source and vice versa. The same can be said about ODBC; it's a specification used by the native ODBC drivers for translating ODBC instructions into the language of the data source and vice versa. There's one important distinction between ADO and ADO.NET: ADO calls the OLE DB provider through COM Interop, whereas ADO.NET uses the DataAdapter class, which then calls the OLE DB provider or the ODBC driver, also through COM Interop; Figure 3A−2 highlights the latter. Actually, sometimes the DataAdapter object directly accesses the API exposed by the DBMS, as can be the case with Microsoft SQL Server 7.0 or later (see Figure 3A−3). The .NET Data Provider for SQL Server uses a private protocol named tabular data stream (TDS) to talk to SQL Server. This means that if you're using ADO.NET and the OLE DB .NET Data Provider, the connected layer is using COM to access the OLE DB provider. However, you should note that the disconnected layer, which is discussed in Chapter 3B, doesn't use COM at all, even if COM Interop is used for talking to the OLE DB provider.
 
 Figure 3A−2: DataAdapter using an OLE DB provider to access the data source
 
 Figure 3A−3: DataAdapter accessing the data source directly Note In ADO you can also access ODBC data sources, but this is done through the OLE DB ODBC provider, which means you have in effect three layers (ADO, OLE DB, ODBC) to go through in order to access your ODBC data source. If you know at compile time that you have a .NET Data Provider for one of the data sources you need to connect to, then use that provider, because it has been optimized for that specific data source. If on the other hand you are creating a generic data wrapper to be used when you don't know the data sources you'll be connecting to at runtime, go with the generic OLE DB .NET Data Provider. The ODBC .NET Data Provider is for accessing ODBC data sources exclusively and can only be used in cases where you have the appropriate ODBC driver. The OLE DB providers listed in Table 3A−2 work with the OLE DB .NET Data Provider. See the ".NET Data Providers" section later in this chapter for details. This list is far from exhaustive, but it does show you which current Microsoft OLE DB providers are compatible with the OLE DB .NET Data Provider.
 
 Table 3A−2: OLE DB Providers Compatible with the OLE DB .NET Data Provider PROVIDER NAME SQLOLEDB
 
 DESCRIPTION Use with Microsoft SQL Server 6.5 or earlier
 
 Data−Related Namespaces
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 Database Programming with C# MSDAORA Use with Oracle version 7.0 and later Microsoft.Jet.OLEDB.4.0 Use with JET databases (Microsoft Access) In Table 3A−2, the SQLOLEDB data provider is listed as good for connecting to Microsoft SQL Server 6.5 or earlier. However, it can also connect to SQL Server 7.0 or later, but because the SQL Server .NET Data Provider is an optimized data provider for these RDBMSs, I highly recommend you use that one instead. The OLE DB .NET Data Provider doesn't support OLE DB version 2.5 interfaces or earlier, which also means that you need to install Microsoft Data Access Components (MDAC) 2.6 or later on your system. However, MDAC 2.7 is distributed and installed along with VS .NET.
 
 Specifying a Provider or Driver When Connecting There are several ways to open or set up a connection, but here is one way of specifying what provider or driver you want to use: cnnUserMan.ConnectionString = "Provider=SQLOLEDB;Data Source=USERMANPC;"+ "User ID=UserMan;Password=userman;Initial Catalog=UserMan;";
 
 In the ConnectionString property of the connection cnnUserMan (declared and instantiated elsewhere, obviously), specify that you want to use the SQL Server provider (Provider=SQLOLEDB). See the section "ConnectionString Property" later in this chapter. Here you can see how to set up an ODBC connection string: cnnUserMan.ConnectionString = "DRIVER={SQL Server};SERVER=USERMANPC;"+ "UID=UserMan;PWD=userman;DATABASE=UserMan;";
 
 The two connection strings are used for connecting to the same data source, the SQL Server by the name of USERMANPC, using the UserMan user credentials (userman as password) to the UserMan database.
 
 .NET Data Providers .NET Data Providers are a core part of the new ADO.NET programming model. Although a .NET Data Provider loosely maps to an OLE DB provider, it's in fact a lot closer to the ADO object model. This is because the OLE DB and ADO layers have been merged in the .NET Framework, giving the .NET Data Providers higher performance. The higher performance results from the fact that when using ADO.NET, you are effectively using only one layer as compared to using the ADO layer connected to the OLE DB layer. Nearly the same can be said about the ODBC .NET Data Provider, but this is even more of a "merger," because with ADO you also have the OLE DB provider and the ODBC driver to pass through when connecting to an ODBC data source. Here's another way of looking at this. Previously you would tinker directly with the low−level OLE DB or ODBC API only if you really knew what you were doing. The reason for doing so was you wanted higher performance. No more, my friend! Now you have ADO.NET with its high−level programming interface, exposed by the ADO.NET object model, and yet you get the same performance as using OLE DB or ODBC directly. Isn't that great? Okay, before you start celebrating too much, let me make one final point: OLE DB and ODBC as specifications expose a data source in a rich waythat is, they expose all the functionality of all the various types of data sources out there, whereas .NET Data Providers expose minimal functionality. So OLE DB, or ODBC for that matter, isn't likely to disappear anytime soon, and as such will only be replaced by .NET Data Providers in the context of disconnected and distributed data access.
 
 Specifying a Provider or Driver When Connecting
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 Database Programming with C# A .NET Data Provider actually consists of the following four data classes: • Connection • DataAdapter • Command • DataReader These classes are discussed in detail in the following paragraphs. The .NET Data Provider is the first of two layers that compose the ADO.NET object model. This first layer is also called the connected layer, and the other layer is surprisingly called the disconnected layer. The disconnected layer is the DataSet object. See the "Using the DataSet Class" section in Chapter 3B for more information.
 
 The Connection Class The Connection class is part of the .NET Data Provider. You need a connection when you want to access a data source, but if you just want to save some related data in a table, you don't actually need one. I'll cover this topic in the section "Building Your Own DataTable" in Chapter 3B. I won't be discussing the ADO connection in this section, just the ADO.NET connection. From a source code point of view, the ADO connection has the same look and feel as the ADO.NET connection anyway. If you need specific information on the ADO Connection class, you may want to read one of the books mentioned at the beginning of this chapter. Three of the managed connections that Microsoft provides with the .NET Framework are OdbcConnection, OleDbConnection, and SqlConnection. Managed means executed by and in the context of the common language runtime (CLR).
 
 CROSS−REFERENCE See "Common Language Runtime" in Chapter 1 for details. Although the OdbcConnection and OleDbConnection classes can be used with SQL Server data sources, you should use SqlConnection for SQL Server 7.0 or later, because it has been optimized for connecting to this specific data source. Use OleDbConnection or OdbcConnection for all other data sources, unless you can get a hold of a third−party .NET Data Provider (and thus the specific Connection class) for your specific data source. Note The OdbcConnection class, which uses the Platform Invoke feature, is roughly twice as fast for standard applications than the OleDbConnection. The latter uses COM, which is chatty, and hence has more server round−trips. So unless your application is shipping large amounts of data (hundreds of thousands of rows or more) per data request, you should at least consider using the OdbcConnection class. SqlConnection is roughly 20 percent faster than OdbcConnection. OdbcConnection You should use the managed OleDbConnection class to connect with all your .NET−enabled applications when you have an ODBC driver for your data source. OleDbConnection Use the managed OleDbConnection class to connect with all your .NET−enabled applications. OleDbConnection is especially useful for creating a generic data wrapper to use when you need to connect to various data sources. OleDbConnection is for establishing a connection through an OLE DB provider. The Connection Class
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 Database Programming with C# SqlConnection The SqlConnection class is only for use with Microsoft SQL Server 7.0 or later. It has been specifically optimized for connecting to this particular data source, and unless you are building a generic data wrapper, I recommend always using this managed connection with your .NET−enabled applications.
 
 ConnectionString Property The ConnectionString property, which is similar to an OLE DB or ODBC connection string, is used for specifying the values for connecting to a data source. The connection string that is returned is the same as the user−supplied ConnectionString, but it doesn't hold any security information unless the Persist Security Info value is set to true. This is also true for the password. Please note that the Persist Security Info value name can't be used with ODBC, which means that the security information, such as password and user id, is returned in the connection string. Note
 
 You can set the DSN value in the connection string, if you need to keep the security information safe. See Table 3A−3 for more information on DSN values.
 
 Table 3A−3: ConnectionString Property Values VALUE NAME Addr or Address
 
 Application Name
 
 AttachDBFilename
 
 The Connection Class
 
 DEFAULT REQUIRED DESCRIPTION EXAMPLE VALUE Addr='USERMANPC' The name or The name of Yes network address Address='10.0.0.1' the .NET (like an IP Data address) of a SQL Provider Server to which you want to connect. No The name of your Application Name='UserMan' application.
 
 No
 
 The name of the AttachDBFileName='C:\\Program primary database Files\\UserMan\\Data\\UserMan.mdb' file to attach. The name of the attachable database includes the full path. This value is typically used with file−based databases such as Microsoft Access.
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 DATABASE
 
 "" (empty string)
 
 Data Source
 
 DBQ
 
 The Connection Class
 
 The name of your Database='UserMan' database.
 
 Yes (when used with DBMS−based data sources)
 
 The name of your DATABASE=UserMan database. This value name is used with DBMS−based databases like SQL Server and Oracle. Data Source='C:\\Program Basically the same as Addr or Files\\UserMan\\Data\\UserMan.mdb' Address, but it Data Source='USERMANPC' also works with a Microsoft Access JET database. DBQ=C:\\UserMan.mdb The database filename, including the full file system path. This value name is used with file−based databases like dBase and Microsoft Access. The name of the Driver={SQL Server} ODBC driver enclosed in curly brackets {}.
 
 Yes
 
 "" (empty string)
 
 DRIVER
 
 DSN
 
 Yes
 
 Yes (when used with file−based data sources)
 
 Yes
 
 "" (empty string)
 
 No
 
 You can use the DSN=UserMan Data Source Name (DSN), which exists on the local machine, to specify the name of an ODBC data source. You can use a DSN instead of specifying DRIVER, UID, 45
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 Connect Timeout or 15 Connection Timeout
 
 The Connection Class
 
 No
 
 PWD and other value names. A DSN can be user, system, or file based, which means that it's available to the current user, all users on the local machine, or anyone who can access the file that contains the DSN information. The file−based DSN is obviously a good option if you want to distribute it to other machines. You can see more in the ODBC Data Source Administrator that is installed on your machine (usually located under Programs Ø Administrative Tools in the Start menu, but can often be accessed from the Control Panel as well). This application is used for creating, modifying, and deleting DSNs. The number of Connection Timeout=15 seconds to wait when connecting Connect Timeout=15 to a database before terminating the connection attempt. An exception is thrown if a time−out occurs. 46
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 The Connection Class
 
 No
 
 You can use this Connection Lifetime=10 value to specify when the connection should be destroyed. This value is only relevant with regards to connection pooling, and as such the value (in seconds) specifies the acceptable time span compared to the time created and the time the connection is returned to the connection pool. In other words, this means the total number of seconds the connection has been alive (time of returning to pool minus time of creation) is compared to this value. If the Connection Lifetime value is less than the number of seconds the connection has been alive, then the connection is destroyed. This value is very useful in load−balancing situations, because if you set the Connection Lifetime to a low value, then it's more often the
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 Connection Reset
 
 Current Language
 
 The Connection Class
 
 'true'
 
 No
 
 No
 
 than not destroyed upon returning to the connection pool. This means that when the connection is re−created, it might be created on a different server, depending on the load on the servers. Connection Reset='false' This value determines if the connection is reset when it's destroyed, or rather removed from the connection pool. If you set this value to 'false', you can avoid an extra round−trip to the server when you require the connection. You should be aware that the connection has not been reset, so the connection will keep whatever values you've set before it was returned to the connection pool. This is the SQL Current Language='English' Server Language record name. Check your SQL Server documentation for a list of supported names. An exception is thrown if a nonsupported 48
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 Enlist
 
 'true'
 
 No
 
 FIL
 
 "" (empty string)
 
 Yes (when used with file−based data sources)
 
 File Name
 
 No
 
 Initial Catalog (the same as Database) Initial File Name (the same as AttachDBFilename) Integrated Security 'false'
 
 No
 
 Max Pool Size
 
 No
 
 The Connection Class
 
 100
 
 language is specified. Enlists the Enlist='false' connection in the thread's current transaction, when set to 'true'. This value name FIL=Excel 7.0 is used for specifying the file type when accessing a file−based data source, such as Microsoft Excel and Microsoft Access. For use with a File Name='Test.udl' Microsoft Data Link File (UDL).
 
 Integrated Security='true' Specifies if the connection should be secure. The possible values are 'true', 'yes', and 'sspi', which all specify a secure connection, and the default value 'false' and 'no', which obviously specify a non−secure connection. Specifies the Max Pool Size=200 maximum number of connections in the connection pool.
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 0
 
 No
 
 Net or Network Library
 
 'dbmssocn'
 
 No
 
 The Connection Class
 
 Specifies the Min Pool Size=10 minimum number of connections in the connection pool. This number must be less than or equal to Max Pool Size, or an exception is thrown. Please be aware of the default value for Max Pool Size, meaning that if you don't specify Max Pool Size, which has a default value of 100, and you set the Min Pool Size to 101, an exception will be thrown. Net='dbnmpntw' The network library used for connecting to SQL Server. Possible values are 'dbmssocn' (TCP/IP), 'dbnmpntw' (Named Pipes), 'dbmsrpcn' (Multiprotocol), 'dbmsvinn' (Banyan Vines), 'dbmsadsn' (Apple Talk), 'dbmsgnet' (VIA), 'dbmsipcn' (Shared Memory), and 'dbmsspxn' (IPX/SPX). Please note that the corresponding library file (DLL) must be installed on both the 50
 
 Database Programming with C# system you connect to and the system from which you connect. Network Address (the same as Addr or Address) Packet Size
 
 8192
 
 Password or Pwd
 
 PWD
 
 "" (empty string)
 
 No
 
 Yes, if your database has been secured Yes
 
 Persist Security Info 'false'
 
 No
 
 Pooling
 
 No
 
 The Connection Class
 
 'true'
 
 The packet size specified in bytes for communicating with your data source across the network. This value must be in the range 512 to 32767. An exception is thrown if not. The password that corresponds to the User ID. The password that corresponds to the specified UID. Helps you keep sensitive information like passwords safe. The possible values are 'true' and 'yes', which don't keep your sensitive information safe, and 'false' and 'no', which obviously do keep it safe. The connection object is taken from the appropriate pool, if the value is set to 'true'. If there are no available connection
 
 Packet Size='512'
 
 Password='userman' Pwd='userman'
 
 PWD='userman'.
 
 Persist Security Info='true'
 
 Pooling='false'
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 Provider
 
 Yes
 
 Server (the same as Addr or Address) SERVER "" (empty string)
 
 Trusted_Connection (the same as Integrated Security) UID "" (empty string)
 
 User ID
 
 Workstation ID
 
 objects in the pool, a new one is created and added to the pool. Specifies the Provider=SQLOLEDB name of the OLE DB provider you want to use for accessing your data source.
 
 Yes (when The server you used with want to connect DBMS−based to. data sources)
 
 SERVER=USERMAN
 
 Yes
 
 UID=UserMan
 
 Yes, if your database has been secured The name of No the client computer or the computer from which you are connecting
 
 The user id you wish to connect with.
 
 The User ID you User ID='UserMan' wish to connect with. The name of the Workstation ID='USERMANPC' client computer or the computer from which you are connecting.
 
 You can set and get this property, the default value of which is an empty string, only when the connection is closed. You can specify all values by enclosing them in single quotes or double quotes, but this is optional. All value pairs (valuename=value) must be separated with a semicolon (;). Note The separator used in the ConnectionString property is the same at all times. Even if you are an international user who relies on different character sets, separators, and so on, you still need to use the semicolon (ANSI character 0059) as the list separator for this property! The value names in a connection string are case−insensitive, whereas some of the values, such as the value for the Password or PWD value name, may be case sensitive. Table 3A−3 lists the ConnectionString property values. Note that only the most commonly used ODBC value names (all UPPERCASE) are listed, so please check the documentation for your specific ODBC driver.
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 Database Programming with C# Many of these values have corresponding properties, such as the ConnectionTimeout property, that can be set separately (see "Connection Class Properties" for more details). Mind you, you can only set these properties when the connection is closed! So if you have an open connection, you need to close it before you try to set any of these properties. The corresponding properties are set when you set the ConnectionString property. When you set the connection string, it will be parsed immediately, which means that any syntax errors will be caught straight away and an exception thrown (a trappable error occurs). Syntax errors alone are caught at this time, because other errors are found only when you try to open the connection. Once you open the connection, the validated connection string is returned as part of the connection object, with properties updated. Mind you, if you don't set the Persist Security Info value (which can't be used with ODBC) or if you set it to 'false', then sensitive information will NOT be returned in ConnectionString. The same goes for value names with default values; they aren't returned in the connection string. This is important to know, if you want to examine the ConnectionString property after it has been set. If you set a value more than once in the ConnectionString property, only the last occurrence of the valuename=value pair counts. Actually, the exact opposite is true for ODBC connection strings, where it's the first occurrence that counts. Also, if you use one of the synonyms, like Pwd instead of Password, the "official" value name will be returned (Password in this case). Finally, white space is stripped from values and from between value names, unless you use single quotes or double quotes to delimit the values, in which case the white space counts!
 
 Connection Class Properties Instead of using the ConnectionString property, you can actually set the various values individually by using their corresponding properties. Tables 3A−4, 3A−5, and 3A−6 list the public noninherited connection properties in alphabetical order.
 
 Table 3A−4: SqlConnection Class Properties CONNECTIONSTRING PROPERTY NAME EQUIVALENT ConnectionTimeout Connection Timeout Database Database or Initial Catalog DataSource Addr or Address PacketSize Packet Size ServerVersion There's no equivalent ConnectionString value.
 
 State
 
 There's no equivalent ConnectionString value.
 
 Connection Class Properties
 
 DESCRIPTION
 
 READ Yes Yes Yes Yes This property receives a string Yes from SQL Server containing the version of the current SQL Server. If the State property equals Closed, when you read this property, the InvalidOperationException exception is thrown. This property gets the current Yes state of the connection; possible
 
 WRITE No No No No No
 
 No
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 WorkstationId
 
 Workstation ID
 
 values are Open and Closed. These values are taken from the ConnectionState enum, which is part of the System.Data namespace. This property returns a string Yes identifying the database client.
 
 No
 
 Table 3A−5: OleDbConnection Class Properties CONNECTIONSTRING PROPERTY NAME EQUIVALENT ConnectionTimeout Connection Timeout Database Database or Initial Catalog DataSource Addr or Address Provider Provider ServerVersion There's no equivalent ConnectionString value.
 
 State
 
 There's no equivalent ConnectionString value.
 
 DESCRIPTION
 
 READ Yes Yes Yes Yes Yes
 
 This property receives a string from the DBMS containing the version number. If the State property equals Closed, when you read this property, the InvalidOperationException exception is thrown. An empty string is returned if the OLE DB provider doesn't support this property. This property gets the current Yes state of the connection; possible values are Closed and Open. These values are taken from the ConnectionState enum, which is part of the System.Data namespace.
 
 WRITE No No No No No
 
 No
 
 Table 3A−6: OdbcConnection Class Properties PROPERTY DEFAULT CONNECTIONSTRING DESCRIPTION NAME VALUE EQUIVALENT ConnectionTimeout 15 There's no equivalent The number of seconds to ConnectionString value. wait when connecting to a database before terminating the connection attempt. An exception is thrown if a time−out occurs. Database "" (empty DATABASE string) DataSource "" (empty There's no equivalent This property retrieves the string) ConnectionString value. filename and location of the data source.
 
 Connection Class Properties
 
 READ WRITE Yes
 
 Yes
 
 Yes
 
 No
 
 Yes
 
 No
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 There's no equivalent ConnectionString value.
 
 ServerVersion
 
 There's no equivalent ConnectionString value.
 
 State
 
 There's no equivalent ConnectionString value.
 
 Returns the name of the Yes ODBC driver, which is usually the name of the driver DLL. This property receives a Yes string from the DBMS containing the version number. If the State property equals Closed, when you read this property, the InvalidOperationException exception is thrown. An empty string is returned if the ODBC driver doesn't support this property. This property gets the current Yes state of the connection; possible values are Closed and Open. These values are taken from the ConnectionState enum, which is part of the System.Data namespace.
 
 No
 
 No
 
 No
 
 Connection Class Methods Tables 3A−7, 3A−8, and 3A−9 list the public methods of the Connection class. Methods inherited from classes other than the base classes, like object, aren't shown. The tables are only reference lists, so if you need information on how to use these methods, such as how to open a connection, then read the explanations following the tables. The same goes if you need to see all the various overloaded functions, which are marked Overloaded. See "Handling Connection Class Exceptions" later in this chapter for details.
 
 Table 3A−7: SqlConnection Class Methods METHOD NAME
 
 DESCRIPTION
 
 RETURN OVERLOADED VALUE BeginTransaction() Begins a transaction on the connection object. The instantiated Yes This method is overloaded, so see SqlTransaction "Transactions" later in this chapter for more object information. ChangeDatabase(string This method, which can't be overridden, No strDatabase) changes the database for the connection to the database passed in the strDatabase argument. The connection must be open or else an InvalidOperationException exception is thrown. Close() This method takes no arguments, and it simply No closes an open connection. Any pending transactions are rolled back when you call this Connection Class Methods
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 Database Programming with C# method. CreateCommand() This method creates a SqlCommand. The SqlCommand object is associated with the connection object. Equals() This method, which is inherited from the object class, can be used to determine if two connections are the same. GetHashCode() This method, which is inherited from the object class, returns the hash code for the connection. GetType() This method, which is inherited from the object class, returns the object type, or rather the metadata associated with the class from which an object is inherited. If you need the class name, you can get it using cnnUserMan.GetType.ToString();. Open() This method, which can't be overridden, is used for opening the connection to the data source with the current property settings. Different exceptions can be thrown under various circumstances (see "Handling Connection Class Exceptions" later in this chapter). ToString() This method, which is inherited from the object class, returns a string representation of the connection. If you call the method using MessageBox.Show(cnnUserMan.ToString()); the message box displayed should contain the text "System.Data.SqlClient.SqlConnection". This is the name of the object (SqlConnection) including the namespace in which it's contained (System.Data.SqlClient). Table 3A−8: OleDbConnection Class Methods METHOD NAME BeginTransaction()
 
 ChangeDatabase( string strDatabase)
 
 Close()
 
 The instantiated No SqlCommand object Data type bool Yes
 
 Data type Integer
 
 No
 
 Data type Type No
 
 No
 
 Data type string No
 
 DESCRIPTION RETURN VALUE Begins a transaction on the connection object. The instantiated This method is overloaded, so see OleDbTransaction "Transactions" later in this chapter for more object information. This method, which can't be overridden, changes the database for the connection to the database passed in the strDatabase variable. The connection must be open or else an InvalidOperationException exception is thrown. This method takes no arguments, and it simply closes an open connection. Any pending transactions are rolled back when you
 
 Connection Class Methods
 
 OVERLOADED Yes
 
 No
 
 No
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 Database Programming with C# call this method. CreateCommand() This method creates an OleDbCommand. The OleDbCommand object is associated with the connection object. Equals() This method, which is inherited from the object class, can be used to determine if two connections are the same. GetOleDbSchemaTable This method is used for retrieving the schema (Guid guiSchema, table for the guiSchema after applying object[] objRestrictions. You can use this method to objRestrictions) return a list of tables in the current database and other schema information. GetType() This method, which is inherited from the object class, returns the object type, or rather the metadata associated with the class that an object is inherited from. If you need the class name, you can get it using cnnUserMan.GetType.ToString();. Open() This method, which can't be overridden, is used for opening the connection to the data source with the current property settings. Different exceptions can be thrown under various circumstances (see "Handling Connection Class Exceptions" later in this chapter for details. ReleaseObjectPool() This method is used for indicating that the connection pool can be cleared when the last underlying OLE DB provider is released. ToString() This method, which is inherited from the object class, returns a string representation of the connection. If you call the method using MessageBox.Show(cnnUserMan.ToString());, the message box displayed should contain the text "System.Data.OleDb.OleDbConnection". This is the name of the object (OleDbConnection) including the namespace in which it's contained (System.Data.OleDb). Table 3A−9: OdbcConnection Class Methods METHOD NAME
 
 The instantiated OleDbCommand object Data type bool
 
 No
 
 Data type DataTable
 
 No
 
 Data type Type
 
 No
 
 Yes
 
 No
 
 No
 
 Data type string
 
 No
 
 DESCRIPTION
 
 RETURN OVERLOADED VALUE BeginTransaction() Begins a transaction on the connection object. The instantiated Yes This method is overloaded, so see OdbcTransaction "Transactions" later in this chapter for more object information. ChangeDatabase(string This method, which can't be overridden, No strDatabase) changes the database for the connection to the database passed in the strDatabase variable. Connection Class Methods
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 Close()
 
 CreateCommand()
 
 Equals()
 
 GetHashCode()
 
 GetType()
 
 Open()
 
 ReleaseObjectPool()
 
 ToString()
 
 The connection must be open or else an InvalidOperationException exception is thrown. This method takes no arguments, and it simply closes an open connection. Any pending transactions are rolled back when you call this method. This method creates an OdbcCommand. The The instantiated OdbcCommand object is associated with the OdbcCommand connection object. object This method, which is inherited from the Data type bool object class, can be used to determine if two connections are the same. Data type int This method, which is inherited from the object class, returns the hash code for the connection. The hash code is a number that corresponds to the value of the connection. Data type Type This method, which is inherited from the object class, returns the object type, or rather the metadata associated with the class that an object is inherited from. If you need the class name, you can get it using cnnUserMan.GetType.ToString();. This method, which can't be overridden, is used for opening the connection to the data source with the current property settings. Different exceptions can be thrown under various circumstances (see "Handling Connection Class Exceptions" later in this chapter for details). This method is used for indicating that the connection pool can be cleared when the last underlying ODBC driver is released. This method, which is inherited from the Data type string object class, returns a string representation of the connection. If you call the method using MessageBox.Show(cnnUserMan.ToString());, the message box displayed should contain the text "System.Data.OleDb.OdbcConnection". This is the name of the object (OdbcConnection) including the namespace in which it's contained (Microsoft.Data.Odbc).
 
 No
 
 No
 
 Yes
 
 No
 
 No
 
 No
 
 No
 
 No
 
 Connection Class Events All three Connection classes covered in this chapter, SqlConnection, OleDbConnection, and OdbcConnection, expose the same events, and the noninherited events are shown in Table 3A−10.
 
 Connection Class Events
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 Database Programming with C# Table 3A−10: Connection Class Events EVENT NAME InfoMessage
 
 StateChange
 
 DESCRIPTION This event is triggered when the provider, driver, or data source sends a warning or an informational message. Basically, this event is triggered if the provider, driver, or data source needs to inform the connecting application about any nonserious event, or anything else besides errors. See the "Handling Provider, Driver, and Data Source Messages" section later in this chapter for some example code that handles this event. In the case of SQL Server, this event is triggered when SQL server raises a message with a severity of 10 or less. Serious problems at your data source, provider, or driver trigger an exception that you must catch in an exception handler (see Chapter 5 for more information about exception handling). In the case of SQL Server, exceptions are thrown when messages with a severity between 11 and 20 (both inclusive) are raised. So, to catch all kinds of messages from the provider, driver, and data source, you really need to handle the InfoMessage event, as well as set up an exception handler. In the case of SQL Server, when a message with a severity of 21 is raised, the connection is closed. However, this doesn't trigger the InfoMessage event, nor does it throw an exception, but you can catch this error in the StateChange event. This event is triggered immediately, when the state of your connection changesthat is, when your connection goes from open to closed and vice versa. The procedure that handles the event is passed an argument of type StateChangeEventArgs, which holds two properties that can tell you the current state and the original state. This means that you know whether the connection was being closed or opened. See the "Handling Connection State Changes" section later in this chapter to see how to handle state change events.
 
 Opening a Connection Once you've set the properties required to open a connection, it's time to actually open it. This is quite simple if you've set the connection properties correctly. See Listing 3A−1 for an example. Listing 3A−1: Opening a Connection 1 public void OpenConnection(string strConnectionString) { 2 // Declare connection object 3 SqlConnection cnnUserMan; 4 5 // Instantiate the connection object 6 cnnUserMan = new SqlConnection(); 7 // Set up connection string 8 cnnUserMan.ConnectionString = strConnectionString; 9 10 // Open the connection 11 cnnUserMan.Open(); 12 }
 
 Note that the Open method doesn't take any arguments, so you need to be sure that you've set the properties necessary to connect to your data source. If you haven't set all the required properties or the connection is already open, an exception is thrown. See "ConnectionString Property Exceptions" later in this chapter for details. When you open a connection, the StateChange event is triggered. Opening a Connection
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 Closing a Connection Close a connection whenever you don't need to use it so it doesn't consume any more memory than needed. Closing a connection also returns it to the connection pool, which is the default behavior, if it belongs to one. You close a connection like this: cnnUserMan.Close();
 
 When you call the Close method, it tries to wait for all transactions to finish before closing the connection. If a transaction isn't finished up after a period of time, an exception is thrown. When you close a connection, the StateChange event is triggered.
 
 Disposing of a Connection You can dispose of your connection by calling the Dispose method, like this: cnnUserMan.Dispose();
 
 The Dispose method destroys the reference to the connection and tells the Garbage Collector that it can do its job and destroy the connection itself, assuming of course that this is the only reference to the connection. The Dispose method also closes the connection if it's open.
 
 Comparing Two Connection Objects If you've been copying a connection object or setting one connection variable equal to another, it can be hard to know if two instances of a Connection class in fact are the same connection, or if they point to the same location in memory. Mind you, it isn't too difficult to find out programmatically. You can perform a comparison using the following: • The == operator • The Equals method • The static ReferenceEquals method of the object class Comparing Using the == Operator Using the == operator is perhaps the easiest way of comparing two connection objects: blnEqual = cnnUserMan1 == cnnUserMan2;
 
 The bool variable blnEqual will be set to true if cnnUserMan1 and cnnUserMan2 refer to the same location in memory; otherwise it's set to false. Comparing Using the Equals Method The Equals method, which is inherited from the object class, is actually intended for you to use for comparing values and not references. When two connection variables hold a reference to the same location in memory, however, they actually hold the same "value." As such you can use the Equals method for connection object comparison. The Equals method comes in two flavors. One checks if the passed connection object is equal to the connection object that performs the method:
 
 Closing a Connection
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 Database Programming with C# blnEqual = cnnUserMan1.Equals(cnnUserMan2);
 
 The bool variable blnEqual will be set to true if cnnUserMan1 and cnnUserMan2 refer to the same connection; otherwise it's set to false. The second, overloaded version of the method takes two connection objects as arguments and checks if these are equal: blnEqual = object.Equals(cnnUserMan1, cnnUserMan2);
 
 The bool variable blnEqual will be set to true if cnnUserMan1 and cnnUserMan2 refer to the same connection; otherwise it's set to false. With this overloaded version of the method you can actually compare two connection objects separate from the connection object performing the method. Please note that the second overloaded version of the Equals method is static and as such it must be called using the type identifier (object in this case). Comparing Using the ReferenceEquals Method The static ReferenceEquals method of the object class is for comparing references and as such it should be preferred over the Equals method, which is for comparing values. Here is how you use the ReferenceEquals method: blnEqual = object.ReferenceEquals(cnnUserMan1, cnnUserMan2);
 
 The bool variable blnEqual will be set to true if cnnUserMan1 and cnnUserMan2 refer to the same connection; otherwise it's set to false. Note
 
 The Equals and the ReferenceEquals methods use arguments of data type object. This means the comparison can be done using any data type inherited from the base type object.
 
 Manipulating the Connection State When dealing with connections, it's often a good idea to check their states before attempting to get or set one of the properties or execute one of the methods. You can use the Connection class's State property to determine the current state. (See "Connection Class Properties" earlier in this chapter for details.) You check the State property against the ConnectionState enum. See Table 3A−11 for a list of the members in the ConnectionState enum.
 
 Table 3A−11: Members of the ConnectionState Enum NAME Closed Open Connecting Executing Fetching Broken
 
 DESCRIPTION The connection is closed. The connection is open. The connection is currently connecting to the data source. The connection is executing a command. The connection is retrieving data from the data source. The connection can't be used as the connection is in error. This usually occurs if the network fails. The only valid method in this state is Close, and all properties are read−only.
 
 Comparing Two Connection Objects
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 Database Programming with C# Table 3A−11 shows you all the members of the ConnectionState enum, but currently only the Closed and Open members are supported. Comparing State to ConnectionState You can compare the State property with the ConnectionState enum using the following statement: if (cnnUserMan.State == ConnectionState.Open) { }
 
 I use the == operator to perform a bitwise comparison between the two enum values. In this case, I am checking if the connection is open. If you want to check if the connection is closed, you can do it like this: if (cnnUserMan.State == ConnectionState.Closed) { }
 
 Handling Connection State Changes If you want to handle changes to the connection state, you need to set up an event handler that can receive and process these changes. Listing 3A−2 shows you how to do this. Listing 3A−2: Handling Connection State Changes 1 public class CGeneral { 2 // Declare and instantiate connection 3 private SqlConnection prcnnUserMan = 4 new SqlConnection(STR_CONNECTION_STRING); 5 public CGeneral() { 6 // Set up event handler 7 prcnnUserMan.StateChange += 8 new StateChangeEventHandler(OnStateChange); 9 } 10 protected static void OnStateChange(object sender, 11 StateChangeEventArgs args) { 12 // Display the original and the current state 13 MessageBox.Show("The original connection state was: "+ 14 args.OriginalState.ToString() + 15 "\nThe current connection state is: "+ 16 args.CurrentState.ToString()); 17 } 18 public void TriggerStateChangeEvent() { 19 // Open the connection 20 prcnnUserMan.Open(); 21 // Close the connection 22 prcnnUserMan.Close(); 23 } 24 }
 
 In Listing 3A−2, you can see how you can capture connection state changes. On Line 3, I declare and instantiate the connection, and in the class constructor I set up the event handler (Lines 7 and 8). Lines 10 through 17 are the actual event handler procedure, which shows the two properties of the StateChangeEventArgs argument, OriginalState and CurrentState. Finally, Lines 18 through 23 are the procedure that triggers the state change event. The event is actually triggered twicewhen you open the connection and when you close it again.
 
 Manipulating the Connection State
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 Pooling Connections Connection pooling, or connection sharing and reuse between applications and components, is automatically applied to the OLE DB .NET Data Provider and the ODBC .NET Data Provider. This is important, because connection pooling will reserve resources, as the connections are being reused. However, the SQL Server .NET Data Provider uses an implicit pooling model by default, and you can use the ConnectionString property to control the implicit pooling behavior of a SqlConnection object. A connection pool is distinct on one count only, the ConnectionString property. This means that all connections in any given pool have the exact same connection string. You must know that white space in the connection string will lead to two otherwise identical connections being added to different connection pools. The two instances of SqlConnection in Listing 3A−3 will NOT be added to the same pool, because of the white space in the connection string for the cnnUserMan2 connection. There's an extra space character after the separator (semicolon) that separates the Password and Data Source value names. Listing 3A−3: White Space in ConnectionString Property 1 public void CheckConnectionStringWhiteSpace() { 2 SqlConnection cnnUserMan1 = new SqlConnection(); 3 SqlConnection cnnUserMan2 = new SqlConnection(); 4 5 // Set the connection string for the connections 6 cnnUserMan1.ConnectionString = "User Id=UserMan;Password=userman;" + 7 "Data Source='USERMANPC';Initial Catalog='UserMan';" + 8 "Max Pool Size=1;Connection Timeout=5" 9 cnnUserMan2.ConnectionString = "User Id=UserMan;Password=userman; "+ 10 "Data Source='usermanpc';Initial Catalog='UserMan';" + 11 "Max Pool Size=1;Connection Timeout=5"; 12 13 // cnnUserMan1 and cnnUserMan2 will NOT be added to the same pool 14 // because cnnUserMan2 contains an extra space char right after 15 // Password=userman; 16 try { 17 // Open the cnnUserMan1 connection 18 cnnUserMan1.Open(); 19 // Open the cnnUserMan2 connection 20 cnnUserMan2.Open(); 21 } 22 catch (Exception objE) { 23 // This message will be displayed if the connection strings are equal, 24 // because then the connection pool will have reached its max size (1) 25 // If you don't see the message, the connections are drawn from 26 // different pools 27 MessageBox.Show(objE.Message); 28 } 29 }
 
 Testing for the Same Pool One way to test if your connections go in the same pool or not is to set up two connections with identical connection strings and make sure the Max Pool Size value is set to 1. When you open the first connection, a new pool will be created for this specific connection string, and the connection will be added. When you try to Pooling Connections
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 Database Programming with C# open the second connection, the object pooler will try and add it to the existing pool. Because the existing pool doesn't allow any more connections (the maximum pool size has been reached), the request is queued. If the first connection isn't returned to the pool (by closing the connection), a time−out will occur for the second connection, when the ConnectionTimeout period elapses. Once you've set up this scenario, you can change the connection strings, and if a time−out occurs at runtime, then your connections do go in the same pool.
 
 Pooling Connections of Data Type SqlConnection When you set up the SqlConnection class's ConnectionString property, you must set the Pooling value name to the value 'true' or leave out the value pair, because 'true' is the default value for Pooling. So by default, a SqlConnection object is taken from a connection pool when the connection is opened, and if no pool exists, one is created to hold the connection being opened. The Min Pool Size and Max Pool Size value names of the ConnectionString property determine how many connections a pool can hold. Connections will be added to a pool until the maximum pool size is reached. Requests will then be queued by the object pooler, and a time−out will occur if no connections are returned to the pool before the time−out period elapses. Connections are only returned to the pool when they are closed using the Close method or if you explicitly destroy your connections with a call to the Dispose method. This is also true even if the connections are broken. Once a broken or invalid connection is returned to the pool, the object pooler removes the connection from the pool. This is done at regular intervals, when the object pooler scans for broken connections. Another way to remove connections from the pool is to specify a value for the Connection Lifetime value name of the ConnectionString property. This value is 0 by default, which means that the connection will never automatically be removed from the pool. If you specify a different value (in seconds), this value will be compared to the connection's time of creation and the current time once the connection is returned to the pool. If the lifetime exceeds the value indicated in the Connection Lifetime value name, the connection will be removed from the pool.
 
 Resetting Connections in the Connection Pool
 
 The Connection Reset value name is used for determining if the connection should be reset when it's returned to the pool. The default value is 'true', indicating the connection is reset upon returning to the pool. This is quite meaningful, if you've tampered with the properties when the connection was open. If you know that your connections stay the same whenever open, you can set the value to 'false' and thus avoid the extra round−trip to the server, sparing network load and saving time. Pooling Connections of Data Type OleDbConnection Although the OLE DB .NET Data Provider supplies automatic pooling, you can still manually override or even disable it programmatically. Disabling OLE DB Connection Pooling
 
 It's possible to disable the automatic connection pooling if you specify the OLE DB Services value in your connection string. The following connection will NOT have automatic connection pooling: string strConnectionString = "Provider=SQLOLEDB;OLE DB Services=−4;"; strConnectionString += "Data Source=USERMANPC;User ID=UserMan;";
 
 Pooling Connections
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 Database Programming with C# strConnectionString += "Password=userman;Initial Catalog=UserMan;"; cnnUserMan.Open(strConnectionString);
 
 You can learn more about the OLE DB Services value by reading the document "OLE DB Programmer's Reference" at this address: http://msdn.microsoft.com/library/default.asp?url=/library/en−us/oledb/htm/oledbabout_the_ole_db_documentation.asp Clearing OLE DB Object Pooling
 
 Because the connection pool is being cached when a provider is created, it's important to call the connection's ReleaseObjectPool method when you are done using your connection. Using the ReleaseObjectPool Method
 
 The ReleaseObjectPool method tells the connection pooler that the connection pool can be cleared when the last provider is released. You should call this method when you've closed your connection and you know you won't need the connection within the time frame the OLE DB Services normally keeps pooled connections alive (see Listing 3A−4). Listing 3A−4: When to Call the ReleaseObjectPool Method // Open the connection cnnUserMan.Open(); // Do your stuff ... ... // Close the connection and release pool cnnUserMan.Close(); OleDbConnection.ReleaseObjectPool();
 
 Pooling Connections of Data Type OdbcConnection Although the ODBC .NET Data Provider supplies automatic pooling, you can still manually override or even disable it. Actually, the ODBC Driver Manager utility manages this, but as stated; it's applied automatically. Disabling ODBC Connection Pooling
 
 It's not possible to disable the automatic connection pooling from the connection string, and in fact it's not possible through using methods or properties from the Microsoft.Data.Odbc namespace. However, you can manually disable it from the ODBC Data Source Administrator,[1] which is usually located under Programs Ø Administrative Tools in the Start menu, but sometimes it can also be accessed from the Control Panel as well (see Figure 3A−4).
 
 Pooling Connections
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 Figure 3A−4: The ODBC Data Source Administrator application You need to enable or disable connection pooling from the Connection Pooling tab. On the ODBC Drivers list, double−click the driver for which you want to change the connection pooling options. This brings up the Set Connection Pooling Attributes dialog box as shown in Figure 3A−5.
 
 Figure 3A−5: The Set Connection Pooling Attributes dialog box In this dialog box, you can disable or enable the connection pooling for the selected driver. If you enable connection pooling, you must also make sure you've set the connection lifetime, meaning how long the connection remains in the pool after being released from your application. The default is 60 seconds as shown. You can learn more about ODBC by reading the document "ODBC Programmer's Reference" at this address: http://msdn.microsoft.com/library/default.asp?url=/library/en−us/odbc/htm/odbcabout_this_manual.asp?frame=true. Clearing ODBC Object Pooling
 
 Because the connection pool is being cached when a provider is created, it's important to call the connection's ReleaseObjectPool method when you are done using your connection. Using the ReleaseObjectPool Method
 
 The ReleaseObjectPool method tells the connection pooler that the connection pool can be cleared when the last driver is released. You should call this method when you've closed your connection and you know you won't need the connection within the time frame the ODBC Driver Manager keeps pooled connections alive (see Listing 3A−5). Listing 3A−5: When to Call the ReleaseObjectPool Method Pooling Connections
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 Database Programming with C# // Open the connection cnnUserMan.Open(); // Do your stuff ... ... // Close the connection and release pool cnnUserMan.Close(); OdbcConnection.ReleaseObjectPool();
 
 Handling Provider, Driver, and Data Source Messages If you want to handle warnings and messages from the provider, driver, or data source, you need to set up an event handler that can receive and process these warnings and messages. Listing 3A−6 shows you how to do this. Listing 3A−6: Handling Connection State Messages 1 public class CGeneral { 2 // Declare and instantiate connection 3 private SqlConnection prcnnUserMan = 4 new SqlConnection(STR_CONNECTION_STRING); 5 public CGeneral() { 6 // Set up event handler 7 prcnnUserMan.InfoMessage += 8 SqlInfoMessageEventHandler(OnInfoMessage); 9 } 10 protected static void OnInfoMessage(object sender, 11 SqlInfoMessageEventArgs args) { 12 // Loop through all the error messages 13 foreach (SqlError objError in args.Errors) { 14 // Display the error properties 15 MessageBox.Show("The "+ objError.Source + 16 " has raised a warning on the " + 17 objError.Server + " server. These are the properties :\n\n" + 18 "Severity: " + objError.Class + "\nNumber: " + 19 objError.Number + "\nState: " + objError.State + 20 "\nLine: " + objError.LineNumber + "\n" + 21 "Procedure: " + objError.Procedure + "\nMessage: " + 22 objError.Message); 23 } 24 25 // Display the message and the source 26 MessageBox.Show("Info Message: " + args.Message + 27 "\nInfo Source: " + args.Source); 28 } 29 public void TriggerInfoMessageEvent() { 30 SqlCommand cmmUserMan = 31 new SqlCommand("RAISERROR('This is an info message event.', 10, 1)", 32 prcnnUserMan); 33 // Open the connection 34 prcnnUserMan.Open(); 35 // Execute the T−SQL command 36 cmmUserMan.ExecuteNonQuery(); 37 } 38 }
 
 Handling Provider, Driver, and Data Source Messages
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 Database Programming with C# In Listing 3A−6, you can see how to capture warnings and messages from the provider, driver, and data source. On Line 3, I declare and instantiate the connection, and in the class constructor, I set up the event handler (Lines 7 and 8). Lines 10 through 28 are the actual event handler procedure, which displays all properties of the error objects in the Errors collection of the SqlInfoMessageEventArgs argument. Then the two properties of the SqlInfoMessageEventArgs argument, Message and Source, are displayed. Finally, Lines 29 through 37 show the procedure that triggers the state info message event. This is done by calling the T−SQL function RAISERROR through the cmmUserMan SqlCommand object with a severity of 10 and a state of 1.
 
 Transactions Transactions are a way of grouping related database operations so that if one fails, they all fail. Likewise, if they all succeed, the changes will be applied permanently to the data source. So transactions are a safety net, ensuring that your data stays in sync. One classic example of a transaction is a banking system. Suppose you are moving money from your current account to your savings account. This is an operation that requires two updates: credit the amount to the current account and debit the amount to the savings account. Let us assume that this operation is under way, and the amount has been credited to the current account. Now, for whatever reason, the system crashes, and the amount is never debited to the savings account. This is no good and will certainly make someone unhappy. If this operation had been performed within a single transaction, the amount credited to the current account would have been rolled back once the system was back up and running. Although I've simplified the whole process, it should be clear why you want to use transactions! ADO.NET offers you two ways of handling transactions within your application: manual and automatic.
 
 Defining Transaction Boundaries All transactions have a boundary, which is the scope or the "surrounding border" for all the resources within a transaction. Resources within the boundary share the same transaction identifier. This means internally all the resources, such as a database server, are assigned this identifier, which is unique to the transaction boundary. A transaction boundary is abstract, meaning that it's like an invisible frame. The boundary can also be extended and reduced. How this is done all depends on whether you are using automatic (implicit) or manual (explicit) transactions. Manual Transactions The .NET Data Providers that come with ADO.NET support manual transactions through methods of the Connection class. When dealing with manual transactions, it's a good idea to check the state of the connection before attempting to perform one of the transaction methods. See "Manipulating the Connection State" earlier in this chapter for details. Starting a Manual Transaction
 
 To start a transaction, you need to call the BeginTransaction method of the Connection class. You must call this method before performing any of the database operations that are to take part in the transaction. The call in its simplest form is performed as shown in Listing 3A−7. Listing 3A−7: Begin Transaction with Default Values
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 Database Programming with C# traUserMan = cnnUserMan.BeginTransaction();
 
 The connection object (cnnUserMan) must be a valid and open connection, or the InvalidOperationException is thrown. See "BeginTransaction Method Exceptions" for more details. traUserMan now holds a reference to the transaction object created by the BeginTransaction method. The BeginTransaction method is overloaded, and Tables 3A−12, 3A−13, and 3A−14 show you the various versions of the method.
 
 Table 3A−12: The BeginTransaction Method of the SqlConnection Class CALL BeginTransaction()
 
 DESCRIPTION This version takes no arguments, and you should use it when you aren't nesting your transactions and you include the default isolation level (see Listing 3A−7). BeginTransaction(IsolationLevel Takes the transaction's isolation level as the only argument. You enuIsolationLevel) should use this version of the method when you want to specify the isolation level (see Listing 3A−8). BeginTransaction(string strName) Takes the name of the transaction as the only argument. You should use this version of the method when you want to nest your transactions and thus name those for easier identification (see Listing 3A−9). Please note that strName can't contain spaces and has to start with a letter or one of the following characters: # (pound sign), _ (underscore). Subsequent characters may also be numeric (09). BeginTransaction(IsolationLevel Takes the transaction's isolation level and the name of the transaction enuIsolationLevel string strName) as arguments. You should use this version of the method when you want to specify the isolation level and you want to nest your transactions and thus name those for easier identification (see Listing 3A−10). Please note that strName can't contain spaces and has to start with a letter or one of the following characters: # (pound sign), _ (underscore). Subsequent characters may also be numeric (09). Listing 3A−8: Beginning a Transaction with a Nondefault Isolation Level 1 public void BeginNonDefaultIsolationLevelTransaction() { 2 SqlConnection cnnUserMan; 3 SqlTransaction traUserMan; 4 5 // Instantiate the connection 6 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 7 // Open the connection 8 cnnUserMan.Open(); 9 // Begin transaction 10 traUserMan = cnnUserMan.BeginTransaction(IsolationLevel.ReadCommitted); 11 }
 
 Listing 3A−9: Beginning a Named SQL Transaction 1 public void BeginNamedTransaction() { 2 const string STR_MAIN_TRANSACTION_NAME = "MainTransaction"; 3 4 SqlConnection cnnUserMan;
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 SqlTransaction traUserMan; // Instantiate the connection cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); // Open the connection cnnUserMan.Open(); // Begin transaction traUserMan = cnnUserMan.BeginTransaction(STR_MAIN_TRANSACTION_NAME);
 
 Listing 3A−10: Beginning a Named SQL Transaction with a Nondefault Isolation Level 1 public void BeginNamedNonDefaultIsolationLevelTransaction() { 2 const string STR_MAIN_TRANSACTION_NAME = "MainTransaction"; 3 4 SqlConnection cnnUserMan; 5 SqlTransaction traUserMan; 6 7 // Instantiate the connection 8 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 9 // Open the connection 10 cnnUserMan.Open(); 11 // Begin transaction 12 traUserMan = cnnUserMan.BeginTransaction(IsolationLevel.ReadCommitted, 13 STR_MAIN_TRANSACTION_NAME); 14 }
 
 Table 3A−13: The BeginTransaction Method of the OleDbConnection Class CALL BeginTransaction()
 
 DESCRIPTION This version takes no arguments, and you should use it when you aren't nesting your transactions and you include the default isolation level (see Listing 3A−7). BeginTransaction(IsolationLevel Takes the transaction's isolation level as the only argument. You should enuIsolationLevel) use this version of the method when you want to specify the isolation level. Refer to Listing 3A−8, but replace SqlConnection and SqlTransaction in the example with OleDbConnection and OleDbTransaction. Table 3A−14: The BeginTransaction Method of the OdbcConnection Class CALL BeginTransaction()
 
 BeginTransaction(IsolationLevel enuIsolationLevel)
 
 DESCRIPTION This version takes no arguments, and you should use it when you aren't nesting your transactions and you include the default isolation level (see Listing 3A−7). Takes the transaction's isolation level as the only argument. You should use this version of the method when you want to specify the isolation level. Refer to Listing 3A−8, but replace SqlConnection and SqlTransaction in the example with OdbcConnection and OdbcTransaction.
 
 All the overloaded versions of the BeginTransaction method return an instance of the Transaction class Transactions
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 Database Programming with C# inherited from the SqlTransaction, OleDbTransaction, or OdbcTransaction class. The IsolationLevel enum, which belongs to the System.Data namespace, specifies the local transaction locking behavior for the connection. If the isolation level is changed during a transaction, the server is expected to apply the new locking level to all the remaining statements. See Table 3A−15 for an overview of the IsolationLevel enum.
 
 Table 3A−15: Members of the IsolationLevel Enum NAME Chaos ReadCommitted
 
 DESCRIPTION You can't overwrite pending changes from more highly isolated transactions. Although the shared locks will be held until the end of the read, thus avoiding dirty reads, the data can be changed before the transaction ends. This can result in phantom data or nonrepeatable reads. This means the data you read isn't guaranteed to be the same the next time you perform the same read request. ReadUncommitted Dirty reads are possible, because no shared locks are in effect and any exclusive locks won't be honored. RepeatableRead All data that is part of the query will be locked so that other users can't update the data. This will prevent nonrepeatable reads, but phantom rows are still possible. Serializable The DataSet is locked using a range lock, and this prevents other users from updating or inserting rows in the DataSet until the transaction ends (see "Using the DataSet Class" in Chapter 3B). Unspecified The isolation level can't be determined, because a different isolation level than the one specified is being used. In Listings 3A−8 through 3A−10, the transaction is named using a constant, which obviously makes it easier later on to recognize the transaction you want to deal with. See the following section, "Nesting Transactions and Using Transaction Save Points with SqlTransaction," for details. Note It's actually not necessary to save the returned transaction object, which means that you can leave out the traUserMan = bit in Listings 3A−7, 3A−8, 3A−9, and 3A−10. Mind you, there's no point in doing so, because you probably will want to commit or roll back the pending changes at a later stage. This is only possible if you save the reference to the transaction object. This differs from ADO, where the rollback and commit functionality were methods of the Connection class. In ADO.NET, this functionality is now part of the Transaction class. Nesting Transactions and Using Transaction Save Points with SqlTransaction
 
 This topic is only valid for the SqlConnection and SqlTransaction classes. If you are nesting your transactions, it's good idea to give each transaction a name that is readily identifiable, making it easier for yourself later on to tell the transactions apart. Well, I say transactions, but in ADO.NET you can't have more than one transaction on a single connection. Unlike ADO, where you can start several transactions on a connection by calling the BeginTransaction method a number of times and specifying a name for each transaction, you only have the one transaction, also starting with the BeginTransaction method. However, the transaction object that is returned from the BeginTransaction method has a Save method that can be used for the very same purpose. Actually, I think it has become somewhat easier to nest transactions in ADO.NET, but you be the judge of that. So, let's have a look at this new way of nesting transactions. It's actually not nesting as such, but a way of saving specific points in a transaction that you can roll back to. The SqlTransaction class's Save method is Transactions
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 Database Programming with C# used for saving a reference point in the transaction, as shown in Listing 3A−11. Listing 3A−11: Saving a Reference Point in a Transaction 1 public void UseTransactionSavePoints() { 2 const string STR_MAIN_TRANSACTION_NAME = "MainTransaction"; 3 const string STR_FAMILY_TRANSACTION_NAME = "FamilyUpdates"; 4 const string STR_ADDRESS_TRANSACTION_NAME = "AddressUpdates"; 5 6 SqlConnection cnnUserMan; 7 SqlTransaction traUserMan; 8 9 // Instantiate the connection 10 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 11 // Open the connection 12 cnnUserMan.Open(); 13 14 // Start named transaction 15 traUserMan = cnnUserMan.BeginTransaction(STR_MAIN_TRANSACTION_NAME); 16 // Update family tables 17 // ... 18 19 // Save transaction reference point 20 traUserMan.Save(STR_FAMILY_TRANSACTION_NAME); 21 // Update address tables 22 // ... 23 // Save transaction reference point 24 traUserMan.Save(STR_ADDRESS_TRANSACTION_NAME); 25 // Roll back address table updates 26 traUserMan.Rollback(STR_FAMILY_TRANSACTION_NAME); 27 }
 
 In Listing 3A−11, the connection is opened, the transaction started, and the family tables updated. After this a reference point is saved before another update of the database. This time the address table is updated and again a reference point is saved. Finally you come to the real trick: a rollback to a named reference in the transaction occurs, namely the point after the family tables were updated. (For more information on the Rollback method of the Transaction class, please see "Aborting a Manual Transaction.") When the rollback operation is performed, the updates to the address tables will be undone, whereas the changes to the family tables are still there. When I say still there, I am referring to the fact that the transaction hasn't been committed yet, but if the Commit method of the Transaction class were executed, using traUserMan.Commit();, then the family table updates would be applied permanently. Nesting Transactions with OleDbTransaction
 
 This topic is only valid for the OleDbConnection class. Unlike ADO, where you can start several transactions on a connection by calling the BeginTransaction method a number of times, you only have the one transaction, also starting with the BeginTransaction method. However, the transaction object that is returned from the BeginTransaction method has a Begin method that can be used for nesting purposes. An example of using the OleDbTransaction class's Begin method is shown in Listing 3A−12. Listing 3A−12: Beginning a Nested OleDb Transaction 1 public void NestTransactions() { 2 OleDbConnection cnnUserMan; 3 OleDbTransaction traUserManMain;
 
 Transactions
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 OleDbTransaction traUserManFamily; OleDbTransaction traUserManAddress; // Instantiate the connection cnnUserMan = new OleDbConnection(STR_CONNECTION_STRING); // Open the connection cnnUserMan.Open(); // Start main transaction traUserManMain = cnnUserMan.BeginTransaction(); // Update family tables // ... // Begin nested transaction traUserManFamily = traUserManMain.Begin(); // Update address tables // ... // Begin nested transaction traUserManAddress = traUserManFamily.Begin(); // Roll back address table updates traUserManAddress.Rollback();
 
 Please note that the SQLOLEDB OLE DB provider doesn't support nesting. So, if you run Listing 3A−12 using this provider, an InvalidOperationException exception is thrown. Nesting Transactions with OdbcTransaction
 
 Unlike the SqlTransaction and OleDbTransaction classes, the OdbcTransaction class doesn't support nested transactions, which basically means that you can have only one transaction per connection object. Aborting a Manual Transaction
 
 If for some reason you want to abort the transactionthat is, roll back all the changes since you started the transactionyou need to call the Transaction class's Rollback method. This will ensure that no changes are applied to the data source, or rather the data source is rolled back to its original state. The call is performed like this: traUserMan.Rollback();
 
 You can also use the overloaded version of the Rollback method with which you specify the name of the transaction, as was done in Listing 3A−11. The Rollback method can't be used before the BeginTransaction method of the Connection class has been called, and it must be called before the Transaction class's Commit method is called. An exception is thrown if you don't do as prescribed.
 
 Always Use Named Transactions Although you can call the Rollback method without passing the name of a transaction, it's advisable that you do include a transaction name if you are using the SqlTransaction class (the OleDbTransaction and OdbcConnection classes don't have this feature). When you start the transaction, use one of the overloaded BeginTransaction methods that let you pass the name of a transaction as an argument as demonstrated in Listings 3A−9, 3A−10, and 3A−11. This way, you can always use the overloaded Rollback method of the Transaction class and pass the name of the transaction. When you use the standard version of the Rollback Transactions
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 Database Programming with C# method, all pending changes will be rolled back. Personally, I think it makes the code more readable if you always supply the transaction name when you begin the transaction, save a reference point, and roll back a transaction.
 
 Committing a Manual Transaction
 
 When you are done manipulating your data, it's time to commit the changes to the data source. Calling the Transaction class's Commit method does this. All the changes you've made to the data since you started the transaction with a call to the BeginTransaction method will be applied to the data source. Actually, this is only fully true for the OleDbTransaction class. If you are using the SqlTransaction class, you might save some reference points and use the Rollback method to roll back to one or more of these reference points. In such a case, the operations that have been rolled back obviously won't be committed. Determining the Isolation Level of a Running Transaction
 
 If you are uncertain of the isolation level of a running transaction, you can use the IsolationLevel property of the Transaction class, as shown in Listing 3A−13. Listing 3A−13: Determining the Isolation Level of a Running Transaction 1 public void DetermineTransactionIsolationLevel() { 2 SqlConnection cnnUserMan; 3 SqlTransaction traUserMan; 4 5 // Instantiate the connection 6 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 7 // Open the connection 8 cnnUserMan.Open(); 9 10 // Start transaction with nondefault isolation level 11 traUserMan = cnnUserMan.BeginTransaction(IsolationLevel.ReadCommitted); 12 13 // Return the isolation level as text 14 MessageBox.Show(traUserMan.IsolationLevel.ToString()); 15 }
 
 Examining the Transaction Class
 
 The Transaction class, which can only be instantiated by the Connection class's BeginTransaction method, can't be inherited. Once a transaction has been started using BeginTransaction, all further transaction operations are performed on the transaction object returned by BeginTransaction. In Table 3A−16, you can see the properties of the Transaction classes.
 
 Table 3A−16: Transaction Class Properties PROPERTY NAME Connection
 
 Transactions
 
 DESCRIPTION
 
 READ WRITE
 
 Retrieves the Connection object that is associated with the transaction. null is returned if the transaction is invalid.
 
 Yes
 
 No
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 Specifies the level of isolation for the transaction. See "Determining the Yes No Isolation Level of a Running Transaction" and "Examining the Isolation Level" earlier in this chapter for more details. In Table 3A−17, you can see the methods of the Transaction classes. Inherited and overridden methods aren't shown.
 
 Table 3A−17: Transaction Class Methods METHOD NAME Begin() (OleDbTransaction only)
 
 DESCRIPTION RETURN VALUE Begins a new transaction, nested within the OleDbTransaction current transaction. See "Nesting object Transactions with OleDbTransaction" earlier in this chapter. Commit() This method commits the current database transaction. See "Committing a Manual Transaction" earlier in this chapter. Rollback() Rolls back the pending changes, so they aren't applied to the database. See "Aborting a Manual Transaction" earlier in this chapter. Save() Saves a reference point, which you can roll (SqlTransaction only) back to using the Rollback method
 
 OVERLOADED Yes
 
 No
 
 Yes
 
 No
 
 Manual Transaction Summary
 
 Handling transactions manually isn't really that big a deal. Here are the few steps you need to remember: • Start a transaction by using the BeginTransaction method of the Connection class. You can only execute BeginTransaction once per connection, or rather you can't have parallel transactions. You need to commit arunning transaction before you can use the BeginTransaction method again on the same connection. BeginTransaction returns the transaction object needed for rolling back or committing the changes to the data source. • Roll back a transaction by using the Rollback method of the Transaction class. • Commit a transaction by using the Commit method of the Transaction class. Automatic Transactions Automatic transactions are a little different from manual transactions in the sense that they aren't necessarily applied. When I say not necessarily, I mean the following: if the object in which you are using the .NET Data Provider data classes isn't enlisted in a transaction, your data source won't be either. So to cut it short, if you're using transactions for your application, then the data source will be enlisted automatically. The.NET Data Providers OLE DB .NET Data Provider, ODBC .NET Data Provider, and SQL Server .NET Data Provider automatically enlist in a transaction and obtain the details of the transaction from the Windows Component Services context.
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 Handling Connection Class Exceptions This section describes how you deal with exceptions when you work with connections. An exception, which is more or less the same as what used to be called a trappable error, can be caught using the try {} . . . catch {} statement construct. If you are using the SqlConnection class, please look up the property or method in the section that follows, "SqlConnection Exceptions," for the correct exception. Please note that only exceptions to noninherited properties and methods are mentioned. So, exceptions caused by the Equals method, which is inherited from the object class, aren't shown. The list is also not exhaustive, but merely shows the more common exceptions you'll encounter. OleDbConnection exceptions are discussed under "OleDbConnection Exceptions" and OdbcConnection exceptions are discussed under "OdbcConnection Exceptions" later in this chapter. SqlConnection Exceptions Here I'll show you how to deal with some of the most common exceptions thrown when working with the SqlConnection class, but some of these exceptions are also thrown when working with the OleDbConnection and OdbcConnection classes. Please see the individual sections for more information on what Connection class throws the listed exception.
 
 Why Did You Get an Exception? For each exception, I show you a piece of code that can help you determine why an exception occurred. This is useful when the code in the try section of a try {} ... catch {} construct contains multiple procedure calls that can throw an exception. Be aware that this is simple code, and it's only there to help you get an idea of how to proceed with your exception handling. In the examples provided, I show you how to find out what method, property, and so on threw the exception. However, some methods and properties can throw more than one type of exception, and this is when you need to set up multiple catch blocks, like this: try { ...} catch (InvalidOperationException objInvalid) { ...} catch (ArgumentException objArgument) { ...} catch (Exception objE) { ...}
 
 One of the most common mistakes is to provide a "faulty" connection string. It often happens that a user needs to type in a user ID and password, which is then passed as part of the connection string, without first being validated. If the user has typed in any special characters, such as a semicolon, an exception is thrown. For more information on exception handling, please refer to Chapter 5.
 
 BeginTransaction Method Exceptions
 
 The InvalidOperationException exception is thrown when you call the BeginTransaction method on an invalid or closed connection. You can check if the connection is closed, like this: // Check if the connection is open
 
 Handling Connection Class Exceptions
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 Database Programming with C# if ((bool) cnnUserMan.State == ConnectionState.Open) {}
 
 The InvalidOperationException exception is also thrown if you try to start parallel transactions by calling the BeginTransaction method twice, before committing or rolling back the first transaction.
 
 Listing 3A−14 shows you how you can check if the exception was thrown because of the BeginTransaction method. This only works with the SqlConnection class. Listing 3A−14: Checking If BeginTransaction Caused the Exception 1 public void CheckBeginTransactionMethodException() { 2 SqlConnection cnnUserMan; 3 SqlTransaction traUserMan; 4 5 // Instantiate the connection 6 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 7 // Open the connection 8 // If the following line is commented out, the BeginTransaction exception 9 // will be thrown. 10 cnnUserMan.Open(); 11 12 try { 13 // Start transaction with nondefault isolation level 14 traUserMan = cnnUserMan.BeginTransaction(IsolationLevel.ReadCommitted); 15 } 16 catch (Exception objException) { 17 // Check if a BeginTransaction method threw the exception 18 if (objException.TargetSite.Name.ToString() == "BeginTransaction") { 19 MessageBox.Show("The BeginTransaction method threw the exception!"); 20 } 21 } 22 }
 
 ConnectionString Property Exceptions
 
 The InvalidOperationException exception is thrown when the connection is open or broken and you try to set the property. Listing 3A−15 shows you how you can check if the InvalidOperationException exception was thrown because of the ConnectionString property. Listing 3A−15: Checking If ConnectionString Caused the Exception 1 public void CheckConnectionStringPropertyException() { 2 SqlConnection cnnUserMan; 3 4 // Instantiate the connection 5 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 6 // Open the connection 7 cnnUserMan.Open(); 8 9 try { 10 // Set the connection string 11 cnnUserMan.ConnectionString = STR_CONNECTION_STRING; 12 } 13 catch (Exception objException) { 14 // Check if setting the ConnectionString threw the exception
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 if (objException.TargetSite.Name == "set_ConnectionString") { MessageBox.Show( "The ConnectionString property threw the exception!"); } }
 
 ConnectionTimeout Property Exceptions
 
 The ArgumentException exception is thrown when you try to set the property to a value less than 0. Actually, the ConnectionTimeout property is read−only, so you can't set it directly. However, you can set this property through the Connection Timeout value name in the ConnectionString property. Listing 3A−16 shows you how you can check if the ArgumentException exception was thrown because of the ConnectionTimeout property. This only works with the SqlConnection class. Listing 3A−16: Checking If ConnectionTimeout Caused the Exception 1 public void CheckConnectionTimeoutPropertyException() { 2 SqlConnection cnnUserMan; 3 4 try { 5 // Instantiate the connection 6 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING + 7 ";Connection Timeout=−1"); 8 // Open the connection 9 cnnUserMan.Open(); 10 } 11 catch (Exception objException) { 12 // Check if setting the Connection Timeout to an invalid value threw 13 // the exception 14 if (objException.TargetSite.Name == "SetConnectTimeout") { 15 MessageBox.Show( 16 "The Connection Timeout value threw the exception!"); 17 } 18 } 19 }
 
 Database Property and ChangeDatabase Method Exceptions
 
 The InvalidOperationException exception is thrown if the connection isn't open. Actually, the Database property is read−only, so you can't set it directly. However, you can set this property through the ChangeDatabase method or using a Transact−SQL statement. You can in fact change from the current database to the master database by executing the simple SQL statement USE master using the ExecuteNonQuery method of the SqlCommand class. The Database property is then dynamically updated, and it's after this that an exception can be thrown. Note
 
 Transact−SQL (T−SQL), which is used in SQL Server, is Microsoft's dialect of the ANSI SQL standard. T−SQL is fully ANSI compliant, but it also features many enhancements.You can find an excellent explanation of T−SQL at Garth Wells' site, SQLBOOK.COM, at http://www.sqlbook.com/code_centricsample_chapters.html. Check out sample Chapter 1.
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 Database Programming with C# Listing 3A−17 shows you how you can check if the InvalidOperationException exception was thrown because of the Database property. This only works with the SqlConnection class. Listing 3A−17: Checking If Database Caused the Exception 1 public void CheckChangeDatabaseMethodException() { 2 SqlConnection cnnUserMan; 3 4 try { 5 // Instantiate the connection 6 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 7 // Open the connection 8 // If the following line is commented out, 9 // the ChangeDatabase exception will be thrown 10 //cnnUserMan.Open(); 11 // Change database 12 cnnUserMan.ChangeDatabase("master"); 13 } 14 catch (Exception objException) { 15 // Check if we tried to change database on an invalid connection 16 if (objException.TargetSite.Name == "ChangeDatabase") { 17 MessageBox.Show("The ChangeDatabase method threw the exception!"); 18 } 19 } 20 }
 
 Open Method Exceptions
 
 The InvalidOperationException exception is thrown when you try to open an already open or broken connection. When this exception is thrown, simply close the connection and open it again. Listing 3A−18 shows you how you can check if the InvalidOperationException exception was thrown because of the Open method. Listing 3A−18: Checking If Open Caused the Exception 1 public void CheckOpenMethodException() { 2 SqlConnection cnnUserMan; 3 4 try { 5 // Instantiate the connection 6 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 7 // Open the connection 8 cnnUserMan.Open(); 9 // Open the connection 10 cnnUserMan.Open(); 11 } 12 catch (Exception objException) { 13 // Check if we tried to open an already open connection 14 if (objException.TargetSite.Name == "Open") { 15 MessageBox.Show("The Open method threw the exception!"); 16 } 17 } 18 }
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 Database Programming with C# OleDbConnection Exceptions Whenever an error occurs when you are working with an OLE DB .NET Data Provider that OleDbDataAdapter can't handle (see the "The DataAdapter Explained" section later in this chapter), an OleDbException is thrown. This exception class, which can't be inherited, is derived from the ExternalException class. The OleDbException class holds at least one instance of the OleDbError class. It's up to you to traverse through all the instances of OleDbError classes contained in the OleDbException class, in order to check what errors occurred. Listing 3A−19 shows how you can do it. The example catches exceptions that occur when you try to open a connection, but the code in the catch section can be used for any OLE DB exceptions encountered. Listing 3A−19: Traversing Through an OleDbException Class 1 public void TraversingAllOleDbErrors() { 2 OleDbConnection cnnUserMan; 3 4 try { 5 // Instantiate the connection 6 cnnUserMan = new OleDbConnection(STR_CONNECTION_STRING); 7 // Open the connection 8 cnnUserMan.Open(); 9 // Do your stuff... 10 //... 11 } 12 catch (OleDbException objException) { 13 // This catch block will handle all exceptions that 14 // the OleDbAdapter can't handle 15 foreach (OleDbError objError in objException.Errors) { 16 MessageBox.Show(objError.Message); 17 } 18 } 19 catch (Exception objException) { 20 // This catch block will catch all exceptions that 21 // the OleDbAdapter can handle 22 MessageBox.Show(objException.Message); 23 } 24 }
 
 Listing 3A−19 shows you how to extract all instances of the OleDbError class from the Errors property collection of the OleDbException class. Examining the OleDbError Class
 
 In Listing 3A−19, I've only specified to display the error message, but there are actually a few more properties in the OleDbError class that are of interest. See Table 3A−18 for a list of all these properties. Incidentally, the OleDbError class, which is noninheritable, is inherited directly from the object class.
 
 Table 3A−18: OleDbError Class Properties PROPERTY NAME
 
 DESCRIPTION
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 Database Programming with C# Message NativeError Source SQLState
 
 Returns a description of the error as a variable of data type string. Returns the database−specific error information as a variable of data type int. Returns the name of the provider in which the exception occurred or was generated from as a variable of data type string. Returns the ANSI SQL standard error code as a variable of data type string. This error code is always five characters long.
 
 All the properties in Table 3A−18 are read−only. They don't look all that different from the ones in the ADO errors collection, do they? Examining the OleDbException Class
 
 Besides the Errors collection, the OleDbException class has a few other properties and methods of interest as you can see in Tables 3A−19 and 3A−20. Both tables are in alphabetical order.
 
 Table 3A−19: OleDbException Class Properties PROPERTY NAME ErrorCode
 
 ACCESSIBILITY DESCRIPTION
 
 Errors
 
 public
 
 HelpLink
 
 public
 
 HResult
 
 protected
 
 public
 
 InnerException public
 
 RETURN VALUE
 
 This property returns the Data type int error identification number for the error. The identification number is either an HRESULT or a Win32 error code. Data type This is actually a OleDbErrorCollection collection of the OleDbError class. See the preceding section, "Examining the OleDbError Class". Data type string This property, which is inherited from the Exception class, returns or sets the URN or URL that points to an HTML help file. This property, which is Data type int inherited from the Exception class, returns or sets the HRESULT for an exception. This property, which is Data type Exception inherited from the Exception class, returns a reference to the inner exception. This property generally holds the
 
 Handling Connection Class Exceptions
 
 READ WRITE Yes
 
 No
 
 Yes
 
 No
 
 Yes
 
 Yes
 
 Yes
 
 Yes
 
 Yes
 
 No
 
 81
 
 Database Programming with C# previously occurring exception or the exception that caused the current exception. Message public This property is overridden, so check out the Message property of the OleDbError class. Source public This property is overridden, so check out the Source property of the OleDbError class. Data type string StackTrace public This property, which is inherited from the Exception class, returns the stack trace. You can use the stack trace to identify the location in your code where the error occurred. Data type MethodBase TargetSite public This property, which is inherited from the Exception class, returns the method that threw the exception. Check out general error handling in Chapter 5, for more information about the MethodBase object. Table 3A−20: OleDbException Class Methods
 
 Yes
 
 No
 
 Yes
 
 No
 
 Yes
 
 No
 
 Yes
 
 No
 
 METHOD NAME ACCESSIBILITY DESCRIPTION GetBaseException() public
 
 ToString()
 
 public
 
 RETURN VALUE This method, which is inherited from the Exception Data type class, returns the original exception thrown. It's useful Exception in cases where one exception has triggered another and so forth. The reference returned will point to the current exception, if this is the only exception thrown. This method, which is inherited from the object class, Data type can be used on the OleDbException class, where it string returns the fully qualified exception name. The error message (Message property), the inner exception name (InnerException property), and the stack trace (StackTrace property) might also be returned.
 
 OdbcConnection Exceptions When you're working with the ODBC .NET Data Provider and an exception is thrown that the OdbcDataAdapter can't handle (see the "The DataAdapter Explained" section later in this chapter), an OdbcException is thrown. This exception class, which can't be inherited, is derived from the Handling Connection Class Exceptions
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 Database Programming with C# SystemException class. The OdbcException class holds at least one instance of the OdbcError class. It's up to you to traverse through all the instances of OdbcError classes contained in the OdbcException class, in order to check what errors occurred. Listing 3A−20 shows how you can do it. The example catches exceptions that occur when you try to open a connection, but the code in the catch section can be used for any ODBC exceptions encountered. Listing 3A−20: Traversing Through an OdbcException Class 1 public void TraversingAllOdbcErrors() { 2 OdbcConnection cnnUserMan; 3 4 try { 5 // Instantiate the connection 6 cnnUserMan = new OdbcConnection(STR_CONNECTION_STRING); 7 // Open the connection 8 cnnUserMan.Open(); 9 // Do your stuff... 10 //... 11 } 12 catch (OdbcException objException) { 13 // This catch block will handle all exceptions that 14 // the OdbcAdapter can't handle 15 foreach (OdbcError objError in objException.Errors) { 16 MessageBox.Show(objError.Message); 17 } 18 } 19 catch (Exception objException) { 20 // This catch block will catch all exceptions that 21 // the OdbcAdapter can handle 22 MessageBox.Show(objException.Message); 23 } 24 }
 
 Listing 3A−20 shows you how to extract all instances of the OdbcError class from the Errors property collection of the OdbcException class. Examining the OdbcError Class
 
 In Listing 3A−20, all I've specified is to display the error message, but there are actually a few more properties in the OdbcError class that are of interest. See Table 3A−21 for a list of all these properties. Incidentally, the OdbcError class, which is noninheritable, is inherited directly from the object class.
 
 Table 3A−21: OdbcError Class Properties PROPERTY NAME Message NativeError Source
 
 DESCRIPTION Returns a description of the error as a variable of data type string. Returns the database−specific error information as a variable of data type int. Returns the name of the driver in which the exception occurred or was generated from as a variable of data type string.
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 Database Programming with C# Returns the ANSI SQL standard error code as a variable of data type string. This error code is always five characters long. All the properties in Table 3A−21 are read−only. As is the case with the OleDbError class properties, they don't look all that different from the ones in the ADO errors collection, do they? Examining the OdbcException Class
 
 Besides the Errors collection, the OdbcException class has a few other properties and methods of interest as you can see in Tables 3A−22 and 3A−23. Both tables are in alphabetical order.
 
 Table 3A−22: OdbcException Class Properties PROPERTY NAME Errors
 
 ACCESSIBILITY DESCRIPTION
 
 RETURN VALUE
 
 Public
 
 Data type Yes OdbcErrorCollection
 
 No
 
 HelpLink
 
 Public
 
 Data type string
 
 Yes
 
 Yes
 
 HResult
 
 Protected
 
 Yes
 
 Yes
 
 Yes
 
 No
 
 Yes
 
 No
 
 Yes
 
 No
 
 InnerException Public
 
 Message
 
 Public
 
 Source
 
 Public
 
 This is actually a collection of the OdbcError class. See the preceding section, "Examining the OdbcError Class". This property, which is inherited from the Exception class, returns or sets the URN or URL that points to a HTML help file. This property, which is inherited from the Exception class, returns or sets the HRESULT for an exception. This property, which is inherited from the Exception class, returns a reference to the inner exception. This property generally holds the previously occurring exception or the exception that caused the current exception. This property is overridden, so check out the Message property of the OdbcError class. This property is overridden, so check out the Source property of the OdbcError class.
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 Data type Exception
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 Public
 
 This property, which is Data type string Yes inherited from the Exception class, returns the stack trace. You can use the stack trace to identify the location in your code where the error occurred. TargetSite Public This property, which is Data type MethodBase Yes inherited from the Exception class, returns the method that threw the exception. Check out general error handling in Chapter 5, for more information about the MethodBase object. Table 3A−23: OdbcException Class Methods
 
 No
 
 No
 
 METHOD NAME ACCESSIBILITY DESCRIPTION
 
 RETURN VALUE GetBaseException() public This method, which is inherited from the Exception Data type class, returns the original exception thrown. It's useful Exception in cases where one exception has triggered another and so forth. The reference returned will point to the current exception, if this is the only exception thrown. ToString() public This method, which is inherited from the object class, Data type string has already been described in Table 3A−7. When used on the OleDbException class, it returns the fully qualified exception name. The error message (Message property), the inner exception name (InnerException property), and the stack trace (StackTrace property) might also be returned. [1] The name of this utility seems to change with every version of Windows, but you can run it from the command prompt by entering its filename, which is ODBCAD32.EXE.
 
 Using Command Objects A command object is used when you need to execute a query against your database. The command object is the simplest and easiest way of doing this. The three Command classes in ADO.NET that are of interest to you are OleDbCommand, OdbcCommand, and SqlCommand. The OleDbCommand class is part of the System.Data.OleDb namespace, the OdbcCommand class is part of the Microsoft.Data.Odbc namespace, and the SqlCommand class is part of the System.Data.SqlClient namespace. Tip
 
 If you are uncertain about which namespace a certain class in your code belongs to, then simply move the cursor over the class, and the namespace will be displayed in the little tool tip that pops up.
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 OleDbCommand, OdbcCommand, and SqlCommand As with the providers and Connection classes, you should make up your mind if you are going to connect to a Microsoft SQL Server 7.0 or later data source or a different data source. The SqlCommand should be used with SQL Server, the OdbcCommand with any other ODBC data source, and the OleDbCommand with any other OLE DB data source. Because the SqlCommand class has been optimized for use with SQL Server, it outperforms the OleDbCommand and OdbcCommand classes. However, if you want you can use OleDbCommand or OdbcCommand instead of SqlCommand in much the same way. In Listing 3A−21, you can see how to declare and instantiate a SqlCommand. Listing 3A−21: Instantiating a SqlCommand 1 public void InstantiateCommandObject() { 2 SqlConnection cnnUserMan; 3 SqlCommand cmmUserMan; 4 string strSQL; 5 6 // Instantiate the connection 7 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 8 // Open the connection 9 cnnUserMan.Open(); 10 // Build query string 11 strSQL = "SELECT * FROM tblUser"; 12 // Instantiate the command 13 cmmUserMan = new SqlCommand(strSQL, cnnUserMan); 14 }
 
 In Listing 3A−21, I reuse the same connection code shown previously. In addition, I declare the command object cmmUserMan and the query string strSQL. Once the connection has been opened, the query string is built and the command instantiated using the query string and the open connection. The way the command object is instantiated here is one of four different instantiation procedures available, because the method is overloaded. Instantiating the OleDbCommand Object Here are the four different ways you can instantiate an OleDbCommand object (the command object, the query string, and the connection string have all been declared elsewhere): • cmmUserMan = new OleDbCommand (); instantiates cmmUserMan with no arguments. If you use this way to instantiate your command, you need to set some of the properties, such as Connection, before you execute or otherwise use the command. The following properties are set to initial values when you instantiate: CommandText = "" CommandTimeout = 30 CommandType = CommandType.Text Connection = null
 
 • cmmUserMan = new OleDbCommand(string strSQL); instantiates cmmUserMan with the query command text (strSQL). You also need to supply a valid and open connection by setting the OleDbCommand, OdbcCommand, and SqlCommand
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 Database Programming with C# Connection property. The following properties are set to initial values when you instantiate: CommandText = strSQL CommandTimeout = 30 CommandType = CommandType.Text Connection = null
 
 • cmmUserMan = new OleDbCommand(string strSQL, OleDbConnection cnnUserMan); instantiates cmmUserMan with the query command text (strSQL) and a valid and open connection, cnnUserMan. The following properties are set to initial values when you instantiate: CommandText = strSQL CommandTimeout = 30 CommandType = CommandType.Text Connection = cnnUserMan
 
 • cmmUserMan = new OleDbCommand(string strSQL, OleDbConnection cnnUserMan, OleDbTransaction traUserMan); instantiates cmmUserMan with the query command text and a connection object. cnnUserMan must be a valid and open connection and traUserMan must be a valid and open transaction that has been opened on cnnUserMan. This version should be used when you've started a transaction with the BeginTransaction method of the Connection class. The following properties are set to initial values when you instantiate: CommandText = strSQL CommandTimeout = 30 CommandType = CommandType.Text Connection = cnnUserMan
 
 Instantiating the OdbcCommand Object Here are the four different ways you can instantiate an OdbcCommand object (the command object, the query string, and the connection string have all been declared elsewhere): • cmmUserMan = new OdbcCommand(); instantiates cmmUserMan with no arguments. If you use this way to instantiate your command, you need to set some of the properties, such as Connection, before you execute or otherwise use the command. The following properties are set to initial values when you instantiate: CommandText = "" CommandTimeout = 30 CommandType = CommandType.Text Connection = null
 
 • cmmUserMan = new OdbcCommand(string strSQL); instantiates cmmUserMan with the query command text (strSQL). You also need to supply a valid and open connection by setting the OleDbCommand, OdbcCommand, and SqlCommand
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 Database Programming with C# Connection property. The following properties are set to initial values when you instantiate: CommandText = strSQL CommandTimeout = 30 CommandType = CommandType.Text Connection = null
 
 • cmmUserMan = new OdbcCommand(string strSQL, OdbcConnection cnnUserMan); instantiates cmmUserMan with the query command text (strSQL) and a valid and open connection, cnnUserMan. The following properties are set to initial values when you instantiate: CommandText = strSQL CommandTimeout = 30 CommandType = CommandType.Text Connection = cnnUserMan
 
 • cmmUserMan = new OdbcCommand(string strSQL, OdbcConnection cnnUserMan, OdbcTransaction traUserMan); instantiates cmmUserMan with the query command text and a connection object. cnnUserMan must be a valid and open connection and traUserMan must be a valid and open transaction that has been opened on cnnUserMan. This version should be used when you've started a transaction with the BeginTransaction method of the Connection class. The following properties are set to initial values when you instantiate: CommandText = strSQL CommandTimeout = 30 CommandType = CommandType.Text Connection = cnnUserMan
 
 Instantiating the SqlCommand Object There are the four different ways you can instantiate a SqlCommand object (the command object, the query string, and the connection string have all been declared elsewhere): • cmmUserMan = new SqlCommand(); instantiates cmmUserMan with no arguments. If you use this way to instantiate your command, you need to set some of the properties, such as Connection, before you execute or otherwise use the command. The following properties are set to initial values when you instantiate: CommandText = "" CommandTimeout = 30 CommandType = CommandType.Text Connection = null
 
 • cmmUserMan = new SqlCommand(string strSQL); instantiates cmmUserMan with the query command text (strSQL). You also need to supply a valid and open connection by setting the Connection property. The following properties are set to initial values when you instantiate: OleDbCommand, OdbcCommand, and SqlCommand
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 • cmmUserMan = new SqlCommand(string strSQL, SqlConnection cnnUserMan); instantiates cmmUserMan with the query command text (strSQL) and a valid and open connection, cnnUserMan. The following properties are set to initial values when you instantiate: CommandText = strSQL CommandTimeout = 30 CommandType = CommandType.Text Connection = cnnUserMan
 
 • cmmUserMan = new SqlCommand(string strSQL, SqlConnection cnnUserMan, SqlTransaction traUserMan); instantiates cmmUserMan with the query command text and a connection object. The cnnUserMan must be a valid and open connection and traUserMan must be a valid and open transaction that has been opened on cnnUserMan. This version should be used when you've started a transaction using the BeginTransaction method of the Connection class. The following properties are set to initial values when you instantiate: CommandText = strSQL CommandTimeout = 30 CommandType = CommandType.Text Connection = cnnUserMan
 
 Which of the ways to instantiate your command object (SqlCommand, OleDbCommand, or OdbcCommand) you should choose really depends on the context and what you are trying to achieve. However, you must always use cmmUserMan = new SqlCommand(string strSQL, ????Connection cnnUserMan, ????Transaction traUserMan); when a transaction has been started on the connection object and you want your command to be part of the transaction.
 
 Command Class Properties Tables 3A−24, 3A−25, and 3A−26 list all the public, noninherited Command class properties in alphabetical order and shows the equivalent Command class constructor argument (see the preceding sections "Instantiating the SqlCommand Object," "Instantiating the OleDbCommand Object," and "Instantiating the OdbcCommand Object"). Please note that in most cases the properties are only checked for syntax when you set them. The real validation takes place when you perform one of the Execute ... methods.
 
 Table 3A−24: SqlCommand Class Properties PROPERTY NAME
 
 DESCRIPTION
 
 Command Class Properties
 
 COMMAND VALUE ONSTRUCTOR DEFAULT
 
 READ WRITE
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 CommandText
 
 CommandTimeout
 
 CommandType
 
 QUIVALENT The Transact−SQL query text or the strSQL name of a stored procedure to execute. When you set this property to the same value as the current one, the assignment is left out. You need to set this property to the name of a stored procedure, when the CommandType property is set to CommandType.StoredProcedure. This is the number of seconds to wait for the command to execute. If the command has not been executed within this period, an exception is thrown. This property determines how the CommandText property is interpreted. The following CommandType enum values are valid:
 
 StoredProcedure: The CommandText property must hold the name of a stored procedure. Text: The CommandText property is interpreted as a query like a SELECT statement, and so on. Connection This is the connection to the data cnnUserMan source. DesignTimeVisible Used to indicate whether the command object should be visible in a Windows Forms Designer control. Parameters Retrieves the SqlParameterCollection, which holds the parameters of the Transact−SQL statement. Transaction This property is used for retrieving traUserMan or setting the transaction the command is executing in, if any. Please note that the transaction object must be connected to the same connection object as the command object. UpdatedRowSource Retrieves or sets if and how the command results are applied to the row source after the command has been executed. This property needs to be set to one the following Command Class Properties
 
 "" (empty string)
 
 Yes
 
 Yes
 
 30
 
 Yes
 
 Yes
 
 Text
 
 Yes
 
 Yes
 
 null
 
 Yes
 
 Yes
 
 false
 
 Yes
 
 Yes
 
 Empty collection
 
 Yes
 
 No
 
 null
 
 Yes
 
 Yes
 
 Both (None, Yes if the command is automatically generated)
 
 Yes
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 Database Programming with C# UpdateRowSource enum values: Both: the sum of the FirstReturnedRecord and OutputParameters values. FirstReturnedRecord: only data in the first returned record is mapped to the changed row in the data set. None: returned parameters and/or rows will be ignored. OutputParameters: only the output parameters are mapped to the changed row in the Dataset. Table 3A−25: OleDbCommand Class Properties
 
 PROPERTY NAME CommandText
 
 CommandTimeout
 
 CommandType
 
 COMMAND CONSTRUCTOR DEFAULT EQUIVALENT VALUE DESCRIPTION strSQL "" (empty The query text or the name of a string) stored procedure to execute. When you set this property to the same value as the current value, the assignment is left out. You need to set this property to the name of a stored procedure when the CommandType property is set to CommandType.StoredProcedure. You can only set this property when the connection is open and available, which means that the connection can't be fetching rows when you set this property. This is the number of seconds to 30 wait for the command to execute. If the command has not been executed within this period, an exception is thrown. This property determines how the Text CommandText property is interpreted. The following values are valid:
 
 READ WRITE Yes Yes
 
 Yes
 
 Yes
 
 Yes
 
 Yes
 
 StoredProcedure: the CommandText property must hold the name of a stored procedure. TableDirect: the CommandText property must hold name of a table. All columns for this table will be returned. This is instead of using a Command Class Properties
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 Database Programming with C# query such as "SELECT * FROM TableName". Text: the CommandText property is interpreted as a query like a SELECT statement, and so on. Please note that the OLE DB .NET Data Provider doesn't support named parameters, which means that you must specify arguments using the question mark, "?". You can only set this property when the connection is open and available, which means that the connection can't be executing or fetching rows when you set the property. Connection This is the connection to the data cnnUserMan source. DesignTimeVisible Used to indicate whether the command object should be visible in a Windows Forms Designer control. Parameters Retrieves the OleDbParameterCollection, which holds the parameters of the CommandText property. Transaction This property is used for retrieving traUserMan or setting the transaction the command is executing in, if any. Please note that the transaction object must be connected to the same connection object as the command object. UpdatedRowSource Gets or sets if and how the command results are applied to the row source after the command has been executed. This property needs to be set to one the following UpdateRowSource enum values: Both: the sum of the FirstReturnedRecord and OutputParameters values. FirstReturnedRecord: only data in the first returned record is mapped to the changed row in the data set.
 
 null
 
 Yes
 
 Yes
 
 false
 
 Yes
 
 Yes
 
 Empty collection
 
 Yes
 
 No
 
 null
 
 Yes
 
 Yes
 
 Both (None, Yes if the command is automatically generated)
 
 Yes
 
 None: returned parameters and/ rows will be ignored. OutputParameters: only the Command Class Properties
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 PROPERTY NAME CommandText
 
 CommandTimeout
 
 CommandType
 
 COMMAND CONSTRUCTOR DESCRIPTION EQUIVALENT This is the query text or the name of strSQL a stored procedure to execute. You need to set this property to the name of a stored procedure when the CommandType property is set to CommandType.StoredProcedure. However, the property must be set using standard ODBC escape sequences for stored procedures (see the note later in this section for more information). You can only set this property when the connection is open and available, which means that the connection can't be executing or fetching rows when you set the property. This is the number of seconds (0 if no limit) to wait for the command to execute. If the command has not been executed within this period, an exception is thrown. This property determines how the CommandText property is interpreted. The following values are valid:
 
 DEFAULT VALUE "" (empty string)
 
 READ WRITE Yes Yes
 
 30
 
 Yes
 
 Yes
 
 StoredProcedure: the CommandText property must hold the name of a stored procedure specified using standard ODBC escape sequences. Text: the CommandText property is interpreted as a query like a SELECT statement, and so on. Please note that the ODBC .NET Data Provider doesn't support named parameters, which means that you must specify arguments using the question mark, "?". You can only set this property when the connection is open and available, which means that the connection Command Class Properties
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 Database Programming with C# can't be executing or fetching rows when you set the property. Connection This is the connection to the data cnnUserMan source. You can only set this property when the connection is open and available, which means that the connection can't be executing or fetching rows when you set the property. DesignTimeVisible Used to indicate whether the command object should be visible in a Windows Forms Designer control. Parameters Retrieves the OdbcParameterCollection, which holds the parameters of the CommandText property. Transaction This property is used for retrieving traUserMan or setting the transaction the command is executing in, if any. Please note that the transaction object must be connected to the same connection object as the command object. This property can only be set if it hasn't been set previously. UpdatedRowSource Gets or sets if and how the command results are applied to the row source after the command has been executed. This property needs to be set to one the following UpdateRowSource enum values: Both: the sum of the FirstReturnedRecord and OutputParameters values. FirstReturnedRecord: only data in the first returned record is mapped to the changed row in the data set.
 
 null
 
 Yes
 
 Yes
 
 false
 
 Yes
 
 Yes
 
 empty collection
 
 Yes
 
 No
 
 null
 
 Yes
 
 Yes
 
 Both (None, Yes if the command is automatically generated by a command builder)
 
 Yes
 
 None: returned parameters and/ rows will be ignored. OutputParameters: only the output parameters are mapped to the changed row in the Dataset. Note Information for ODBC standard escape sequences can be found in the documentation for your ODBC driver or at these addresses: http://msdn.microsoft.com/library/default.asp?url=/library/en−us/odbc/htm/odbcescape_sequences_in_odbc.asp and http://msdn.microsoft.com/library/default.asp?url=/library/en−us/odbc/htm/odbcodbc_escape_sequences.asp. Command Class Properties
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 Command Class Methods Table 3A−27 lists all the public, noninherited Command class (SqlCommand, OdbcCommand, and OleDbCommand) methods in alphabetical order.
 
 Table 3A−27: Command Class Methods METHOD NAME Cancel() CreateParameter()
 
 ExecuteNonQuery()
 
 ExecuteReader()
 
 ExecuteScalar()
 
 DESCRIPTION Cancels the executing command, if there is one. Otherwise nothing happens. This method can be used to create and instantiate an SqlParameter, OdbcParameter, or OleDbParameter object. This is the equivalent of instantiating an SqlParameter object using prmTest = new SqlParameter();, an OdbcParameter object using prmTest = new OdbcParameter();, or an OleDbParameter using prmTest = new OleDbParameter();. Mind you, there's actually one not−so−small difference between these two ways of instantiating the parameter object: The CreateParameter method adds the instantiated parameter object to the parameters collection and thus saves you the extra line of code. The parameters collection can be retrieved using the Parameters property. Executes the query specified in the CommandText property. The number of rows affected is returned. Even if the CommandText property contains a row−returning statement, no rows will be returned. The value −1 is returned if you specify a row−returning statement as command text. This is also true if you specify any other statement that doesn't affect the rows in the data source. Executes the query specified in the CommandText property. The returned object is a forward−only, read−only data object of type SqlDataReader, OdbcDataReader, or OleDbDataReader. This method is used when you execute a row−returning command, such as an SQL SELECT statement. Although it's possible to execute a non−row−returning command using this method, it's recommended that you use the ExecuteNonQuery method for that purpose. The reason for this is that even though the query doesn't return rows, the method still tries to build and return a forward−only data object. This method is overloaded (see "Executing a Command"). This method is for retrieving a single value, such as an aggregate value like COUNT(*). There's less overhead and coding involved in using this method than in using the ExecuteReader method (see "Executing a Command"). Basically, only the first column of the first row is returned. This means that if the query returns several rows and columns, they will be ignored.
 
 ExecuteXmlReader()
 
 This method is for retrieving a result set as XML (see "Executing a Command"). This is an SqlCommand class method only. Prepare() This method is used for compiling (preparing) the command. You can use this method when the CommandType property is set to Text or StoredProcedure. If, however, the CommandType property is set to TableDirect, nothing happens. The method takes no arguments, and it's simply called like this: cmmUserMan.Prepare();. ResetCommandTimeout() Resets the CommandTimeout property to the default value. The method takes no arguments, and it's called like this: cmmUserMan.ResetCommandTimeout();.
 
 Command Class Methods
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 Executing a Command Now you know how to set up and instantiate a command object, but you really need to execute it as well in order to fully exploit a command object's potential. As you can see from the various methods of the Command class, the ExecuteNonQuery, ExecuteReader, ExecuteScalar, and ExecuteXmlReader methods are the ones you need for this purpose. Actually, this is fairly simple, and if you carefully read the names of the methods, you should have no doubt about which one to use (see Table 3A−28).
 
 Table 3A−28: Executing a Command METHOD NAME ExecuteNonQuery
 
 WHEN TO USE Use this method when you want to execute a non−row−returning command, such as a DELETE statement. Although you can use this method with row−returning statements, it doesn't make much sense, as the result set is discarded. ExecuteReader This method should be used when you want to execute a row−returning command, such as a SELECT statement. The rows are returned in an SqlDataReader, an OdbcDataReader, or an OleDbDataReader, depending on which .NET Data Provider you are using. Please note that the DataReader class is a read−only, forward−only data class, which means that it should only be used for retrieving data to display or similar purposes. You can't update data in a DataReader! ExecuteScalar You should use this method when you only want the first column of the first row of the result set returned. If there's more than one row in the result set, they are ignored by this method. This method is faster and has substantially less overhead than the ExecuteReader method. So use it when you know you'll only have one row returned, or when you are using an aggregate function such as COUNT. This method is similar to the ExecuteReader method, but the ExecuteXmlReader (SqlCommand class returned rows must be expressed using XML. only)
 
 EXAMPLE See Listing 3A−22, which shows how to insert a new user (User99) into the tblUser table. See Listing 3A−23, which shows how to retrieve all users from the tblUser table.
 
 See Listing 3A−24, which shows how the number of rows in the tblUser table is returned.
 
 See Listing 3A−25, which shows how all the rows in the tblUser table are returned as XML.
 
 Listing 3A−22: Using the ExecuteNonQuery Method 1 public void ExecuteNonQueryCommand() { 2 SqlConnection cnnUserMan; 3 SqlCommand cmmUserMan; 4 string strSQL; 5 6 // Instantiate the connection 7 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 8 // Open the connection 9 cnnUserMan.Open(); 10 // Build delete query string 11 strSQL = "DELETE FROM tblUser WHERE LoginName='User99'"; 12 // Instantiate and execute the delete command 13 cmmUserMan = new SqlCommand(strSQL, cnnUserMan); 14 cmmUserMan.ExecuteNonQuery();
 
 Executing a Command
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 // Build insert query string strSQL = "INSERT INTO tblUser (LoginName) VALUES('User99')"; // Instantiate and execute the insert command cmmUserMan = new SqlCommand(strSQL, cnnUserMan); cmmUserMan.ExecuteNonQuery();
 
 Listing 3A−23: Using the ExecuteReader Method 1 public void ExecuteReaderCommand() { 2 SqlConnection cnnUserMan; 3 SqlCommand cmmUserMan; 4 SqlDataReader drdTest; 5 string strSQL; 6 7 // Instantiate the connection 8 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 9 // Open the connection 10 cnnUserMan.Open(); 11 // Build query string 12 strSQL = "SELECT * FROM tblUser"; 13 // Instantiate and execute the command 14 cmmUserMan = new SqlCommand(strSQL, cnnUserMan); 15 drdTest = cmmUserMan.ExecuteReader(); 16 }
 
 Listing 3A−24: Using the ExecuteScalar Method 1 public void ExecuteScalarCommand() { 2 SqlConnection cnnUserMan; 3 SqlCommand cmmUserMan; 4 int intNumRows; 5 string strSQL; 6 7 // Instantiate the connection 8 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 9 // Open the connection 10 cnnUserMan.Open(); 11 // Build query string 12 strSQL = "SELECT COUNT(*) FROM tblUser"; 13 // Instantiate the command 14 cmmUserMan = new SqlCommand(strSQL, cnnUserMan); 15 // Save the number of rows in the table 16 intNumRows = (int) cmmUserMan.ExecuteScalar(); 17 }
 
 Listing 3A−25: Using the ExecuteXmlReader Method 1 public void ExecuteXmlReaderCommand() { 2 SqlConnection cnnUserMan; 3 SqlCommand cmmUserMan; 4 XmlReader drdTest; 5 string strSQL; 6 7 // Instantiate the connection 8 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 9 // Open the connection 10 cnnUserMan.Open();
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 // Build query string to return result set as XML strSQL = "SELECT * FROM tblUser FOR XML AUTO"; // Instantiate the command cmmUserMan = new SqlCommand(strSQL, cnnUserMan); // Retrieve the rows as XML drdTest = cmmUserMan.ExecuteXmlReader();
 
 Listings 3A−22 to 3A−25 all use the SQL Server .NET Data Provider, but you can simply replace it with the OLE DB .NET Data Provider or the ODBC .NET Data Provider, if you want to use a different data source. Mind you, ExecuteXmlReader only works with the SqlCommand class! Don't forget to change the ConnectionString property according to the data source you want to use.
 
 In Listing 3A−25, the result set is retrieved as XML, because the FOR XML AUTO clause appears at the end of the query. This instructs SQL Server 2000 to return the result set as XML.
 
 Handling Command Class Exceptions There are a number of exceptions that can be thrown when you work with the properties and methods of the Command class. The following sections discuss the most common ones and how to deal with them. CommandTimeout Property The ArgumentException exception is thrown when you try to set the CommandTimeout property to a negative value. Listing 3A−26 shows you how you can check if the ArgumentException exception was thrown when the command time−out was changed. Listing 3A−26: Checking If the Exception Was Caused When Setting Command Time−Out 1 public void CheckCommandTimeoutPropertyException() { 2 SqlConnection cnnUserMan; 3 SqlCommand cmmUserMan; 4 string strSQL; 5 6 try { 7 // Instantiate the connection 8 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 9 // Open the connection 10 cnnUserMan.Open(); 11 // Build query string 12 strSQL = "SELECT * FROM tblUser"; 13 // Instantiate the command 14 cmmUserMan = new SqlCommand(strSQL, cnnUserMan); 15 // Change command timeout 16 cmmUserMan.CommandTimeout = −1; 17 } 18 catch (ArgumentException objException) { 19 // Check if we tried to set command timeout to an invalid value 20 if (objException.TargetSite.Name == "set_CommandTimeout") { 21 MessageBox.Show("The CommandTimeout property threw the exception."); 22 } 23 } 24 }
 
 Handling Command Class Exceptions
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 CommandType Property The ArgumentException exception is thrown if you try to set the property to an invalid command type. Listing 3A−27 shows you how you can check if the ArgumentException exception was thrown when the command type was changed. Listing 3A−27: Checking If the Exception Was Caused When Setting Command Type 1 public void CheckCommandTypePropertyException() { 2 SqlConnection cnnUserMan; 3 SqlCommand cmmUserMan; 4 string strSQL; 5 6 try { 7 // Instantiate the connection 8 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 9 // Open the connection 10 cnnUserMan.Open(); 11 // Build query string 12 strSQL = "SELECT * FROM tblUser"; 13 // Instantiate the command 14 cmmUserMan = new SqlCommand(strSQL, cnnUserMan); 15 // Change command type 16 cmmUserMan.CommandType = CommandType.TableDirect; 17 } 18 catch (ArgumentException objException) { 19 // Check if we tried to set command type to an invalid value 20 if (objException.TargetSite.Name == "set_CommandType") { 21 MessageBox.Show("The CommandType property threw the exception."); 22 } 23 } 24 }
 
 Prepare Method The InvalidOperationException exception is thrown if the connection variable is set to a null value or if the connection isn't open. Listing 3A−28 shows you how you can check if the InvalidOperationException exception was thrown when preparing the command. Listing 3A−28: Checking If Exception Was Thrown When Trying to Prepare the Command 1 public void CheckPrepareMethodException() { 2 SqlConnection cnnUserMan; 3 SqlCommand cmmUserMan; 4 string strSQL; 5 6 try { 7 // Instantiate the connection 8 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 9 // Open the connection 10 // If the following line is commented out, the ValidateCommand 11 // exception will be thrown 12 //cnnUserMan.Open()
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 // Build query string strSQL = "SELECT * FROM tblUser"; // Instantiate the command cmmUserMan = new SqlCommand(strSQL, cnnUserMan); // Prepare command cmmUserMan.Prepare(); } catch (InvalidOperationException objException) { // Check if we tried to prepare the command on an invalid connection if (objException.TargetSite.Name == "ValidateCommand") { MessageBox.Show("The Prepare method threw the exception."); } }
 
 UpdatedRowSource Property The ArgumentException exception is thrown if the row source update property was set to a value other than an UpdateRowSource enum value. Listing 3A−29 shows you how to check if the ArgumentException exception was thrown. Listing 3A−29: Checking If Exception Was Thrown When Trying to Change Row Source Update 1 public void CheckUpdateRowSourcePropertyException() { 2 SqlConnection cnnUserMan; 3 SqlCommand cmmUserMan; 4 string strSQL; 5 6 try { 7 // Instantiate the connection 8 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 9 // Open the connection 10 cnnUserMan.Open(); 11 // Build query string 12 strSQL = "SELECT * FROM tblUser"; 13 // Instantiate the command 14 cmmUserMan = new SqlCommand(strSQL, cnnUserMan); 15 // Change Row source Update 16 cmmUserMan.UpdatedRowSource = UpdateRowSource.OutputParameters + 3; 17 } 18 catch (ArgumentException objException) { 19 // Check if we tried to set the row source update to an invalid value 20 if (objException.TargetSite.Name == "set_UpdatedRowSource") { 21 MessageBox.Show( 22 "The UpdatedRowSource property threw the exception."); 23 } 24 } 25 }
 
 Using the DataReader Class The DataReader class is a read−only, forward−only data class, and it's very efficient when it comes to memory usage, because only one row is ever in memory at a time. This is in contrast to the DataTable class (discussed in Chapter 3B), which allocates memory for all rows retrieved.
 
 Handling Command Class Exceptions
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 Database Programming with C# You can only instantiate an object of type DataReader by using the ExecuteReader method of the Command class (see "Executing a Command" earlier in this chapter for details). When you use the DataReader, the associated connection can't perform any other operations. This is because the connection as such is serving the DataReader, and you need to close the DataReader before the connection is ready for other operations. Another thing you definitely need to know is that the DataReader class seems to be jamming communications at the server and locking rows, [2] leaving queries from other connections hanging and eventually leading to time−outs. The DataReader class is one of the ADO.NET classes that resemble the ADO Recordset class the most. Well, it is, if you think Recordset with a read−only, forward−only cursor. One of the differences is how you get the next row (see "Reading Rows in a DataReader" later in this chapter).
 
 SqlDataReader, OdbcDataReader, and OleDbDataReader As with the Connection and Command classes, there are also three general DataReader classes of interest [3]: SqlDataReader is for use with Microsoft SQL Server 7.0 or later, OdbcDataReader is for use with any other ODBC data source, and OleDbDataReader is for use with any other OLE DB 2.5−compliant data source. Please note that if you are using an SqlConnection object, then you can't use OleDbCommand and/or an OdbcDataReader class with the connection. The same goes the other way around. In other words, you can't mix Odbc, OleDb, and Sql data classes; they can't work together!
 
 Declaring and Instantiating a DataReader Object The DataReader class can't be inherited, which effectively means that you can't create your own data class based on the DataReader class. The following sample code is wrong: SqlDataReader drdTest = new SqlDataReader();
 
 It's wrong because it tries to instantiate drdTest using the new keyword, but that doesn't work, because the DataReader class doesn't have a constructor. Listing 3A−30 shows you what you need to do to declare and instantiate an SqlDataReader object. Listing 3A−30: Instantiating an SqlDataReader Object 1 public void InstantiateDataReader() { 2 SqlConnection cnnUserMan; 3 SqlCommand cmmUserMan; 4 SqlDataReader drdUserMan; 5 string strSQL; 6 7 // Instantiate the connection 8 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 9 // Open the connection 10 cnnUserMan.Open(); 11 // Build query string 12 strSQL = "SELECT * FROM tblUser"; 13 // Instantiate the command 14 cmmUserMan = new SqlCommand(strSQL, cnnUserMan); 15 // Instantiate data reader using the ExecuteReader method 16 // of the Command class 17 drdUserMan = cmmUserMan.ExecuteReader(); 18 }
 
 SqlDataReader, OdbcDataReader, and OleDbDataReader
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 Reading Rows in a DataReader Since the DataReader class is a forward−only data class, you need to read the rows sequentially from start to finish if you need to read all the returned rows. In Listing 3A−31, you can see how to loop through a populated data reader. Listing 3A−31: Looping Through All Rows in a DataReader 1 public void ReadRowsFromDataReader() { 2 SqlConnection cnnUserMan; 3 SqlCommand cmmUserMan; 4 SqlDataReader drdUser; 5 string strSQL; 6 long lngCounter = 0; 7 8 // Instantiate the connection 9 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 10 // Open the connection 11 cnnUserMan.Open(); 12 // Build query string 13 strSQL = "SELECT * FROM tblUser"; 14 // Instantiate the command 15 cmmUserMan = new SqlCommand(strSQL, cnnUserMan); 16 // Execute command and return rows in data reader 17 drdUser = cmmUserMan.ExecuteReader(); 18 // Loop through all the returned rows 19 while (drdUser.Read()) { 20 ++lngCounter; 21 } 22 23 // Display the number of rows returned 24 MessageBox.Show(lngCounter.ToString()); 25 }
 
 Listing 3A−31 loops through the rows in the data reader and counts the number of rows. This is obviously just an example of how to sequentially go through all the rows returned by the ExecuteReader method of the Command class.
 
 Closing a DataReader Because the DataReader object keeps the connection busy while it's open, it's good practice to close the DataReader once you are done with it. The DataReader is closed using the Close method, like this: drdTest.Close();
 
 You can use the IsClosed property to check if the data reader is closed, as follows: if (! drdTest.IsClosed) {}
 
 This little piece of example code will execute the code in the curly brackets if the DataReader is NOT (!) closed!
 
 Reading Rows in a DataReader
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 Checking for Null Values in Columns Null values can be a burden to deal with, because they can crash your application, if you haven't set up your code to appropriately handle them. Null values are empty references or nothing at all, meaning an unknown value. A null value is unlike an empty string, because an empty string is something: a string, albeit empty. Note One thing you should be aware of when dealing with null values in your database is whether the ANSI SQL−92 standard is being used by your DBMS. If it's being used, you can't compare a column value to NULL, because SQL−92 dictates that a comparison made in a SELECT statement always returns false, when you compare a column value with NULL. In SQL Server, you can turn this option on and off using the SET ANSI_NULLS statement. See your DBMS documentation for more information. When you've instantiated your data reader and positioned it in a valid row using the Read method, you can check if a particular column contains a null value. This is done by using the IsDBNull method, which compares the content of a specific column in the current row with the DBNull class. If the column contains a null value, the IsDBNull method returns true. Otherwise false is returned. Listing 3A−32 shows how you can perform the check. Listing 3A−32: Checking for Null Value in Column 1 public void CheckForNullValueInColumn(int intColumn) { 2 SqlConnection cnnUserMan; 3 SqlCommand cmmUserMan; 4 SqlDataReader drdUser; 5 string strSQL; 6 7 // Instantiate the connection 8 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 9 // Open the connection 10 cnnUserMan.Open(); 11 // Build query string 12 strSQL = "SELECT * FROM tblUser"; 13 // Instantiate the command 14 cmmUserMan = new SqlCommand(strSQL, cnnUserMan); 15 // Execute command and return rows in data reader 16 drdUser = cmmUserMan.ExecuteReader(); 17 // Advance reader to first row 18 drdUser.Read(); 19 // Check if the column contains a NULL value 20 if (drdUser.IsDBNull(intColumn)) { 21 MessageBox.Show( 22 "Column "+ intColumn.ToString() + "contains a NULL value!"); 23 } 24 else { 25 MessageBox.Show("Column "+ 26 intColumn.ToString() + "does not contain a NULL value!"); 27 } 28 }
 
 Handling Multiple Results The DataReader class can handle multiple results returned by the Command class. This is one advantage the DataReader class has over the ADO "equivalent," a forward−only, read−only RecordSet. If the Command class returned multiple results by specifying a batch of SQL statements separated by a semicolon, you can use Checking for Null Values in Columns
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 Database Programming with C# the NextResult method to advance to the next result. Please note that you can only move forward, so as much as it would be nice to have a PreviousResult method, it isn't possible. I guess it might just have something to do with the fact that the DataReader class is forward−only.
 
 DataReader Properties The DataReader class has the properties shown in ascending order in Table 3A−29.
 
 Table 3A−29: DataReader Class Properties NAME Depth
 
 FieldCount
 
 IsClosed RecordsAffected
 
 DESCRIPTION This read−only property is used with hierarchical result sets, such as XML data. The return value indicates how far down a node you currently are or the depth of the current element in the stack of XML elements. This isn't supported by the SQL Server .NET Data Provider, which means it will always return 0, because this is the depth value for the outermost table. This read−only property returns the number of columns in the current row and 0 if the data reader isn't positioned at a valid row, like when the data reader has been instantiated and you haven't called the Read method yet. The NotSupportedException is thrown, if the DataReader isn't connected to a data source. This property, which is read−only, indicates whether the data reader is closed. true is returned if the data reader is closed, and false if not. This read−only property retrieves the number of records that was affected (inserted, updated, or deleted) by the command. This property won't be set until you've read all the rows and closed the data reader.
 
 DataReader Methods Table 3A−30 lists the noninherited and public methods of the DataReader class in alphabetical order. Please note that all the methods marked with an asterisk (*) require that the data contained in the specified column be of the same type as the method indicates. This is because no conversion is performed on the content of the specified column. If you try to use any of the methods on a column containing content of a different data type, the InvalidCastException is thrown. Also, these methods can't be overridden in an inherited class. In the case of the OdbcDataReader class, conversions are performed by your ODBC driver. This means that the method will fail, if the conversion is not supported by the driver.
 
 Table 3A−30: DataReader Class Methods NAME Close()
 
 DESCRIPTION Closes the data reader. You must call this method before you can use the connection for any other purpose. This is because the data reader keeps the connection busy as long as it's open. *GetBoolean(int intOrdinal) Returns the bool value of the specified column intOrdinal. The corresponding SQL Server data type is bit. DataReader Properties
 
 EXAMPLE drdTest.Close();
 
 bool blnTest = drdTest.GetBoolean(0);
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 Returns the value of the specified column intOrdinal as a byte. The corresponding SQL Server data type is tinyint. *GetBytes(int intOrdinal, Returns the value of the specified long lngDataIndex, byte[] column intOrdinal as an array of bytes arrbytBuffer, int in the arrbytBuffer argument. The intBufferIndex, int intLength) length of the specified column is returned as the result of the method call. intLength specifies the maximum number of bytes to copy into the byte array. intBufferIndex is the starting point in the buffer. When the bytes are copied into the buffer, they are placed starting from the intBufferIndex point. The bytes are copied from the data source starting from the lngDataIndex point. You can use this method when you need to read large images from the database and the method largely corresponds to the GetChunk method in ADO. The corresponding SQL Server data types are binary, image, and varbinary. *GetChar(int intOrdinal) Returns the value of the specified column (intOrdinal) as a char. The corresponding SQL Server data type is char. Returns the value of the specified *GetChars(int intOrdinal, long lngDataIndex, char[] column (intOrdinal) as an array of chars in the arrchrBuffer argument. The arrchrBuffer, int intBufferIndex, int intLength) length of the specified column is returned as the result of the method call. intLength specifies the maximum number of characters to copy into the character array. intBufferIndex is the starting point in the buffer. When the characters are copied into the buffer, they are placed starting from the intBufferIndex point. The characters are copied from the data source starting from the lngDataIndex point. The corresponding SQL Server data types are char, nchar, ntext, nvarchar, text, and varchar. GetData(int intOrdinal) Not currently supported. GetDataTypeName(int Returns the name of the data type used intOrdinal) by the data source for the specified column. DataReader Properties
 
 byte bytTest = drdTest.GetByte(0);
 
 lngNumBytes = drdSql.GetBytes(1, 0, null, 0, int.MaxValue); byte[] arrbytImage = new byte[lngNumBytes]; drdSql.GetBytes(1, 0, arrbytImage, 0, (int) lngNumBytes); This example reads an image from column 1 in the current row of the data reader. The image is saved in the arrbytImage byte array. The first line retrieves the size of the image, which is then used for sizing the array on the second line, and finally the third line retrieves the image.
 
 chrTest = drdTest.GetChar(0);
 
 lngNumChars = drdSql.GetChars(1, 0, null, 0, int.MaxValue); char[] arrchrTest = new char[lngNumChars]; drdSql.GetChars(1, 0, arrchrTest, 0, (int) lngNumChars);
 
 strDataType = drdTest.GetDataTypeName(0);
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 Database Programming with C# *GetDateTime(int intOrdinal)
 
 *GetDecimal(int intOrdinal)
 
 *GetDouble(int intOrdinal)
 
 GetFieldType(int intOrdinal)
 
 *GetFloat(int intOrdinal)
 
 *GetGuid(int intOrdinal)
 
 *GetInt16(int intOrdinal)
 
 *GetInt32(int intOrdinal)
 
 *GetInt64(int intOrdinal)
 
 GetName(int intOrdinal)
 
 GetOrdinal(string strName)
 
 DataReader Properties
 
 Returns the DateTime value stored in the column specified by intOrdinal. The corresponding SQL Server data types are datetime and smalldatetime. Returns the decimal value stored in the column specified by intOrdinal. The corresponding SQL Server data types are decimal money, numeric, and smallmoney. Returns the double value stored in the column specified by intOrdinal. The corresponding SQL Server data type is float. Returns the data type of the column specified by intOrdinal. The returned object is of type Type. Returns the single precision floating−point number stored in the column specified by intOrdinal. The returned object is of data type float. The corresponding SQL Server data type is real. Returns the globally unique identifier stored in the column specified by intOrdinal. The returned object is of data type Guid. The corresponding SQL Server data type is uniqueidentifier. Returns the 16−bit signed integer stored in the column specified by intOrdinal. The returned object is of data type short. The corresponding SQL Server data type is smallint. Returns the 32−bit signed integer stored in the column specified by intOrdinal. The returned object is of data type int. The corresponding SQL Server data type is int. Returns the 64−bit signed integer stored in the column specified by intOrdinal. The returned object is of data type long. The corresponding SQL Server data type is bigint. Returns the name of the column specified by intOrdinal. The returned object is of data type string. This method is the reverse of GetOrdinal. Returns the ordinal for the column specified by strName. The returned
 
 dtmTest = drdTest.GetDateTime(0);
 
 decTest = drdTest.GetDecimal(0); ,
 
 dblTest = drdTest.GetDouble(0);
 
 typTest = drdTest.GetFieldType(0);
 
 fltTest = drdTest.GetFloat(0);
 
 guiTest = drdTest.GetGuid(0);
 
 shrTest = drdTest.GetInt16(0);
 
 intTest = drdTest.GetInt32(0);
 
 lngTest = drdTest.GetInt64(0);
 
 strTest = drdTest.GetName(0);
 
 intTest = drdTest.GetOrdinal(0);
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 GetSchemaTable()
 
 *GetSqlBinary(int intOrdinal) (SqlDataReader only)
 
 *GetSqlBoolean(int intOrdinal) (SqlDataReader only)
 
 *GetSqlByte(int intOrdinal) (SqlDataReader only)
 
 *GetSqlDateTime(int intOrdinal) (SqlDataReader only)
 
 object is of data type int. This method is the reverse of GetName. This method returns a DataTable object dtbSchema = that describes the metadata for the drdTest.GetSchemaTable(); columns in the DataReader. The metadata includes column name, size, ordinal, and key information. Returns the variable−length binary data sbnTest = drdTest.GetSqlBinary(0); stream stored in the column specified by intOrdinal. The returned object is of data type SqlBinary. The corresponding SQL Server data types are binary and image. Returns the value stored in the column sbtTest = drdTest.GetSqlBit(0); specified by intOrdinal. The returned object is of data type SqlBoolean and can only be one of the values true, false, or null. The corresponding SQL Server data type is bit. Although this method works with the same SQL Server data type as the GetBoolean method, the return value is different. sbyTest = drdTest.GetSqlByte(0); Returns the 8−bit unsigned integer stored in the column specified by intOrdinal. The returned object is of data type SqlByte. The corresponding SQL Server data type is tinyint. Returns the date and time value stored sdtTest = in the column specified by intOrdinal. drdTest.GetSqlDateTime(0); The returned object is of data type SqlDateTime. The corresponding SQL Server data types are datetime and smalldatetime. Returns the SqlDecimal value stored in sdbTest = drdTest.GetSqlDouble(0); the column specified by intOrdinal.
 
 *GetSqlDecimal(int intOrdinal) (SqlDataReader only) *GetSqlDouble(int Returns the SqlDouble value stored in sdbTest = drdTest.GetSqlDouble(0); intOrdinal) (SqlDataReader the column specified by intOrdinal. The only) corresponding SQL Server data type is float. *GetSqlGuid(int intOrdinal) Returns the globally unique identifier sguTest = drdTest.GetSqlGuid(0); (SqlDataReader only) stored in the column specified by intOrdinal. The returned object is of data type SqlGuid. The corresponding SQL Server data type is uniqueidentifier. *GetSqlInt16(int intOrdinal) Returns the 16−bit signed integer stored s16Test = drdTest.GetSqlInt16(0); (SqlDataReader only) in the column specified by intOrdinal. The returned object is of data type DataReader Properties
 
 107
 
 Database Programming with C#
 
 *GetSqlInt32(int intOrdinal) (SqlDataReader only)
 
 *GetSqlInt64(int intOrdinal) (SqlDataReader only)
 
 *GetSqlMoney(int intOrdinal) (SqlDataReader only) *GetSqlSingle(int intOrdinal) (SqlDataReader only) *GetSqlString(int intOrdinal) (SqlDataReader only)
 
 GetSqlValue(int intOrdinal) (SqlDataReader only)
 
 GetSqlValues(object[] arrobjValues) (SqlDataReader only)
 
 *GetString(int intOrdinal)
 
 *GetTimeSpan(int intOrdinal) DataReader Properties
 
 SqlInt16. The corresponding SQL Server data type is smallint. Returns the 32−bit signed integer stored in the column specified by intOrdinal. The returned object is of data type SqlInt32. The corresponding SQL Server data type is int. Returns the 64−bit signed integer stored in the column specified by intOrdinal. The returned object is of data type SqlInt64. The corresponding SQL Server data type is bigint. Returns the SqlMoney value stored in the column specified by intOrdinal. The corresponding SQL Server data types are money and smallmoney. Returns the SqlSingle value stored in the column specified by intOrdinal. The corresponding SQL Server data type is real. Returns the SqlString value stored in the column specified by intOrdinal. The corresponding SQL Server data types are char, nchar, ntext, nvarchar, text, and varchar. Returns an object that represents the underlying data type and value stored in the column specified by intOrdinal. The returned object is of data type object. You can use GetType, ToString, and other methods on the returned object to get the information wanted. Returns all the attribute fields for the column in the current row in the arrobjValues array. The array supplied can have fewer or more elements than there are columns in the current row. Only the number of elements in the array is copied from the current row, if there are fewer elements in the array. The returned int is the number of objects in the array. Returns the string value stored in the column specified by intOrdinal. The corresponding SQL Server data types are char, nchar, ntext, nvarchar, text, and varchar. Returns the TimeSpan value stored in the column specified by intOrdinal.
 
 s32Test = drdTest.GetSqlInt32(0);
 
 s64Test = drdTest.GetSqlInt64(0);
 
 smoTest = drdTest.GetSqlMoney(0);
 
 ssgTest = drdTest.GetSqlSingle(0);
 
 sstTest = drdTest.GetSqlString(0);
 
 objTest = drdTest.GetSqlValue(0);
 
 object[] arrobjValues = new object[int.MaxValue]; intNumFields = drdTest.GetSqlValues (arrobjValues);
 
 strTest = drdTest.GetString(0);
 
 tmsTest = drdTest.GetTimeSpan(0);
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 Database Programming with C# (OleDbDataReader class only) GetValue(int intOrdinal)
 
 GetValues(object[] arrobjValues)
 
 IsDBNull(int intOrdinal)
 
 NextResult()
 
 Read()
 
 Returns the value stored in the column specified by intOrdinal as a variable of data type object. The value returned is in native .NET format. Returns all the attribute column values for the current row in the arrobjValues array. The array supplied can have fewer or more elements than there are columns in the current row. Only the number of elements in the array is copied from the current row, if there are fewer elements in the array. The returned int is the number of objects in the array. This method returns true if the column specified by intOrdinal is equal to DBNull; otherwise it returns false. DBNull means that the column does not hold a known value or a null value. This method positions the data reader at the next result in the result set returned by the command. This method has no effect if the command query does not contain a batch of row−returning SQL statements or if the current result is the last in the result set. true is returned if there are more results and false otherwise. The data reader is positioned at the first result by default when instantiated. This method positions the data reader at the next row. Please note that you must call this method after the data reader has been instantiated before you can access any of the data in the data reader. This is because the data reader, unlike the Recordset object in ADO, isn't positioned at the first row by default. true is returned if the data reader is positioned at the next row and false if not.
 
 objTest = drdTest.GetValue(0);
 
 object[] arrobjValues = new object[int.MaxValue]; intNumFields = drdTest.GetValues(arrobjValues);
 
 if (drdTest.IsDBNull(0)) {}
 
 if (drdTest.NextResult()) {}
 
 if (drdTest.Read()) {}
 
 All the GetSql . . . methods such as GetSqlBinary, which are relevant to the SqlDataReader class only, belong to the System.Data.SqlTypes namespace. Most of these methods have corresponding methods that work with all the data reader classes. They work with the same data types in the data source (SQL Server), but the data type returned is different. So which method you should pick when working with SQL Server as your data source really depends on the data types you want to work with in your application: do you want native DataReader Properties
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 Database Programming with C# SQL Server data types or do you want .NET Framework data types?
 
 Handling DataReader Exceptions The properties and methods of the DataReader class can throw the exceptions shown in Table 3A−31.
 
 Table 3A−31: DataReader Class Exceptions
 
 NAME ArgumentException InvalidCastException
 
 InvalidOperationException
 
 NotSupportedException
 
 THROWN BY PROPERTY/METHOD
 
 DESCRIPTION This exception is thrown when an argument is out of range. If you try to implicitly cast or convert a database All the methods asterisk (*) value using one the Get* marked by an methods, then this exception is thrown. When you try to perform an operation (property or method) that isn't valid in the object's current state, this exception is thrown. This exception is thrown when you try to use an I/O property or method on a DataReader object that is closed or otherwise not connected.
 
 When to Use the DataReader Class The DataReader class should be used in cases where you want a minimal overhead in terms of memory usage. Now obviously you don't want to use a DataReader object if you are expecting hundreds of thousands of rows returned, because it could take forever to sequentially loop through all these rows.
 
 If you are looking at only one or even a few rows returned, in which you just need to read one or two fields or columns, then the DataReader is definitely a good choice. The DataReader class is read−only, so if you need to update your data, then the DataReader class is obviously NOT a good choice! Another point to make is that the DataReader is a forward−only scrolling data−aware class. So there's no moving backwards in the returned rows or jumping to the first or last row. [4]
 
 XmlReader The XmlReader class, which is similar to the other three DataReader classes I discussed in the previous section, is quite obviously for handling data formatted as XML. Actually, the XmlReader class, which is part of the System.Xml namespace, must be overridden, and this has already been done in the .NET Framework. You can still choose to override the XmlReader class yourself, but there are already three classes that all implement the XmlReader class, and they are XmlTextReader, XmlValidatingReader, and XmlNodeReader. • XmlTextReader: This class is for fast, noncached, forward−only stream access. The class checks for well−formed XML, but if you need data validation, you must use the XmlValidatingReader class. • XmlValidatingReader: This class provides XDR, XSD, and DTD schema validation of the XML data. • XmlNodeReader: The XmlNodeReader class reads XML data from an XmlNavigator class, which means it can read data stored in an XmlDocument or XmlDataDocument. Handling DataReader Exceptions
 
 110
 
 Database Programming with C# I won't go into more detail on these three derived XML readers, but I'll take a closer look at the parent class XmlReader.
 
 XmlReader Properties The XmlReader class has the properties, shown in alphabetical order, in Table 3A−32.
 
 Table 3A−32: XmlReader Class Properties NAME AttributeCount
 
 BaseURI
 
 CanResolveEntity
 
 Depth
 
 EOF HasAttributes HasValue IsDefault
 
 IsEmptyElement
 
 LocalName
 
 Name
 
 DESCRIPTION Returns the number of attributes, including default attributes, on the current node. Only the Element, DocumentType, and XmlDeclaration type nodes have attributes, which means that this property is only relevant to these types of nodes. If you've used the ExecuteXmlReader method of a Command class, then the AttributeCount property will return the number of nonnull values in the current row. This property is abstract and read−only. Returns the base URI of the current node. An empty string is returned if there's no base URI. This property is abstract and read−only, and it has no real meaning if your XmlReader has been returned by the ExecuteXmlReader method of a Command class. This property is virtual and read−only, and it returns a value that indicates whether the reader can parse and resolve entities. false is always returned for instances of the XmlReader class that don't support DTD information. The return value indicates how far down a node you currently are or the depth of the current node in the stack of XML elements. This property is abstract and read−only. This property, which is abstract and read−only, returns a bool value that indicates whether the XmlReader is positioned at the end of the stream. This property, which is virtual and read−only, returns a bool value that indicates whether the current node has any attributes. This abstract and read−only property returns a bool value that indicates whether the current node can hold a value. The value is of property type Value. This property, which is abstract and read−only, returns a bool value that indicates whether the current node is an attribute generated from a default value, which is defined in a schema or DTD. This property, which is abstract and read−only, returns a bool value that indicates whether the current node is an empty element. An empty element can be defined like this: . This property, which is abstract and read−only, returns the name of the current node without the namespace prefix. An empty string is returned for node types that don't have a name. If you've used the ExecuteXmlReader method of a Command class, then the LocalName property will return the name of the table. This property, which is abstract and read−only, returns the qualified name of the current node or the name with the namespace prefix.
 
 NameSpaceURI XmlReader Properties
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 NameTable NodeType Prefix QuoteChar
 
 ReadState
 
 This property, which is abstract and read−only, returns the namespace URI for the current node. Note that this property is only relevant to Element and Attribute nodes. This property, which is abstract and read−only, returns the XmlNameTable that is associated with the implementation. This abstract and read−only property returns the type for the current node. The data type returned is XmlNodeType. This property returns the namespace prefix for the current node. This property is abstract and read−only. This property returns the quotation mark used for enclosing values of attribute nodes. This property is abstract and read−only and it returns either a single quotation mark (') or a double quotation mark ("). The property only applies to attribute nodes and the return value is of data type char. This property returns the read state of the stream. This property is abstract and read−only and it returns a member of the ReadState enum. The following members can be returned: Closed: the Close method has been executed on the XmlReader. EndOfFile: end of stream has been reached (successfully). Error: an error has occurred. This means that XmlReader can't continue reading the stream. Initial: you haven't called the Read method yet, so the reader is at its initial position.
 
 Value XmlLang
 
 XmlSpace
 
 Interactive: aread operation is currently in progress, but you can still call other methods on the reader. This abstract and read−only property returns the text value of the current node. If the current node does not have a value to return, an empty string is returned. This abstract and read−only property returns the xml:lang scope currently being used. Please note that this property value is also part of the XmlNameTable returned from the NameTable property. This abstract and read−only property returns the xml:space scope currently being used as a member of the XmlSpace enum. The XmlSpace enum has the following members: Default: the xml:space scope is "default". None: there's no xml:space scope. Preserve: the xml:space scope is "preserve".
 
 XmlReader Methods Table 3A−33 lists the noninherited and public methods of the XmlReader class in alphabetical order. Please note that all the methods marked with an asterisk (*) require the data contained in the specified column to be of the same type as the method indicates. This is because no conversion is performed on the content of the specified column. If you try to use any of the methods on a column containing content of a different data type, XmlReader Methods
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 Table 3A−33: XmlReader Class Methods NAME Close()
 
 GetAttribute()
 
 IsName(string strName)
 
 IsNameToken(string strNameToken) IsStartElement()
 
 LookupNamespace(string strPrefix) MoveToAttribute()
 
 MoveToContent()
 
 MoveToElement()
 
 XmlReader Methods
 
 DESCRIPTION EXAMPLE This abstract method resets all properties, xrdTest.Close(); releases any resources held, and changes the ReadState property to Closed. This abstract and overloaded method returns xrdTest.GetAttribute(3); the value of an attribute. See the example xrdTest.GetAttribute ( code, which returns the LoginName for the "LoginName"); current node or row in the tblUser table. The reader has been instantiated elsewhere with the ExecuteXmlReader method of the Command class. This static method returns a bool value blnValidName = indicating whether strName is a valid XML xrdTest.IsName("XML Name"); name. The IsNameToken method is static and blnValidNameToken = returns a bool value indicating whether xrdTest.IsNameToken("XML strNameToken is a valid XML name token. Name Token"); This virtual and overloaded method returns a if (xrdTest.IsStartElement()) {} bool value indicating whether the current content node is a start tag or an empty element tag. This abstract method resolves strPrefix in the xrdTest.LookupNamespace current elements scope and returns the ("MyNameSpace"); namespace URI for the strPrefix. This abstract and overloaded method moves xrdTest.MoveToAttribute(0); or to the attribute matching the passed argument. xrdTest.MoveToAttribute ( If your XmlReader has been returned by the "LoginName"); ExecuteXmlReader method of a Command class, this method can be used to move between the columns in the current row. This virtual method checks if the current node xrdTest.MoveToContent(); is a content node, and skips to the next content node, or EOF, if no content node is found. If the current node is an attribute node, then the reader's position is moved back to the element that owns the attribute node. This abstract method moves to the element in blnAttributePos = which the current attribute node exists. A xrdTest.MoveToElement(); bool value is returned based on whether the current attribute is owned by an element. If your XmlReader has been returned by the ExecuteXmlReader method of a Command class, this method can be used in conjunction with the MoveToAttribute method to move 113
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 MoveToFirstAttribute()
 
 MoveToNextAttribute()
 
 Read()
 
 ReadAttributeValue()
 
 ReadElementString()
 
 ReadEndElement()
 
 ReadInnerXml()
 
 ReadOuterXml()
 
 XmlReader Methods
 
 to a specific attribute/column and then back to the element or row that owns the attribute or column. A bool value is returned indicating whether the move was successful. This abstract method moves to the first attribute in an element. If your XmlReader has been returned by the ExecuteXmlReader method of a Command class, this method can be used to move to the first column in the current row. A bool value is returned indicating whether the move was successful. This abstract method moves to the next attribute in an element. If your XmlReader has been returned by the ExecuteXmlReader method of a Command class, this method can be used to move to the next column in the current row. A bool value is returned indicating whether there is a next node and thus the move succeeded. Reads the next node in the stream. This abstract method must be called before any other properties or methods can be called. Actually, this isn't quite true, as the initial value can be returned from some properties if the reader has not yet been positioned at the first row or element. This abstract method parses the attribute value into Text, EndEntity, or EntityReference nodes. A bool value is returned indicating whether there are any nodes to return. This virtual, overloaded method is used for reading simple text elements. This virtual method is for checking if the current node is an end tag. If the current node is an end tag, the reader position is advanced to the next node. The abstract ReadInnerXml method returns all the content of the current node as a string. The returned string includes markup text. The abstract ReadOuterXml method returns all the content of the current node and all the children nodes as a string. The returned string includes markup text. If your XmlReader has been returned by the ExecuteXmlReader method of a Command class, this method will return the current row as an XML node. Please note that only nonnull columns will be
 
 blnMoved = xrdTest.MoveToFirstAttribute();
 
 blnMoved = xrdTest.MoveToNextAttribute();
 
 blnRead = xrdTest.Read();
 
 blnRead = xrdTest.ReadAttributeValue();
 
 xrdTest.ReadElementString(); xrdTest.ReadElementString ( "ElementName"); xrdTest.ReadEndElement();
 
 strContent = xrdTest.ReadInnerXml(); strContent = xrdTest.ReadOuterXml();
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 ReadStartElement()
 
 ReadString()
 
 ResolveEntity()
 
 Skip()
 
 returned as attributes. This virtual and overloaded method is for checking if the current node is an element. If the current node is an element, the reader position is advanced to the next node. This abstract method is for reading the contents of an element or text node and returning it as a string. This abstract method is for use with EntityReferences nodes. It resolves the entity reference for this type of node. Skips the current element or moves to the next element. Depending on where the reader is positioned, the Skip method can perform the same function as the Read method. This happens when the reader is positioned on a leaf node. Please note that this method checks for well−formed XML.
 
 xrdTest.ReadStartElement();
 
 strElement = xrdTest.ReadString(); xrdTest.ResolveEntity();
 
 xrdTest.Skip();
 
 Declaring and Instantiating an XmlReader Object The XmlReader class must be overridden, which means that you can't create an instance of the XmlReader class. The following sample code is wrong: XmlReader xrdTest = new XmlReader();
 
 It's wrong because it tries to instantiate xrdTest using the new keyword. Listing 3A−33 shows you how to perform the instantiation correctly. Listing 3A−33: Instantiating an XmlReader Object 1 public void InstantiateXmlReader() { 2 SqlConnection cnnUserMan; 3 SqlCommand cmmUserMan; 4 XmlReader xrdUserMan; 5 string strSQL; 6 7 // Instantiate the connection 8 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 9 // Open the connection 10 cnnUserMan.Open(); 11 // Build query string 12 strSQL = "SELECT * FROM tblUser FOR XML AUTO"; 13 // Instantiate the command 14 cmmUserMan = new SqlCommand(strSQL, cnnUserMan); 15 // Instantiate data reader using the ExecuteXmlReader method 16 // of the Command class 17 xrdUserMan = cmmUserMan.ExecuteXmlReader(); 18 }
 
 Declaring and Instantiating an XmlReader Object
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 Reading Rows in an XmlReader Since the XmlReader is a forward−only data class, you need to read the rows sequentially from start to finish if you need to read all the returned rows. In Listing 3A−34, you can see how you loop through a populated XML reader. Listing 3A−34: Looping Through All Rows in an XmlReader 1 public void ReadRowsFromXmlReader() { 2 SqlConnection cnnUserMan; 3 SqlCommand cmmUserMan; 4 XmlReader xrdUserMan; 5 string strSQL; 6 long lngCounter = 0; 7 8 // Instantiate the connection 9 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 10 // Open the connection 11 cnnUserMan.Open(); 12 // Build query string 13 strSQL = "SELECT * FROM tblUser FOR XML AUTO"; 14 // Instantiate the command 15 cmmUserMan = new SqlCommand(strSQL, cnnUserMan); 16 // Execute command and return rows in data reader 17 xrdUserMan = cmmUserMan.ExecuteXmlReader(); 18 // Loop through all the returned rows 19 while (xrdUserMan.Read()) { 20 ++lngCounter; 21 } 22 23 // Display the number of rows returned 24 MessageBox.Show(lngCounter.ToString()); 25 }
 
 The code in Listing 3A−34 loops through the rows in the data reader and counts the number of rows. This is obviously just an example on how to sequentially go through all the rows returned by the ExecuteXmlReader method of the Command class.
 
 Closing an XmlReader Because the XmlReader object keeps the connection busy while it's open, it's good practice to close the XML reader once you are done with it. The XML reader is closed using the Close method, as follows: xrdTest.Close();
 
 Handling XmlReader Exceptions The methods of the XmlReader class typically throw the exceptions shown in Table 3A−34.
 
 Table 3A−34: XmlReader Exceptions Reading Rows in an XmlReader
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 Database Programming with C# NAME ArgumentOutOfRangeException InvalidOperationException
 
 XmlException
 
 DESCRIPTION This exception is thrown when an argument is out of range. This exception is thrown when you try to perform an operation that isn't valid in the object's current state. This exception is thrown if the XmlReader object encounters invalid or incorrect XML in the input stream.
 
 THROWN BY PROPERTY/METHOD GetAttribute and MoveToAttribute methods ResolveEntity method
 
 IsStartElement, MoveToContent, ReadElementString, ReadEndElement, and ReadStartElement methods [2] This is NOT part of the DataReader description, and I can't really give you a reason as to why and when it happens. Only one thing is sure: don't overdo the use of the DataReader, and if you happen to run into the mentioned problems, redesign your application, because you'll have little if no luck solving it. [3]
 
 Well, there's actually one more, the XmlReader discussed in the "XmlReader" section later in this chapter.
 
 [4]
 
 Well, you can close the DataReader and reopen it, effectively making it move to the first row again.
 
 The DataAdapter Explained The DataAdapter class is used for retrieving data from your data source and populating your DataSet and related classes such as the DataTable; see Chapter 3B for more information on these disconnected data classes. The DataAdapter class is also responsible for propagating your changes back to the data source. In other words, the data adapter is the "connector" class that sits between the disconnected and the connected parts of ADO.NET. It would indeed be very appropriate to say that the DataAdapter class is your toolbox when you want to manipulate data in your data source!
 
 The data adapter connects to a data source using a Connection object and then it uses Command objects to retrieve data from the data source and to send data back to the data source. With the exception of the DataReader class, all data access in ADO.NET goes through the data adapter. Actually, this can be put differently: all disconnected data access works through the data adapter. The data adapter is the bridge between the data source and the data set! When the data adapter needs to retrieve or send data to and from the data source, it uses Command objects. You must specify these command objects. Now, this is very different from what happens in ADO, where you have little control over the way queries are executed. You specify the command objects for selecting, updating, and deleting rows in the data source. This is done by creating your command objects, and then assigning them to the appropriate data adapter property: SelectCommand, InsertCommand, UpdateCommand, or DeleteCommand. Please note that in some cases these properties can be automatically generated using the CommandBuilder class. See the "Using the CommandBuilder Class" section later in this chapter. The DataAdapter class comes in three flavors, the OleDbDataAdapter class, the OdbcDataAdapter class, and the SqlDataAdapter class.
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 DataAdapter Properties The DataAdapter class has the properties shown in Table 3A−35, in alphabetical order. Please note that only the public, noninherited properties are shown. Actually, this isn't entirely true, because only properties that are inherited from base classes like object are left out. This means that properties inherited from the DataAdapter class are shown. The properties listed are the same for the three data adapter classes: SqlDataAdapter, OdbcDataAdapter, and OleDbDataAdapter.
 
 Table 3A−35: DataAdapter Class Properties NAME DESCRIPTION AcceptChangesDuringFill This read−write property returns or sets a bool value indicating whether the AcceptChanges method is called on the DataRow class after it has been added to a DataTable. The default value is true. ContinueUpdateOnError This property returns or sets a bool value that indicates whether the update should continue if an error is encountered during a row update. Otherwise, an exception is thrown. The default is false. DeleteCommand This read−write property returns or sets the SQL statement that will be used when rows are deleted from the data source. The corresponding deleted rows in the DataSet are deleted from the data source when the Update command is called on the DataAdapter. InsertCommand This read−write property returns or sets the SQL statement that will be used when rows are inserted into the data source. The corresponding inserted rows in the DataSet are inserted into the data source when the Update command is called on the DataAdapter. MissingMappingAction This read−write property returns or sets a value that indicates whether unmapped source tables or source columns should be parsed with their source names, or if an exception should be thrown. This means that this property decides which action to take when there's no mapping for a source table or source column. The valid values are all the members of the MissingMappingAction enum and the default value is Passthrough. MissingSchemaAction This read−write property returns or sets a value that indicates whether missing source tables, source columns, and relationships should be added to the schema in the data set, if they should be ignored, or if an exception should be thrown. This means that this property decides which action to take when a table, column, and/or relationship in the data source is missing from the data set. The valid values are all the members of the MissingSchemaAction enum and the default value is Add. SelectCommand This read−write property returns or sets the SQL statement that will be used when rows are selected/retrieved from the data source using the Fill command of the DataAdapter. TableMappings This read−only property returns a value that indicates how a table in the data source should be mapped to a table in the data set. The returned value is a collection of DataTableMapping objects. The default value is an empty collection. UpdateCommand This read−write property returns or sets the SQL statement that will be used when rows are updated in the data source. The corresponding updated rows in the DataAdapter Properties
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 DataAdapter Methods Table 3A−36 lists the noninherited and public methods of the DataAdapter class in ascending order. The methods listed are the same for the three data adapter classes: SqlDataAdapter, OdbcDataAdapter, and OleDbDataAdapter, unless otherwise stated.
 
 Table 3A−36: DataAdapter Class Methods NAME Fill() (SqlDataAdapter and The OdbcDataAdapter only)
 
 Fill() (OleDbDataAdapter only)
 
 FillSchema()
 
 GetFillParameters()
 
 Update()
 
 DESCRIPTION Fill method is overloaded and inherited from the DbDataAdapter class. The method is used for adding and/or updating rows in the data set. This means you'll have a copy of the requested data in the data source in your data set. The Fill method is overloaded and some of the overloaded versions of the method are inherited from the DbDataAdapter class. The method is used for adding and/or updating rows in the data set based on the rows in an ADO Recordset or ADO Record object, or from your data source. The FillSchema method is overloaded and inherited from the DbDataAdapter class. The method is used for adding a DataTable object to the data set. This DataTable object is configured according to the arguments passed. The GetFillParameters method is inherited from the DbDataAdapter class. The method retrieves all the parameters that are used when the SELECT statement is executed. The returned value should be stored in an array of data type IDataParameter. The Update method is overloaded and inherited from the DbDataAdapter class. The method is used for updating the data source with the changes from the data set. This means the command object associated with the InsertCommand, UpdateCommand, and DeleteCommand properties will be executed for each inserted, modified, and deleted row respectively.
 
 EXAMPLE See "Populating Your DataSet Using the DataAdapter" in Chapter 3B for examples.
 
 See "Populating Your DataSet Using the DataAdapter" in Chapter 3B for examples.
 
 See "Using the DataTable Class" in Chapter 3B for some examples.
 
 arrprmSelect = dadUser.GetFillParameters()
 
 See "Updating Your Data Source Using the Data Adapter" in Chapter 3B for some examples.
 
 DataAdapter Events Table 3A−37 lists the noninherited and public events of the DataAdapter class in alphabetical order. The events listed are the same for the three data adapter classes: SqlDataAdapter, OdbcDataAdapter, and OleDbDataAdapter.
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 119
 
 Database Programming with C# Table 3A−37: DataAdapter Class Events NAME FillError
 
 DESCRIPTION The FillError event is inherited from the DbDataAdapter class. It's triggered whenever an error occurs during a fill operation, meaning when you populate or refresh your DataSet or DataTable with the Fill method. Basically, you can use this event to respond to errors during a fill operation and decide whether the operation should continue. RowUpdated This event is triggered after a command has been executed against your data source. You can use this event to inspect possible errors that don't throw an exception, the status of the update command, the DataRow with the values that have been used for updating the data source, and other properties. This event is called for every row you change in your DataSet or DataTable, when you call the Update method, and you can use it in conjunction with the RowUpdating event to "supervise" an update operation. RowUpdating This event is triggered before a command is executed against your data source. You can use this event to inspect possible errors that don't throw an exception, the status of the update command, the DataRow with the values that will be used for updating the data source, and other properties. This event is called for every row you change in your DataSet or DataTable, when you call the Update method, and you can use it in conjunction with the RowUpdated event to "supervise" an update operation.
 
 EXAMPLE See the "Handling Fill Operation Errors" section later in this chapter for examples. See the "Handling Row Updates" section later in this chapter.
 
 See the "Handling Row Updates" section later in this chapter.
 
 Instantiating a DataAdapter As with all other objects, the DataAdapter must be instantiated before you can use it. The DataAdapter class is instantiated using the constructor, which is over−loaded. Listings 3A−35, 3A−36, and 3A−37 show you some examples. Listing 3A−35: Instantiating an SqlDataAdapter 1 public void InstantiateAndInitializeDataAdapter() { 2 const string STR_SQL_USER = "SELECT * FROM tblUser"; 3 4 SqlConnection cnnUserMan; 5 SqlCommand cmmUser; 6 SqlDataAdapter dadDefaultConstructor; 7 SqlDataAdapter dadSqlCommandArgument; 8 SqlDataAdapter dadSqlConnectionArgument; 9 SqlDataAdapter dadStringArguments; 10 11 // Instantiate and open the connection 12 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 13 cnnUserMan.Open(); 14 // Instantiate the command 15 cmmUser = new SqlCommand(STR_SQL_USER); 16 17 // Instantiate data adapters 18 dadDefaultConstructor = new SqlDataAdapter(); 19 dadSqlCommandArgument = new SqlDataAdapter(cmmUser); 20 dadSqlConnectionArgument = new SqlDataAdapter(STR_SQL_USER, cnnUserMan); 21 dadStringArguments = new SqlDataAdapter(STR_SQL_USER,
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 STR_CONNECTION_STRING); // Initialize data adapters dadDefaultConstructor.SelectCommand = cmmUser; dadDefaultConstructor.SelectCommand.Connection = cnnUserMan;
 
 Listing 3A−36: Instantiating an OleDbDataAdapter 1 public void InstantiateAndInitializeDataAdapter() { 2 const string STR_SQL_USER = "SELECT * FROM tblUser"; 3 4 OleDbConnection cnnUserMan; 5 OleDbCommand cmmUser; 6 OleDbDataAdapter dadDefaultConstructor; 7 OleDbDataAdapter dadOleDbCommandArgument; 8 OleDbDataAdapter dadOleDbConnectionArgument; 9 OleDbDataAdapter dadStringArguments; 10 11 // Instantiate and open the connection 12 cnnUserMan = new OleDbConnection(STR_CONNECTION_STRING); 13 cnnUserMan.Open(); 14 // Instantiate the command 15 cmmUser = new OleDbCommand(STR_SQL_USER); 16 17 // Instantiate data adapters 18 dadDefaultConstructor = new OleDbDataAdapter(); 19 dadOleDbCommandArgument = new OleDbDataAdapter(cmmUser); 20 dadOleDbConnectionArgument = new OleDbDataAdapter(STR_SQL_USER, 21 cnnUserMan); 22 dadStringArguments = new OleDbDataAdapter(STR_SQL_USER, 23 STR_CONNECTION_STRING); 24 // Initialize data adapters 25 dadDefaultConstructor.SelectCommand = cmmUser; 26 dadDefaultConstructor.SelectCommand.Connection = cnnUserMan; 27 }
 
 Listing 3A−37: Instantiating an OdbcDataAdapter 1 public void InstantiateAndInitializeDataAdapter() { 2 const string STR_SQL_USER = "SELECT * FROM tblUser"; 3 4 OdbcConnection cnnUserMan; 5 OdbcCommand cmmUser; 6 OdbcDataAdapter dadDefaultConstructor; 7 OdbcDataAdapter dadOdbcCommandArgument; 8 OdbcDataAdapter dadOdbcConnectionArgument; 9 OdbcDataAdapter dadStringArguments; 10 11 // Instantiate and open the connection 12 cnnUserMan = new OdbcConnection(STR_CONNECTION_STRING); 13 cnnUserMan.Open(); 14 // Instantiate the command 15 cmmUser = new OdbcCommand(STR_SQL_USER); 16 17 // Instantiate data adapters 18 dadDefaultConstructor = new OdbcDataAdapter(); 19 dadOdbcCommandArgument = new OdbcDataAdapter(cmmUser); 20 dadOdbcConnectionArgument = new OdbcDataAdapter(STR_SQL_USER, 21 cnnUserMan); 22 dadStringArguments = new OdbcDataAdapter(STR_SQL_USER,
 
 Instantiating a DataAdapter
 
 121
 
 Database Programming with C# 23 24 25 26 27 }
 
 STR_CONNECTION_STRING); // Initialize data adapters dadDefaultConstructor.SelectCommand = cmmUser; dadDefaultConstructor.SelectCommand.Connection = cnnUserMan;
 
 If you use the default constructor for the data adapter (Lines 6, 18, 24, 25, and 26), you have to specify the command object for the actions you'll perform. This means that if you want to retrieve rows from the data source, you'll at least have to set the SelectCommand property. (See the next section, "Setting the Command Properties," for more information on how to set command properties.) On Lines 24 and 25, I've set the command property to a valid command object. However, this isn't necessary, as I could have instead specified a string be selected (STR_SQL_USER). The other three constructors don't need any further initialization for retrieving rows from your data source. However, if you want to insert, delete, and update your data source, you must specify the corresponding command properties. (See the next section, "Setting the Command Properties," for more information on how to do this.) Which method you want to use is really up to you, but if you are using the same connection with all your command objects, why not specify it when you instantiate the data adapter? As you can see from Listings 3A−33, 3A−34, and 3A−35, there's no real difference between instantiating an OleDbDataAdapter, an OdbcDataAdapter, and an SqlDataAdapter object. The real difference between these three classes appears when you want to populate your data set. See "Populating Your DataSet Using the DataAdapter" in Chapter 3B for more information on how to do this.
 
 Setting the Command Properties If you only use the data adapter to retrieve data from your data source, you don't have to set the command properties of your data adapter, if you've already specified the SelectCommand property using the data adapter constructor (see "Instantiating a DataAdapter" earlier). However, if you need to insert, update, or delete rows from your data source, or if you haven't set the SelectCommand property when instantiating the data adapter, you'll have to set these properties before you start using the data adapter. The SelectCommand is for retrieving rows from the data source, whereas the other three command properties are for updating the data source when the Update method is called.
 
 Here are the four command properties: • SelectCommand • InsertCommand • DeleteCommand • UpdateCommand ADO doesn't give you these choices, which provide you full control over how data is passed to and from the data source. If you assign command objects to these properties, you'll also be able to control what these objects do through events like errors. Yes, there's a little more coding involved, but you definitely get to be in the driver's seat when it comes to data source flow control. With regards to setting the properties, it's actually quite simple. If you've created command objects, you only Setting the Command Properties
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 Database Programming with C# have to assign them to the corresponding property, as shown in Listings 3A−38, 3A−39, and 3A−40. Listing 3A−38: Setting the Command Properties of an SqlDataAdapter 1 public void SetDataAdapterCommandProperties() { 2 const string STR_SQL_USER_SELECT = "SELECT * FROM tblUser"; 3 const string STR_SQL_USER_DELETE = "DELETE FROM tblUser WHERE Id=@Id"; 4 const string STR_SQL_USER_INSERT = "INSERT INTO tblUser(FirstName, "+ 5 "LastName, LoginName, Password) VALUES(@FirstName, @LastName, "+ 6 "@LoginName, @Password)"; 7 const string STR_SQL_USER_UPDATE = "UPDATE tblUser SET FirstName=" + 8 "@FirstName, LastName=@LastName, LoginName=@LoginName, "+ 9 "Password=@Password WHERE Id=@Id"; 10 11 SqlConnection cnnUserMan; 12 SqlCommand cmmUserSelect; 13 SqlCommand cmmUserDelete; 14 SqlCommand cmmUserInsert; 15 SqlCommand cmmUserUpdate; 16 SqlDataAdapter dadUserMan; 17 SqlParameter prmSQLDelete, prmSQLUpdate; 18 19 // Instantiate and open the connection 20 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 21 cnnUserMan.Open(); 22 // Instantiate the commands 23 cmmUserSelect = new SqlCommand(STR_SQL_USER_SELECT, cnnUserMan); 24 cmmUserDelete = new SqlCommand(STR_SQL_USER_DELETE, cnnUserMan); 25 cmmUserInsert = new SqlCommand(STR_SQL_USER_INSERT, cnnUserMan); 26 cmmUserUpdate = new SqlCommand(STR_SQL_USER_UPDATE, cnnUserMan); 27 28 // Instantiate data adapter 29 dadUserMan = new SqlDataAdapter(STR_SQL_USER_SELECT, cnnUserMan); 30 // Set data adapter command properties 31 dadUserMan.SelectCommand = cmmUserSelect; 32 dadUserMan.InsertCommand = cmmUserInsert; 33 dadUserMan.DeleteCommand = cmmUserDelete; 34 dadUserMan.UpdateCommand = cmmUserUpdate; 35 36 // Add Delete command parameters 37 prmSQLDelete = dadUserMan.DeleteCommand.Parameters.Add("@Id", 38 SqlDbType.Int, 4, "Id"); 39 prmSQLDelete.Direction = ParameterDirection.Input; 40 prmSQLDelete.SourceVersion = DataRowVersion.Original; 41 42 // Add Update command parameters 43 cmmUserUpdate.Parameters.Add("@FirstName", SqlDbType.VarChar, 50, 44 "FirstName"); 45 cmmUserUpdate.Parameters.Add("@LastName", SqlDbType.VarChar, 50, 46 "LastName"); 47 cmmUserUpdate.Parameters.Add("@LoginName", SqlDbType.VarChar, 50, 48 "LoginName"); 49 cmmUserUpdate.Parameters.Add("@Password", SqlDbType.VarChar, 50, 50 "Password"); 51 52 prmSQLUpdate = dadUserMan.UpdateCommand.Parameters.Add("@Id", 53 SqlDbType.Int, 4, "Id"); 54 prmSQLUpdate.Direction = ParameterDirection.Input; 55 prmSQLUpdate.SourceVersion = DataRowVersion.Original; 56
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 // Add insert command parameters cmmUserInsert.Parameters.Add("@FirstName", SqlDbType.VarChar, 50, "FirstName"); cmmUserInsert.Parameters.Add("@LastName", SqlDbType.VarChar, 50, "LastName"); cmmUserInsert.Parameters.Add("@LoginName", SqlDbType.VarChar, 50, "LoginName"); cmmUserInsert.Parameters.Add("@Password", SqlDbType.VarChar, 50, "Password"); }
 
 Listing 3A−39: Setting the Command Properties of an OleDbDataAdapter 1 public void SetDataAdapterCommandProperties() { 2 const string STR_SQL_USER_SELECT = "SELECT * FROM tblUser"; 3 const string STR_SQL_USER_DELETE = "DELETE FROM tblUser WHERE Id=?"; 4 const string STR_SQL_USER_INSERT = "INSERT INTO tblUser(FirstName, "+ 5 "LastName, LoginName, Password) VALUES(?, ?, ?, ?)"; 6 const string STR_SQL_USER_UPDATE = "UPDATE tblUser SET FirstName=?, "+ 7 "LastName=?, LoginName=?, Password=? WHERE Id=?"; 8 9 OleDbConnection cnnUserMan; 10 OleDbCommand cmmUserSelect; 11 OleDbCommand cmmUserDelete; 12 OleDbCommand cmmUserInsert; 13 OleDbCommand cmmUserUpdate; 14 OleDbDataAdapter dadUserMan; 15 OleDbParameter prmSQLDelete, prmSQLUpdate; 16 17 // Instantiate and open the connection 18 cnnUserMan = new OleDbConnection(STR_CONNECTION_STRING); 19 cnnUserMan.Open(); 20 // Instantiate the commands 21 cmmUserSelect = new OleDbCommand(STR_SQL_USER_SELECT, cnnUserMan); 22 cmmUserDelete = new OleDbCommand(STR_SQL_USER_DELETE, cnnUserMan); 23 cmmUserInsert = new OleDbCommand(STR_SQL_USER_INSERT, cnnUserMan); 24 cmmUserUpdate = new OleDbCommand(STR_SQL_USER_UPDATE, cnnUserMan); 25 26 // Instantiate data adapter 27 dadUserMan = new OleDbDataAdapter(STR_SQL_USER_SELECT, cnnUserMan); 28 // Set data adapter command properties 29 dadUserMan.SelectCommand = cmmUserSelect; 30 dadUserMan.InsertCommand = cmmUserInsert; 31 dadUserMan.DeleteCommand = cmmUserDelete; 32 dadUserMan.UpdateCommand = cmmUserUpdate; 33 34 // Add Delete command parameters 35 prmSQLDelete = dadUserMan.DeleteCommand.Parameters.Add("@Id", 36 OleDbType.Integer, 4, "Id"); 37 prmSQLDelete.Direction = ParameterDirection.Input; 38 prmSQLDelete.SourceVersion = DataRowVersion.Original; 39 40 // Add Update command parameters 41 cmmUserUpdate.Parameters.Add("@FirstName", OleDbType.VarChar, 50, 42 "FirstName"); 43 cmmUserUpdate.Parameters.Add("@LastName", OleDbType.VarChar, 50, 44 "LastName"); 45 cmmUserUpdate.Parameters.Add("@LoginName", OleDbType.VarChar, 50, 46 "LoginName");
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 cmmUserUpdate.Parameters.Add("@Password", OleDbType.VarChar, 50, "Password"); prmSQLUpdate = dadUserMan.UpdateCommand.Parameters.Add("@Id", OleDbType.Integer, 4, "Id"); prmSQLUpdate.Direction = ParameterDirection.Input; prmSQLUpdate.SourceVersion = DataRowVersion.Original; // Add insert command parameters cmmUserInsert.Parameters.Add("@FirstName", OleDbType.VarChar, 50, "FirstName"); cmmUserInsert.Parameters.Add("@LastName", OleDbType.VarChar, 50, "LastName"); cmmUserInsert.Parameters.Add("@LoginName", OleDbType.VarChar, 50, "LoginName"); cmmUserInsert.Parameters.Add("@Password", OleDbType.VarChar, 50, "Password");
 
 Listing 3A−40: Setting the Command Properties of an OdbcDataAdapter 1 public void SetDataAdapterCommandProperties() { 2 const string STR_SQL_USER_SELECT = "SELECT * FROM tblUser"; 3 const string STR_SQL_USER_DELETE = "DELETE FROM tblUser WHERE Id=?"; 4 const string STR_SQL_USER_INSERT = "INSERT INTO tblUser(FirstName, "+ 5 "LastName, LoginName, Password) VALUES(?, ?, ?, ?)"; 6 const string STR_SQL_USER_UPDATE = "UPDATE tblUser SET FirstName=?, "+ 7 "LastName=?, LoginName=?, Password=? WHERE Id=?"; 8 9 OdbcConnection cnnUserMan; 10 OdbcCommand cmmUserSelect; 11 OdbcCommand cmmUserDelete; 12 OdbcCommand cmmUserInsert; 13 OdbcCommand cmmUserUpdate; 14 OdbcDataAdapter dadUserMan; 15 OdbcParameter prmSQLDelete, prmSQLUpdate; 16 17 // Instantiate and open the connection 18 cnnUserMan = new OdbcConnection(STR_CONNECTION_STRING); 19 cnnUserMan.Open(); 20 // Instantiate the commands 21 cmmUserSelect = new OdbcCommand(STR_SQL_USER_SELECT, cnnUserMan); 22 cmmUserDelete = new OdbcCommand(STR_SQL_USER_DELETE, cnnUserMan); 23 cmmUserInsert = new OdbcCommand(STR_SQL_USER_INSERT, cnnUserMan); 24 cmmUserUpdate = new OdbcCommand(STR_SQL_USER_UPDATE, cnnUserMan); 25 26 // Instantiate data adapter 27 dadUserMan = new OdbcDataAdapter(STR_SQL_USER_SELECT, cnnUserMan); 28 // Set data adapter command properties 29 dadUserMan.SelectCommand = cmmUserSelect; 30 dadUserMan.InsertCommand = cmmUserInsert; 31 dadUserMan.DeleteCommand = cmmUserDelete; 32 dadUserMan.UpdateCommand = cmmUserUpdate; 33 34 // Add Delete command parameters 35 prmSQLDelete = dadUserMan.DeleteCommand.Parameters.Add("@Id", 36 OdbcType.Integer, 4, "Id"); 37 prmSQLDelete.Direction = ParameterDirection.Input; 38 prmSQLDelete.SourceVersion = DataRowVersion.Original; 39
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 // Add Update command parameters cmmUserUpdate.Parameters.Add("@FirstName", OdbcType.VarChar, 50, "FirstName"); cmmUserUpdate.Parameters.Add("@LastName", OdbcType.VarChar, 50, "LastName"); cmmUserUpdate.Parameters.Add("@LoginName", OdbcType.VarChar, 50, "LoginName"); cmmUserUpdate.Parameters.Add("@Password", OdbcType.VarChar, 50, "Password"); prmSQLUpdate = dadUserMan.UpdateCommand.Parameters.Add("@Id", OdbcType.Integer, 4, "Id"); prmSQLUpdate.Direction = ParameterDirection.Input; prmSQLUpdate.SourceVersion = DataRowVersion.Original; // Add insert command parameters cmmUserInsert.Parameters.Add("@FirstName", OdbcType.VarChar, 50, "FirstName"); cmmUserInsert.Parameters.Add("@LastName", OdbcType.VarChar, 50, "LastName"); cmmUserInsert.Parameters.Add("@LoginName", OdbcType.VarChar, 50, "LoginName"); cmmUserInsert.Parameters.Add("@Password", OdbcType.VarChar, 50, "Password");
 
 There are only minor differences between Listings 3A−38, 3A−39, and 3A−40, and they are all due to what .NET Data Provider you are using, the SQL Server .NET Data Provider, the OLE DB .NET Data Provider, or the ODBC .NET Data Provider. Besides setting the command properties of the data adapter, the parameters of the command objects are also configured to work with the tblUser table in the UserMan database. I've used named parameters exclusively, because I do believe it makes code easier to read.
 
 Handling Fill Operation Errors When you execute the Fill method of the DataAdapter class, one or more errors can occur. If the errors occur at the client side, meaning they are generated at the data source, but the data retrieved from the data source is being inserted into the DataSet or DataTable, the FillError event is triggered. You can handle these events by setting up an event handler to intercept the event. If you don't set up an event handler for this event, and an error occurs, an InvalidCastException is thrown. Listing 3A−41 shows you how to set up the event handler. Listing 3A−41: Handling Fill Operation Errors 1 protected static void OnFillError(object sender, FillErrorEventArgs args) { 2 // Display a message indicating what table an error occurred in and 3 // let the user decide whether to continue populating the dataset 4 args.Continue = (bool) (MessageBox.Show( 5 "There were errors filling the Data Table: "+ args.DataTable + 6 ". Do you want to continue?", "Continue Updating", 7 MessageBoxButtons.YesNo, MessageBoxIcon.Question) == DialogResult.Yes); 8 } 9 10 public void TriggerFillErrorEvent() { 11 DataSet dstUser = new DataSet("Users"); 12 // Declare and instantiate connection 13 SqlConnection cnnUserMan = new SqlConnection(STR_CONNECTION_STRING);
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 // Declare and instantiate data adapter SqlDataAdapter prdadUserMan = new SqlDataAdapter("SELECT * FROM tblUser", cnnUserMan); // Set up event handler prdadUserMan.FillError += new FillErrorEventHandler(OnFillError); // Open the connection cnnUserMan.Open(); // Populate the dataset prdadUserMan.Fill(dstUser, "tblUser");
 
 In Listing 3A−41, I've created a procedure to handle the FillError event (Lines 1 through 8), and on Lines 10 through 25, I've created the TriggerFillErrorEvent standard procedure for filling the dstUser DataSet. In this procedure, I set up the event handler on Line 18, which means that if any errors occur when populating dstUser on Line 24, the OnFillError procedure is invoked. In the OnFillError procedure, I display a message and leave it up to the user to decide if I should continue populating dstUser. This is done by setting the args.Continue property to true or false, depending on whether the user clicks the Yes or No button in the message box. Although there are other uses for the FillError event, its main purpose is to decide if the filling should continue if an error occurs. The TriggerFillErrorEvent procedure doesn't necessarily trigger the FillError event; it only happens when an error occurs.
 
 Handling Row Updates When you update your data source using the Update method of the DataAdapter, two events are triggered that you can respond to: RowUpdating, which occurs before the data source is updated, and RowUpdated, which occurs after the update of the data source. Note
 
 The RowUpdating and RowUpdated events are triggered once for every row that is being sent to the data source for updating.
 
 Listing 3A−42 shows you how you can set up and use the two events. Listing 3A−42: Handling Row Updates 1 protected static void OnRowUpdating(object sender, 2 SqlRowUpdatingEventArgs e) { 3 // Display a message showing all the Command properties 4 // if a command exists 5 if (! (e.Command == null)) { 6 MessageBox.Show("Command Properties:\n\n" + 7 "CommandText: "+ e.Command.CommandText + "\n" + 8 "CommandTimeout: "+ e.Command.CommandTimeout.ToString() + "\n" + 9 "CommandType: "+ e.Command.CommandType.ToString(), 10 "RowUpdating", MessageBoxButtons.OK, 11 MessageBoxIcon.Information); 12 } 13 // Display a message showing all the Errors properties, 14 // if an error exists 15 if (! (e.Errors == null)) { 16 MessageBox.Show("Errors Properties:\n\n" +
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 "HelpLink: "+ e.Errors.HelpLink + "\n" + "Message: "+ e.Errors.Message + "\n" + "Source: "+ e.Errors.Source + "\n" + "StackTrace: "+ e.Errors.StackTrace + "\n" + "TargetSite: "+ e.Errors.TargetSite + "\n", "RowUpdating", MessageBoxButtons.OK, MessageBoxIcon.Information); } // Display a message showing all the Errors properties MessageBox.Show("Misc. Properties:\n\n" + "StatementType: "+ e.StatementType.ToString() + "\n" + "Status: "+ e.Status.ToString(), "RowUpdating", MessageBoxButtons.OK, MessageBoxIcon.Information); } protected static void OnRowUpdated(object sender, SqlRowUpdatedEventArgs e) { // Display a message showing all the Command properties // if a command exists if (! (e.Command == null)) { MessageBox.Show("Command Properties:\n\n" + "CommandText: "+ e.Command.CommandText + "\n" + "CommandTimeout: "+ e.Command.CommandTimeout.ToString() + "\n" + "CommandType: "+ e.Command.CommandType.ToString(), "RowUpdating", MessageBoxButtons.OK, MessageBoxIcon.Information); } // Display a message showing all the Errors properties, // if an error exists if (! (e.Errors == null)) { MessageBox.Show("Errors Properties:\n\n" + "HelpLink: "+ e.Errors.HelpLink + "\n" + "Message: "+ e.Errors.Message + "\n" + "Source: "+ e.Errors.Source + "\n" + "StackTrace: "+ e.Errors.StackTrace + "\n" + "TargetSite: "+ e.Errors.TargetSite + "\n", "RowUpdating", MessageBoxButtons.OK, MessageBoxIcon.Information); } // Display a message showing all the Errors properties MessageBox.Show("Misc. Properties:\n\n" + "StatementType: "+ e.StatementType.ToString() + "\n" + "Status: "+ e.Status.ToString(), "RowUpdating", MessageBoxButtons.OK, MessageBoxIcon.Information); } public void TriggerRowUpdateEvents() { DataSet dstUser = new DataSet("Users"); // Declare and instantiate connection SqlConnection cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); // Declare and instantiate data adapter SqlDataAdapter dadUserMan = new SqlDataAdapter("SELECT * FROM tblUser", cnnUserMan); // Declare and instantiate command builder SqlCommandBuilder cmbUser = new SqlCommandBuilder(dadUserMan); // Set up event handlers dadUserMan.RowUpdating += new SqlRowUpdatingEventHandler(OnRowUpdating); dadUserMan.RowUpdated += new SqlRowUpdatedEventHandler(OnRowUpdated); // Open the connection
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 cnnUserMan.Open(); // Populate the dataset dadUserMan.Fill(dstUser, "tblUser"); // Modify second row dstUser.Tables["tblUser"].Rows[1]["FirstName"] = "Tom"; // Populate the data source dadUserMan.Update(dstUser, "tblUser");
 
 In Listing 3A−42, you can see how I've set up event handlers for the RowUpdating and RowUpdated events. Both of the two procedures that handle the events, OnRowUpdating and OnRowUpdated, display the same properties. I am using a command builder to generate the UpdateCommand property of the DataAdapter, and if you want more information on the CommandBuilder class, please see the next section "Using the CommandBuilder Class." I trigger the two events by modifying the second row of the tblUser data table (Line 82) and then I use the Update method of the DataAdapter class. This will always trigger a RowUpdating event, but not necessarily the RowUpdated event. Why is that? Well, if you run the example code in Listing 3A−42 twice, and look at some of the properties being displayed in the message box, you'll notice that the second time around, the Status property being displayed in the OnRowUpdating procedure has a value of SkipCurrentRow. This means that the row won't be updated, because you're not really making any modifications to the row. The original values and the current values are the same. These two events are valuable tools when searching for bugs, if nothing else. On Lines 5, 15, 36, and 46, I check to see if the Errors or Command objects have been set before trying to access them. I need to do this, because they aren't necessarily set. Basically, the Errors object is set if there are any errors, otherwise it holds a null value. The same can be said about the Command object; if the Status property is set to SkipCurrentRow, the Command object holds a null value, because no commands will be executed.
 
 Using the CommandBuilder Class The CommandBuilder class is used for generating the following properties of the DataAdapter class automatically: • InsertCommand • UpdateCommand • DeleteCommand Before moving on, I would like to add that there is no CommandBuilder class per se, but instead you use the SqlCommandBuilder, OleDbCommandBuilder, or the OdbcCommandBuilder class, depending on the data adapter you use (SqlDataAdapter, OleDbDataAdapter, or OdbcDataAdapter). The example shown uses the SqlCommandBuilder class and related data classes.
 
 When to Use the CommandBuilder Class The CommandBuilder class can only be used when your DataTable [5] maps to a single database table. This means that if your database query is a join of two or more tables, you cannot use CommandBuilder, but you'll have to write the code yourself. This is the whole secret to the CommandBuilder class; it will let you write less code. Nothing more, nothing less! So there is need for despair if your DataTables are generated from Using the CommandBuilder Class
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 Database Programming with C# more than one database table. The "Setting the Command Properties" section earlier in this chapter describes how to set up the properties needed for performing the INSERT, UPDATE, and DELETE SQL operations.
 
 In addition to the restriction that a DataTable must be based on a single database table, the following restrictions apply: • The CommandBuilder won't work, or rather the automatic generation will fail, if the table and/or column names contain any special characters. These special characters include a period (.), any of the quotation marks (","), a space, or any nonalphanumeric character. This is also true if the table or column name containing the special character(s) is enclosed in brackets ([]). However, fully qualified names are supported. Here's an example of a fully qualified name, taken from the UserMan database in SQL Server: UserMan.dbo.tblUser. • The CommandBuilder only works with DataTables that aren't related to any other DataTables in your DataSet. The CommandBuilder ignores any relationships in your data source, or rather isn't aware of them, which means that if you try to update a table in your data source that has a relationship with another table in your data source, the update might fail. This can happen because you might be trying to update a foreign key value. Basically, you should use the CommandBuilder with single, nonrelated database tables, or write the code for the DataAdapter properties yourself.
 
 Preparing the DataAdapter You need to set up the DataAdapter properly before you can use the CommandBuilder. This includes setting the SelectCommand property, because the schema retrieved by this property is used for determining the syntax for the automatic generation. Not only do you need to set up the SelectCommand property, you also need to make sure that at least one primary key or unique column is returned as part of the SELECT statement. Obviously a SELECT * . . . statement will return the required column, if the table holds a unique column, but you need to be aware of this requirement when you specify the columns to retrieve as part of the SELECT statement. If you use the tblUser table from the UserMan database, the following statement will make the CommandBuilder generate the mentioned properties: SELECT Id, FirstName, LastName, Password FROM tblUser
 
 However, if you remove the Id column from the SELECT statement, like this: SELECT FirstName, LastName, Password FROM tblUser
 
 the CommandBuilder class can't be used to generate the mentioned properties. Okay, so the first statement will work with the CommandBuilder, because the ID column, which is the primary key and thus unique, is one of the columns retrieved. The second statement will cause the CommandBuilder to fail (that is, that an InvalidOperationException exception is thrown), because none of the retrieved columns are unique. Another thing you need to be aware of when using the CommandBuilder class is that when it's executed, only properties that haven't been set, or rather properties that are equal to null, will be automatically generated. However, this can be exploited if you, for whatever reason, want to set the UpdateCommand property yourself and have the CommandBuilder generate the InsertCommand and DeleteCommand properties for you. Preparing the DataAdapter
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 Database Programming with C# Listing 3A−43 does the same as Listing 3A−38, but it uses the SqlCommandBuilder class instead of setting the properties manually. Listing 3A−43: Using the SqlCommandBuilder Class 1 public void SetDataAdapterCommandPropertiesUsingCommandBuilder() { 2 const string STR_SQL_USER_SELECT = "SELECT * FROM tblUser"; 3 4 SqlConnection cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 5 SqlCommand cmmUserSelect = new SqlCommand(STR_SQL_USER_SELECT, 6 cnnUserMan); 7 SqlDataAdapter dadUserMan = new SqlDataAdapter(cmmUserSelect); 8 SqlCommandBuilder cmbUser = new SqlCommandBuilder(dadUserMan); 9 DataSet dstDummy = new DataSet("DummyDataSet"); 10 11 // Open the connection 12 cnnUserMan.Open(); 13 14 // Fill dummy data set, update row in table and update dataset 15 dadUserMan.Fill(dstDummy, "tblUser"); 16 dstDummy.Tables["tblUser"].Rows.Add(new object[7] {null, null, null, 17 "1st Name", "LastName", DateTime.Now.ToString().Replace("", ""), ""}); 18 dadUserMan.Update(dstDummy, "tblUser"); 19 }
 
 If you compare Listing 3A−43 with Listing 3A−38, you'll see how much work the CommandBuilder class does for you; you save more than 50 lines of code!
 
 Note The CommandBuilder class uses the CommandTimeout, Connection, and Transaction properties referenced by the SelectCommand property of the DataAdapter class. This means you need to call the RefreshSchema method of the CommandBuilder class, if you change any of these properties or change the SelectCommand itself. No exception will be thrown if you don't call the method, but the original values will be used, meaning the changes you've made won't be reflected in the automatically generated commands. [5] The DataTable class, which is discussed in Chapter 3B, is used to represent a single table. However, the schema and the values in your DataTable can be made up of columns from several tables in your data source, by using a join in your SELECT query.
 
 Summary This chapter introduced you to the two different data access technologies, ADO and ADO.NET. ADO.NET is for building distributed n−tier Web applications, whereas ADO is your best bet for traditional Windows client−server/n−tier applications programming in a heterogeneous networking environment, where you are connected at all times on a LAN link. The object model for the connected layer of ADO.NET was introduced and comparisons were made to the ADO object model wherever needed. As well as being an introduction to the connected layer of ADO.NET and to some extent ADO, this chapter serves as a reference to the various connected classes, methods, events, and properties of this data access technology. This chapter covered the following ground:
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 Database Programming with C# • Connection, Command, DataReader, and DataAdapter data classes: The ADO.NET classes were compared to their equivalents in ADO and suggestions were offered about when to use which data class. • Transactions, automatic and manual: I showed you transaction boundaries and how to use them with the Connection and Transaction classes. • The CommandBuilder class, in the form of the SqlCommandBuilder, OleDbCommandBuilder, or the OdbcCommandBuilder class: This class, in its various forms, is used for automatically generating the DataAdapter properties used for updating the data source. There are restrictions to when it can be used, but if you set up the DataAdapter correctly and your DataTable and table in the database conform to the restrictions applied by the CommandBuilder, you'll save many lines of coding. Use it whenever you have a trivial database table you want to update using a DataSet or DataTable class. • Three .NET Data Providers that come with the .NET Framework, the OLE DB .NET Data Provider, the ODBC .NET Data Provider, and the SQL Server .NET Data Provider: They all have their own set of related, but not interchangeable, data classes. In other words, you can't mix connections from the OLE DB .NET Data Provider with Command classes from the SQL Server .NET Data Provider and vice versa. • The SQL Server .Net Data Provider versus the OLE DB .NET Data Provider and the ODBC .NET Data Provider: I discussed the use the SQL Server .NET Data Provider whenever you access an SQL Server 7.0 or later, the OLE DB .NET Data Provider for all other data sources for which you have an OLE DB provider, and the ODBC .NET Data Provider for all other data sources for which you have an ODBC driver. The following chapter covers the classes in the disconnected layer of ADO.NET.
 
 Summary
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 Chapter 3B: Presenting ADO.NET: The Disconnected Layer This chapter and its twin, Chapter 3A, cover ADO.NET. The classes in ADO.NET can be categorized into two groups: the connected layer and the disconnected layer. This chapter exclusively covers the disconnected layer. Simply put, you can use the disconnected layer if you don't need to access any data source and really just want to work with temporary data, or data that is being read and written to XML streams or files. If you need to retrieve data from, insert data into, update data in, or delete data from a data source, you need to use the connected layer. However, most often you'll be using classes from both layers, as you'll see from this chapter and the following ones, and the corresponding example code. I suggest you read Chapter 3A first, if you're new to ADO.NET, before continuing with this chapter. However, this chapter will serve you very well as a reference on its own. One thing to point out, if you're familiar with ADO, is that whereas ADO is based on a connected model, ADO.NET is based on a disconnected model.
 
 Using the DataSet Class The DataSet class can be a fairly complex one to deal with and understand. Well, at least until you have had a closer look at it and realize that you don't really need to know everything there is to know about it. I'll go through all aspects of the DataSet class, so you can see for yourself how you can use it. The DataSet class is part of the System.Data namespace. First things first: A data set is rather closely related to a relational database in structure. When I say that it resembles a relational database, I mean that the DataSet class actually exposes a hierarchical object model (which has nothing to do with hierarchical databases). This object model consists of tables, rows, and columns, and it also contains relations and constraints. In fact, the DataSet and DataTable[1] classes hold collections containing the following objects: • DataSet class holds the Tables collection, which contains objects of data type DataTable, and the Relations collection, which contains objects of data type DataRelation. • DataTable class holds the Rows collection, which contains objects of data type DataRow, and the Columns collection, which contains objects of data type DataColumn. The Rows collection holds all the rows in the table and the Columns collection is the actual schema for the table. In order to exploit the full potential of the DataSet class, you need to use it in conjunction with at least the DataTable class. If nothing else, the DataSet class is a local container or in−memory cache for the data you retrieve from the database. You can call it a virtual data store, because all the data retrieved from the database, including the schema for the data, is stored in the disconnected cache, known as the data set. The real trick of the DataSet is that although you are disconnected from the data source, you can work with the data in it in much the same way you would with the data in the database. If you are thinking, "Ah, so the data in the DataSet is really a copy of the real data," you would be correct, my friend! Now you may be wondering if updating the real data is difficult. Well, yes and no. Yes, because it requires more than just using the good old ADO Recordset class, but no, because you have several options available for this purpose. I'll get to this in a moment.
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 Database Programming with C# So how do you get the data from the database and into the DataSet? This is a job for the DataAdapter class, the connected part of ADO.NET. The DataAdapter is the class that either works directly with the data source, as is the case with SQL Server 7.0 or later, or uses the underlying OLE DB provider to talk to the database. The DataAdapter class is explained in Chapter 3A. One more thing to notice about the DataSet class is that it's NOT subclassed, or rather this is the class that will work with whatever provider you are dealing with. There are no SqlDataSet, OdbcDataSet, and OleDbDataSet classes!
 
 Recordset vs. DataSet If you are familiar with ADO, then you probably know the Recordset object and how it can be used with various cursors and so on. Although the Recordset class doesn't have a direct equivalent in ADO.NET, I'll show you some of the things that make the DataSet class and its associated data class, DataTable, behave in similar ways to the Recordset object. When ADO.NET was on the drawing board, one of the major obstacles was to find a way of making the connected ADO Recordset class a disconnected class. The result is that the ADO Recordset class has been mapped to a few different classes in ADO.NET. This includes the disconnected DataSet class, which uses the connected DataAdapter class for retrieving data. Even though ADO has introduced the concept of a disconnected recordset through Remote Data Services (RDS), the connected part of the setup is still evident behind the scenes. Simply put, the DataSet class is really a collection of disconnected Recordset objects, which are exposed using the DataTable class. So if you like using the ADO Recordset object, but want to use ADO.NET at the same time, you do have the option, and this option is called the DataTable class. The DataTable class works much the same way as an ADO recordset. See the "Using the DataTable Class" section later in this chapter for details. Data Source Independence One of the strengths of a DataSet is the fact that it is completely independent of the data source. It is in other words a container, or cache, of data that is copied from the data source. The fact that a DataSet is disconnected and thereby independent of the data source makes it ideal for containing data from multiple data sources, such as tables from various databases. The data source independence also makes it ideal for temporary storage of especially relational data, because you can create a data set from scratch and use it without ever being connected to a data source. XML Is the Format When data is moved from a data source, such as a database, to the data set (or the other way around), the format used to facilitate this is XML. This is one of the key concepts of ADO.NET; everything is XML based! Because the format is XML, not only can you transfer data sets across process and machine boundaries, but you can also transfer data sets across networks that use a firewall! That's right, XML makes this possible! Now you truly have a way of manipulating data coming across the Internet from any data source that understands XML. Okay, so the format used for transferring the data is XML, but this isn't the only place ADO.NET uses XML. XML is the underlying format for all data in ADO.NET, and if you need to persist or serialize your data to a file, the format used is once again XML. This means that you can read the persisted file using any XML−capable reader.
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 Database Programming with C# One point should be made very clear before you continue: although the underlying or fundamental data format in ADO.NET is XML, the data in a data set is NOT expressed using XML. The ADO.NET data APIs automatically handle the creation of XML data when you exchange data between data sets and data sources, but the data inside the data set is in a format that is much more efficient to work with. So you don't actually have to know anything about XML in order to use ADO.NET. However, I would recommend that you do learn at least the basics of XML, because it's such an integral part of Visual Studio .NET. You can learn a great deal from this book: • XML Programming Using the Microsoft XML Parser, by Soo Mee Foo and Wei Meng Lee. Published by Apress, February 2002. ISBN: 1893115429. Typed vs. Untyped Data Sets A data set can be typed or untyped. The difference is that the typed data set has a schema and the untyped data set doesn't. You can choose to use either kind of data set in your application, but you need to know that there's more support for the typed data sets in Visual Studio, and as such there are more tools for your convenience. A typed data set gives you easier access to the content of table fields through strongly typed programming. Strongly typed programming uses information from the underlying data scheme. This means you're programming directly against your declared objects and not the tables you're really trying to manipulate. A typed data set has a reference to an XML schema file. This schema file (*.xsd) describes the structure of all the tables contained within the data set. A typed data set is based on a class file that is derived from the DataSet class. CROSS−REFERENCE See Chapter 4 for more information on how to create a typed data set. In Listing 3B−1, you can see how strong typing changes the way you would normally access the content of a column in a table. Listing 3B−1: Strong Typing vs. Weak Typing 1 2 3 4 5 6
 
 // Display value from ADO Recordset MessageBox.Show(rstUser.Fields["FirstName"].Value.ToString()); // Display value from ADO.NET DataSet using strong typing MessageBox.Show(dstUser.tblUser[0].FirstName.ToString()); // Display value from ADO.NET DataSet using weak typing MessageBox.Show(dstUser.Tables["tblUser"].Columns[3].ToString())
 
 As Listing 3B−1 shows, the syntax is much simpler when you use strong typing. Simply reference the table and field by using the table name and field name directly (see Line 4). The rstUser recordset and the dstUser data set have been declared, instantiated, and opened or populated elsewhere.
 
 DataSet Properties The DataSet class has the properties shown in Table 3B−1 in alphabetical order. Please note that only the public, noninherited properties are shown.
 
 Table 3B−1: DataSet Class Properties
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 DESCRIPTION This read−write property determines if string comparisons in the DataTable objects, contained in the Tables collection, are case sensitive. The default value is false. This property also affects how filter, sort, and search operations are performed. When you set this property, you also by default set the same property of all the DataTable objects in the Tables collection. This doesn't mean that it's forced upon the DataTable objects, because if you explicitly set this property of a DataTable in the Tables collection, either before or after you set the property on the DataSet, the value for the property in the DataTable won't be changed. DataSetName Returns or sets the name of the DataSet. The name is for the developers use only; it's not used by the DataSet, meaning that it's there for you to use, if you want an easy way of telling DataSet objects apart. This property can also be set when instantiating the DataSet, by supplying the name as the only argument. DefaultViewManager Returns a view of the data in the data set. This view can be filtered or sorted, and you can search and navigate through it. The returned value is of data type DataViewManager. EnforceConstraints This property value determines if the constraint rules are enforced when an update operation is executed. The default value is true. The ConstraintException exception is thrown if one or more constraints can't be enforced. ExtendedProperties Returns the collection of custom properties or custom user information. The returned data type is a PropertyCollection class. You can add information to the property collection by using the Add method of the collection as shown in the Example column. HasErrors Returns a bool value indicating if there are any errors in the rows in the
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 See Listing 3B−20.
 
 dstUserMan.ExtendedProperties.Add("New Property", "New Property Value");
 
 See Listing 3B−4
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 Locale
 
 Namespace
 
 Prefix
 
 DataTable objects contained in the Tables collection of the DataSet. You can use this property before checking any of the individual tables that also have a HasErrors property, meaning if the HasErrors property of the DataSet object returns false, there's no need to check the individual DataTable objects contained in the Tables collection of the DataSet. This read−write property holds the See Listing 3B−20 locale information that is used for comparing strings in a table. The value is of data type CultureInfo. The default is null. When you set this property you also set the same property of all DataTable objects in the Tables collection. This doesn't mean that it's forced upon the DataTable objects, because if you explicitly set this property of a DataTable in the Tables collection, either before or after you set the property on the DataSet, the value for the property in the DataTable won't be changed. See Listing 3B−20 This read−write property holds the namespace for the data set. It's employed when you read an XML document into the data set or when you write an XML document from the data set, using either of these methods: ReadXml, ReadXmlSchema, WriteXml, or WriteXmlSchema. The namespace is used for scoping the XML elements and attributes in the DataSet. When you set this property, you also set the same property of all DataTable objects in the Tables collection. This doesn't mean that it's forced upon the DataTable objects, because if you explicitly set this property of a DataTable in the Tables collection, either before or after you set the property on the DataSet, the value for the property in the DataTable won't be changed. This read−write property holds the See Listing 3B−20 namespace prefix for the data set. The prefix is used in an XML document for identifying which elements belong to the
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 Relations
 
 Tables
 
 namespace of the data set object. The namespace is set with the Namespace property. When you set the Prefix property, you also set the same property of all DataTable objects in the Tables collection. This doesn't mean that it's forced upon the DataTable objects, because if you explicitly set this property of a DataTable in the Tables collection, either before or after you set the property on the DataSet, the value for the property in the DataTable won't be changed. Returns the collection of relations from the DataSet. The returned value is of data type DataRelationCollection, and it holds objects of data type DataRelation. null is returned if no data relations exist. The DataRelationCollection allows you to navigate between related parent and child DataTable objects. Returns the collection of DataTable objects contained in the data set. The returned value is of data type DataTableCollection, which holds objects of data type DataTable. null is returned if no data tables exist.
 
 DataSet Methods Table 3B−2 lists the noninherited and public methods of the DataSet class in alphabetical order.
 
 Table 3B−2: DataSet Class Methods NAME AcceptChanges()
 
 DataSet Methods
 
 DESCRIPTION This method accepts or commits all the changes that have been made to the data set since the last time the method was called or since the data set was loaded. Be aware that this method will call the AcceptChanges method on ALL tables in the Tables collection, which in turn calls the AcceptChanges method on all DataRow objects in the Rows collection of each DataTable. So if you need to only accept changes to a specific table, then call the AcceptChanges method on that particular table.
 
 EXAMPLE See Listing 3B−10
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 Clone()
 
 Copy()
 
 GetChanges()
 
 GetXml() GetXmlSchema()
 
 HasChanges()
 
 InferXmlSchema()
 
 Merge()
 
 ReadXml()
 
 DataSet Methods
 
 This method clears the data set for data, which means that all rows are being removed from all tables. This method does NOT clear the data structure, only the data itself. The Clone method is for cloning or copying the data structure of the data set. This does NOT include the data itself, but only the tables, schemas, relations, and constraints. If you need to copy the data as well, you need to use the Copy method. The Copy method is for cloning the data structure of the data set and copying the data from the data set into the new data structure. If you only need to clone the data structure, you need to use the Clone method. This overloaded method is used for retrieving a copy of the data set that contains all the changes that have been made since the last time the AcceptChanges method was called or since the data set was loaded. You can use the method without an argument, or you can indicate what kind of changes you want returned in the data set by specifying a member of the DataRowState enum. The GetXml method returns the data in the data set as XML data in a string variable. The GetXmlSchema method returns the XSD schema for data in the data set in a string variable. This method can be used to detect if there are any changes to the data in the data set. The method is overloaded, and one version takes a member of the DataRowState enum as an argument. This way you can specify whether you only want to detect a specific change, such as added rows. A bool value indicating if there are any changes is returned. This overloaded method infers or copies the XML schema from an XmlReader, a Stream, a TextReader, or a file into the data set. The Merge method is overloaded and is used for merging the data set with other data, in the form of an array of DataRow objects, into another DataSet or with a DataTable. This overloaded method is for reading XML schema and data into the data set. The XML schema and data is read from a Stream, a file, a TextReader, or an XmlReader. If you only want to read the XML schema, you can use
 
 dstUser.Clear();
 
 dstClone = dstUser.Clone();
 
 dstCopy = dstUser.Copy();
 
 See Listing 3B−8
 
 strXMLData = dstUser.GetXml(); strXMLSchema = dstUser.GetXmlSchema(); See Listing 3B−9
 
 dstUser.InferXmlSchema (xrdUser, arrstrURIExclude); See Listings 3B−5, 3B−6, and 3B−7
 
 dstUser.ReadXml(stmUser); dstUser.ReadXml (strXMLFile); dstUser.ReadXml(trdUser); dstUser.ReadXml(xrdUser);
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 ReadXmlSchema()
 
 RejectChanges()
 
 Reset()
 
 WriteXml()
 
 WriteXmlSchema()
 
 the ReadXmlSchema method. This overloaded method is for reading XML dstUser.ReadXmlSchema (xrdUser); schema into the data set. The XML schema is dstUser.ReadXmlSchema (stmUser); read from an XmlReader, a Stream, a file, or dstUser.ReadXmlSchema a TextReader. If you want to read the XML (strXMLFile); schema and the data, you can use the dstUser.ReadXmlSchema (trdUser); ReadXml method. This method rejects or rolls back the changes See Listing 3B−10 made to the data set since the last time the AcceptChanges method was called or since the DataSet was loaded. Be aware that this method will call the RejectChanges method on ALL tables in the Tables collection, which in turn calls the RejectChanges method on all DataRow objects in the Rows collection of each DataTable. So if you need to reject changes only to a specific table, then call the RejectChanges method on this table. This overridable method resets the data set to dstUser.Reset(); its original state, meaning the state it had after instantiation. This overloaded method is for writing XML dstUser.WriteXml(xwrUser); schema and data from the data set. The XML dstUser.WriteXml(stmUser); schema and data is written to an XmlWriter, a dstUser.WriteXml (strXMLFile); Stream, a file, or a TextWriter. If you want dstUser.WriteXml (twrUser); to write only the XML schema, you can use the WriteXmlSchema method. dstUser.WriteXmlSchema (xrdUser); This overloaded method is for writing the dstUser.WriteXmlSchema(stmUser); XML schema from the data set. The XML schema is written to an XmlWriter, a Stream, dstUser.WriteXmlSchema a file, or a TextWriter. If you want to write (strXMLFile); the XML schema and the data, you can use the dstUser.WriteXmlSchema (trdUser); WriteXml method.
 
 DataSet Events The DataSet class only has one noninherited event, the MergeFailed event. This event can be used when you merge a data set with an array of DataRow objects, another DataSet, or a DataTable, and you want to handle possible merge failures. The event is triggered when the schema of the data classes being merged are conflicting and the EnforceConstraints property has been set to true. One such conflict can be when two tables in the data set have different primary keys. Listing 3B−2 shows you how to set up and handle this event. Listing 3B−2: Handling Merge Failures 1 private static void OnMergeFailed(object sender, MergeFailedEventArgs args) { 2 // Display a message detailing the merge conflict 3 MessageBox.Show("There were errors when merging the datasets:\n\n" + 4 args.Conflict + "The conflict happened in table "+ args.Table + "."); 5 } 6
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 Database Programming with C# 7 public void TriggerMergeFailureEvent() { 8 // Declare and instantiate data sets 9 DataSet dstUser1 = new DataSet("Users1"); 10 DataSet dstUser2 = new DataSet("Users2"); 11 12 // Declare and instantiate connections 13 SqlConnection cnnUserMan1 = new SqlConnection(STR_CONNECTION_STRING); 14 SqlConnection cnnUserMan2 = new SqlConnection("Data Source=DBSERVER;" + 15 "User Id=UserMan;Password=userman;Initial Catalog=UserMan"); 16 // Declare and instantiate data adapters 17 SqlDataAdapter prdadUserMan1 = new SqlDataAdapter("SELECT * FROM tblUser", 18 cnnUserMan1); 19 SqlDataAdapter prdadUserMan2 = new SqlDataAdapter("SELECT * FROM tblUser", 20 cnnUserMan2); 21 // Set up event handler 22 dstUser1.MergeFailed += new MergeFailedEventHandler(OnMergeFailed); 23 24 // Open the connections 25 cnnUserMan1.Open(); 26 cnnUserMan2.Open(); 27 // Populate the datasets 28 prdadUserMan1.Fill(dstUser1, "tblUser"); 29 prdadUserMan2.Fill(dstUser2, "tblUser"); 30 // Close the connections 31 cnnUserMan1.Close(); 32 cnnUserMan2.Close(); 33 34 // Merge the data sets 35 dstUser1.Merge(dstUser2); 36 }
 
 In Listing 3B−2, I populate two data sets with the tblUser table from two different data sources (Lines 28 through 29). I then merge the two data sets on Line 35. If any conflicts arise when the data sets are merged, the OnMergeFailed procedure is called, because I've set up this procedure as the event handler for the MergeFailed event of the DataSet class on Line 22.
 
 Instantiating a DataSet There isn't much fuss to instantiating a DataSet object. It can be done when declaring it, as demonstrated here: DataSet dstUnnamed = new DataSet(); DataSet dstNamed = new DataSet("UserManDataSet");
 
 As you can see from the two lines of code, the only difference is the name I've given to the dstNamed data set. Giving a data set a name like this is especially useful when it's persisted as XML, because the XML document element is then given a name you can recognize. You can also declare the variable first and then instantiate like this: DataSet dstUnnamed; DataSet dstNamed; dstUnnamed = new DataSet(); dstNamed = new DataSet("UserManDataSet");
 
 Instantiating a DataSet
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 Populating Your DataSet Using the DataAdapter Once you've set up the data adapter and the data set, you need to populate the data set. The Fill method of the DataAdapter class is used for populating and refreshing the DataSet object. The Fill method is overloaded, and there are more method versions for the OleDbDataAdapter class than the OdbcDataAdapter and SqlDataAdapter classes. This is because the OleDbDataAdapter class supports populating a data set from an ADO Recordset object or an ADO Record object. Yes, that's rightyou can mess about with the good old ADO Recordset object and the somewhat newer ADO Record object. In Table 3B−3, I show you the various public versions of the Fill method. The example code here assumes that you've instantiated and initialized the various objects. You can see in the previous listings how it's done, because I am essentially building on the same code.
 
 Table 3B−3: The Various Versions of the Overloaded Fill Method (DataAdapter) EXAMPLE CODE intNumRows = dadUserMan.Fill(dstUser);
 
 intNumRows = dadUserMan.Fill(dstUser, "tblUser");
 
 intNumRows = dadUserMan.Fill(dstUser, 0, 2, "tblUser");
 
 intNumRows = dadUserMan.Fill(dtbUser);
 
 intNumRows = dadUserMan.Fill(dtbUser, rstADO);
 
 (OleDbDataAdapter only)
 
 DESCRIPTION This version of the method populates the dstUser data set and saves the number of rows returned in intNumRows. Because you haven't specified the table name anywhere, the new data table in the Tables collection is called "Table". You can check the table name using a statement similar to the following: MessageBox.Show(dstUserMan.Tables[0].TableName.ToString());. This version of the method populates the dstUser data set and returns the number of rows returned in intNumRows. Because you've specified the source table name, the new data table in the Tables collection in the data set is called "tblUser" (like in the UserMan data source). You can check the table name using a statement similar to the following: MessageBox.Show(dstUserMan.Tables[0].TableName.ToString()); This version of the method populates the dstUser data set and returns the number of rows returned in intNumRows. Because you've specified the source table name, the new data table in the Tables collection in the data set is called "tblUser", like in the data source. The 0 indicates that the population should start at the row with index 0, which is the first row. The 2 forces a maximum of two rows to be returned. This method should be used if you don't want all rows returned. You can check the number of rows returned in the intNumRows variable. This version of the method doesn't actually populate a data set, but a DataTable object instead. The number of rows returned is saved in intNumRows. Because you haven't specified the source table name, the data table doesn't have a name. You can prevent this by giving the DataTable a name when you instantiate it, using a statement like dtbUser = new DataTable("tblUser");, or you can do it after you instantiate the data table. This is done by setting the TableName property. This version of the method doesn't actually populate a data set, but a DataTable object instead. The number of rows returned is saved in intNumRows. The rows from the ADO Recordset object are copied to the data table. You can also specify an ADO Record object in case of the rstADO Recordset object.
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 Database Programming with C# intNumRows = dadUserMan.Fill(dstUser, rstADO, "tblUser");
 
 This version of the method populates the dstUser data set and returns the number of rows returned in intNumRows. The number of rows returned is saved in intNumRows. Because you've specified the source table name, the new data table in the Tables collection in the data set is called (OleDbDataAdapter only) "tblUser". The rows from the ADO Recordset object are copied to the data table. You can also specify an ADO Record object in case of the rstADO Recordset object. Since I won't be going over how to use ADO Recordset and ADO classes in general, perhaps this is a good time to show you a complete code example that opens an ADO Recordset and uses this Recordset to fill a DataSet. Listing 3B−3 shows you how to do this. Listing 3B−3: Populating a DataSet from an ADO Recordset 1 public void FillDataSetFromRecordset() { 2 const string STR_SQL_USER_SELECT = "SELECT * FROM tblUser"; 3 4 OleDbConnection cnnUserMan; 5 OleDbDataAdapter dadUserMan; 6 DataSet dstUserMan; 7 8 ADODB.Recordset rstUser; 9 ADODB.Connection cnnADOUserMan; 10 11 int intNumRows; 12 13 // Instantiate and open the connections 14 cnnUserMan = new OleDbConnection(STR_CONNECTION_STRING); 15 cnnUserMan.Open(); 16 cnnADOUserMan = new ADODB.Connection(); 17 cnnADOUserMan.Open(STR_CONNECTION_STRING, "UserMan", "userman", 0); 18 19 // Instantiate data adapter 20 dadUserMan = new OleDbDataAdapter(STR_SQL_USER_SELECT, cnnUserMan); 21 22 // Instantiate dataset 23 dstUserMan = new DataSet(); 24 // Instantiate recordset 25 rstUser = new ADODB.Recordset(); 26 27 // Populate recordset 28 rstUser.Open(STR_SQL_USER_SELECT, cnnADOUserMan, 29 ADODB.CursorTypeEnum.adOpenStatic, ADODB.LockTypeEnum.adLockReadOnly, 30 0); 31 // Fill dataset 32 intNumRows = dadUserMan.Fill(dstUserMan, rstUser, "tblUser"); 33 }
 
 In Listing 3B−3, I make use of some ADO classes, and in order to do this, you must add a reference to the ADO COM libraries from your project. See "COM Interop" later in this chapter for information on how to this. There isn't much wizardry to the code in Listing 3B−3; I open two connections, one ADO.NET connection and one ADO connection. I then instantiate the data adapter and the record set, populate the record set, and then use the record set to populate the data set. You can use an ADO Record object instead of the Recordset object and/or you can populate a DataTable instead of a DataSet. See Table 3B−3 for more information on how you can do this using the Fill method of the DataAdapter.
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 Updating Your Data Source Using the DataAdapter When you are finished manipulating the data in your data set, it's time to update the data source. This is done using the Update method of the DataAdapter class. This method is responsible for examining the RowState property of each of the DataRow objects in the DataRowsCollection, which can be accessed using the Rows property. The Rows property is a member of each of the DataTable objects contained in the Tables collection of the data set. So the data adapter starts by looping through all the tables in the Tables collection in the data set, and for each table it loops through the DataRowsCollection collection to examine the RowState property. If a row has been inserted, updated, or deleted, the DataAdapter uses one of the command properties to handle the update. This means that the InsertCommand property is used if you are inserting anew row, the UpdateCommand property is used if you are updating an existing row, and the DeleteCommand is used if you are deleting an existing row. In Listing 3B−4, I set up a data adapter, a data set, and some command objects to manipulate the tblUser table in the UserMan database. Next I add, modify, and delete a row from the table. I then use the HasChanges method to check if there are any changes to the data in the data set. If so, I specify that all the changed rows be loaded into the dstChanges data set using the GetChanges method. The changes are rejected if there are any errors; otherwise the data source is updated using the Update method. The code in Listing 3B−4 doesn't handle exceptions when I try to update the data source, but check out Chapter 5 for example code and recommendations on how to handle exceptions. Listing 3B−4: Propagating Changes Back to the Data Source 1 public void UpdateDataSet() { 2 const string STR_SQL_USER_SELECT = "SELECT * FROM tblUser"; 3 const string STR_SQL_USER_DELETE = "DELETE FROM tblUser WHERE Id=@Id"; 4 const string STR_SQL_USER_INSERT = "INSERT INTO tblUser(FirstName" + 5 ", LastName, LoginName, Password) VALUES(@FirstName, @LastName, "+ 6 "@LoginName, @Password)"; 7 const string STR_SQL_USER_UPDATE = "UPDATE tblUser SET FirstName=" + 8 "@FirstName, LastName=@LastName, LoginName=@LoginName, "+ 9 "Password=@Password WHERE Id=@Id"; 10 11 SqlConnection cnnUserMan; 12 SqlCommand cmmUserSelect; 13 SqlCommand cmmUserDelete; 14 SqlCommand cmmUserInsert; 15 SqlCommand cmmUserUpdate; 16 SqlDataAdapter dadUserMan; 17 DataSet dstUserMan, dstChanges; 18 DataRow drwUser; 19 SqlParameter prmSQLDelete, prmSQLUpdate; 20 21 // Instantiate and open the connection 22 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 23 cnnUserMan.Open(); 24 25 // Instantiate the commands 26 cmmUserSelect = new SqlCommand(STR_SQL_USER_SELECT, cnnUserMan); 27 cmmUserDelete = new SqlCommand(STR_SQL_USER_DELETE, cnnUserMan); 28 cmmUserInsert = new SqlCommand(STR_SQL_USER_INSERT, cnnUserMan); 29 cmmUserUpdate = new SqlCommand(STR_SQL_USER_UPDATE, cnnUserMan); 30 31 // Instantiate data adapter 32 dadUserMan = new SqlDataAdapter(STR_SQL_USER_SELECT, cnnUserMan); 33 // Set data adapter command properties
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 dadUserMan.SelectCommand dadUserMan.InsertCommand dadUserMan.DeleteCommand dadUserMan.UpdateCommand
 
 = = = =
 
 cmmUserSelect; cmmUserInsert; cmmUserDelete; cmmUserUpdate;
 
 // Add Delete command parameters prmSQLDelete = dadUserMan.DeleteCommand.Parameters.Add("@Id", SqlDbType.Int, 0, "Id"); prmSQLDelete.Direction = ParameterDirection.Input; prmSQLDelete.SourceVersion = DataRowVersion.Original; // Add Update command parameters cmmUserUpdate.Parameters.Add("@FirstName", SqlDbType.VarChar, 50, "FirstName"); cmmUserUpdate.Parameters.Add("@LastName", SqlDbType.VarChar, 50, "LastName"); cmmUserUpdate.Parameters.Add("@LoginName", SqlDbType.VarChar, 50, "LoginName"); cmmUserUpdate.Parameters.Add("@Password", SqlDbType.VarChar, 50, "Password"); prmSQLUpdate = dadUserMan.UpdateCommand.Parameters.Add("@Id", SqlDbType.Int, 0, "Id"); prmSQLUpdate.Direction = ParameterDirection.Input; prmSQLUpdate.SourceVersion = DataRowVersion.Original; // Add insert command parameters cmmUserInsert.Parameters.Add("@FirstName", SqlDbType.VarChar, 50, "FirstName"); cmmUserInsert.Parameters.Add("@LastName", SqlDbType.VarChar, 50, "LastName"); cmmUserInsert.Parameters.Add("@LoginName", SqlDbType.VarChar, 50, "LoginName"); cmmUserInsert.Parameters.Add("@Password", SqlDbType.VarChar, 50, "Password"); // Instantiate dataset dstUserMan = new DataSet(); // Populate the data set dadUserMan.Fill(dstUserMan, "tblUser"); // Add new row drwUser = dstUserMan.Tables["tblUser"].NewRow(); drwUser["FirstName"] = "New User"; drwUser["LastName"] = "New User LastName"; drwUser["LoginName"] = "NewUser"; drwUser["Password"] = "password"; dstUserMan.Tables["tblUser"].Rows.Add(drwUser); // Update an existing row (with index 3) dstUserMan.Tables["tblUser"].Rows[3]["FirstName"] = "FirstName"; dstUserMan.Tables["tblUser"].Rows[3]["LastName"] = "LastName"; dstUserMan.Tables["tblUser"].Rows[3]["LoginName"] = "User3"; // Delete row with index 4 dstUserMan.Tables["tblUser"].Rows[4].Delete(); // Check if any data has changed in the data set if (dstUserMan.HasChanges()) { // Save all changed rows in a new data set dstChanges = dstUserMan.GetChanges();
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 // Check if the changed rows contains any errors if (dstChanges.HasErrors) { // Reject the changes dstUserMan.RejectChanges(); } else { // Update the data source dadUserMan.Update(dstChanges, "tblUser"); } }
 
 Clearing Data from a DataSet When you've added tables, relations, constraints, and so on to a data set, or what makes up the structure in your data set, you frequently need a way of clearing all the data from the data set. This can easily be accomplished using the Clear method, as shown in the following example: dstUser.Clear();
 
 Copying a DataSet Sometimes it's necessary to copy a data set for various reasons. If you need to manipulate some data for testing purposes, copying a data set is a good way of leaving the original data intact. Depending on what you actually need to do, there are two ways you can approach this: copy just the data structure, or copy the data structure and the data within it. The next sections describe each of these methods.
 
 Copying the Data Structure of a DataSet Do you need to copy, or rather clone, the structure of a data set? If that's the case, there is a method of the data set called Clone that does exactly this, as shown in the following code line: dstClone = dstUser.Clone();
 
 Copying the Data and Structure of a DataSet When you need a complete copy of the data structure and the data contained therein from a data set, you can use the Copy method for this purpose, as shown here: dstCopy = dstUser.Copy();
 
 Merging Data in a DataSet with Other Data From time to time you'll probably want to combine data from a data set and data that exist in another form. For example, say you have a DataSet that you filled with data structure and data using the Fill method of the DataAdapter, and you want to combine this with a DataSet or DataTable that you've created programmatically. Once you are done manipulating the data, you want to merge the data in the two objects. You can achieve this by merging the data into the data set. Data in the form of an array of DataRow objects, a DataTable object, or a DataSet object can be merged using the Merge method of the DataSet. The resulting merged data set replaces the data in the data set, which executes the Merge method. See Listings 3B−5, 3B−6, Clearing Data from a DataSet
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 Database Programming with C# and 3B−7 for some examples using the Merge method. Listing 3B−5: Merging a DataSet Object with an Array of DataRow Objects 1 public void MergeDataSetWithDataRows() { 2 SqlConnection cnnUserMan; 3 SqlCommand cmmUser; 4 SqlDataAdapter dadUser; 5 DataSet dstUser; 6 DataTable dtbUser; 7 DataRow[] arrdrwUser = new DataRow[1]; 8 DataRow drwUser; 9 10 // Instantiate and open the connection 11 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 12 cnnUserMan.Open(); 13 // Instantiate the command, data set and data table 14 cmmUser = new SqlCommand("SELECT * FROM tblUser", cnnUserMan); 15 dstUser = new DataSet(); 16 dtbUser = new DataTable(); 17 // Instantiate and initialize the data adapter 18 dadUser = new SqlDataAdapter("SELECT * FROM tblUser", cnnUserMan); 19 dadUser.SelectCommand = cmmUser; 20 // Fill the data set 21 dadUser.Fill(dstUser, "tblUser"); 22 // Create new row and fill with data 23 drwUser = dstUser.Tables["tblUser"].NewRow(); 24 drwUser["LoginName"] = "NewUser1"; 25 drwUser["FirstName"] = "New"; 26 drwUser["LastName"] = "User"; 27 arrdrwUser.SetValue(drwUser, 0); 28 // Merge the data set with the data row array 29 dstUser.Merge(arrdrwUser); 30 }
 
 Listing 3B−6: Merging Two DataSet Objects 1 public void MergeDataSets() { 2 SqlConnection cnnUserMan; 3 SqlCommand cmmUser; 4 SqlDataAdapter dadUser; 5 DataSet dstUser; 6 DataSet dstCopy; 7 8 // Instantiate and open the connection 9 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 10 cnnUserMan.Open(); 11 // Instantiate the command and data set 12 cmmUser = new SqlCommand("SELECT * FROM tblUser", cnnUserMan); 13 dstUser = new DataSet(); 14 // Instantiate and initialize the data adapter 15 dadUser = new SqlDataAdapter("SELECT * FROM tblUser", cnnUserMan); 16 dadUser.SelectCommand = cmmUser; 17 // Fill the data set 18 dadUser.Fill(dstUser, "tblUser"); 19 // Copy the data set 20 dstCopy = dstUser.Copy(); 21 // Do your stuff with the data sets 22 // ...
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 // Merge the two data sets dstUser.Merge(dstCopy);
 
 Listing 3B−7: Merging a DataSet Object with a DataTable Object 1 public void MergeDataSetWithDataTable() { 2 SqlConnection cnnUserMan; 3 SqlCommand cmmUser; 4 SqlDataAdapter dadUser; 5 DataSet dstUser; 6 DataTable dtbUser; 7 8 // Instantiate and open the connection 9 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 10 cnnUserMan.Open(); 11 // Instantiate the command, data set and data table 12 cmmUser = new SqlCommand("SELECT * FROM tblUser", cnnUserMan); 13 dstUser = new DataSet(); 14 dtbUser = new DataTable(); 15 // Instantiate and initialize the data adapter 16 dadUser = new SqlDataAdapter("SELECT * FROM tblUser", cnnUserMan); 17 dadUser.SelectCommand = cmmUser; 18 // Fill the data set and data table 19 dadUser.Fill(dstUser, "tblUser"); 20 dadUser.Fill(dtbUser); 21 // Do your stuff with the data set and the data table 22 // ... 23 // Merge the data set with the data table 24 dstUser.Merge(dtbUser); 25 }
 
 Please note that in Listings 3B−5 through 3B−7, I've chosen to create the data structure and fill the data table using the data adapter's Fill method. You can obviously create the data structure yourself and fill it with data from a variety of sources before you merge it with the data set. See "Using the DataTable Class" later in this chapter for more information on how to do this.
 
 Detecting and Handling Changes to Data in a DataSet Sometimes it's necessary to know if the data in your data set has been changed. Changes in this context include new rows and deleted rows as well as modified rows. The DataSet class has the HasChanges method that can be used for this purpose. This method actually exists for the individual DataTable objects in the Tables collection, but if you just want to know if any of the data in the data set has changed, you need to use the data set's method.
 
 The HasChanges method is overloaded, and you can see how to use the various versions in Listings 3B−8 and 3B−9. Listing 3B−8: Detecting All Data Changes in a DataSet Object 1 public void DetectAllDataSetChanges() { 2 SqlConnection cnnUserMan; 3 SqlCommand cmmUser;
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 SqlDataAdapter dadUser; DataSet dstUser; DataSet dstChanges; // Instantiate and open the connection cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); cnnUserMan.Open(); // Instantiate the command and data set cmmUser = new SqlCommand("SELECT * FROM tblUser", cnnUserMan); dstUser = new DataSet(); // Instantiate and initialize the data adapter dadUser = new SqlDataAdapter("SELECT * FROM tblUser", cnnUserMan); dadUser.SelectCommand = cmmUser; // Fill the data set dadUser.Fill(dstUser, "tblUser"); // Do your stuff with the data set // ... // Check if any data has changed in the data set if (dstUser.HasChanges()) { // Save all changes in a new data set dstChanges = dstUser.GetChanges(); }
 
 Listing 3B−9: Detecting the Different Data Changes in a DataSet Object 1 public void DetectDifferentDataSetChanges() { 2 SqlConnection cnnUserMan; 3 SqlCommand cmmUser; 4 SqlDataAdapter dadUser; 5 DataSet dstUser; 6 DataSet dstChanges; 7 DataSet dstAdditions; 8 DataSet dstDeletions; 9 10 // Instantiate and open the connection 11 cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); 12 cnnUserMan.Open(); 13 // Instantiate the command and data set 14 cmmUser = new SqlCommand("SELECT * FROM tblUser", cnnUserMan); 15 dstUser = new DataSet(); 16 // Instantiate and initialize the data adapter 17 dadUser = new SqlDataAdapter("SELECT * FROM tblUser", cnnUserMan); 18 dadUser.SelectCommand = cmmUser; 19 // Fill the data set 20 dadUser.Fill(dstUser, "tblUser"); 21 // Do your stuff with the data set 22 // ... 23 // Check if any data has changed in the data set 24 if (dstUser.HasChanges()) { 25 // Save all modified rows in a new data set 26 dstChanges = dstUser.GetChanges(DataRowState.Modified); 27 // Save all added rows in a new data set 28 dstAdditions = dstUser.GetChanges(DataRowState.Added); 29 // Save all deleted rows in a new data set 30 dstDeletions = dstUser.GetChanges(DataRowState.Deleted); 31 } 32 }
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 Database Programming with C# In Listing 3B−8, all the data changes are simply saved to a new data set. Obviously this doesn't do anything to the data, but once you have changes isolated you can manipulate the data and check for errors. This is particularly useful when you want to update the data source. Don't forget that the DataSet is disconnected from the data source and any changes won't be propagated back to the data source until you explicitly update the data source! Before checking for changes to the DataSet on Line 22, you might want to check if there are any errors in the DataSet, using the HasErrors method. It's good programming practice, and it does prevent a possible exception being thrown when manipulating the data in the DataSet. Listing 3B−9 is basically the same code as in Listing 3B−8, but it shows how to filter the different changes into different data sets.
 
 Accepting or Rejecting Changes to Data in a DataSet When changes have been made to data in the data set, you can choose to reject or accept them. The DataSet class has two methods for doing this: the AcceptChanges and RejectChanges methods. One thing you have to note about these methods is that they work on the data in the data set and NOT in the data source itself. This goes back to the fact that the data set is disconnected and as such doesn't interact with the data source.
 
 One reason for rejecting changes to the data in the DataSet can be that you have user feedback on the updates and perhaps the user wants to reject the changes he or she has been making. (See "RejectChanges Method" later in this chapter for more on this topic.) A reason for accepting changes in the DataSet can be that the DataSet is used as a temporary data store that has been built from scratch, like in Listing 3B−11. In this kind of situation, you might have made a number of changes, and now you need to make another batch of changes, but you want to ensure you can distinguish the new changes from all nonchanged rows. You can do this by calling the AcceptChanges method before making the second batch of changes. See the upcoming section for more on this method. Note
 
 If you call either of the AcceptChanges or RejectChanges methods, you also "reset" the HasChanges method, meaning it will return false.
 
 The AcceptChanges Method When using this method, any changes to a row in a data table in the Tables collection will be accepted. This is done by calling the AcceptChanges method on each of the DataTable objects in the table collection. When the AcceptChanges method is called on a data table, the data table invokes the AcceptChanges method on each DataRow object in the Rows collection. What happens then is the RowState property of each data row is examined. If the row state is Added or Modified, then the RowState property is changed to Unchanged. Rows with the Deleted row state are removed from the respective data table. If a DataRow is being edited when the AcceptChanges method is called, the row in question will successfully exit edit mode. See Listing 3B−10 in the next section for an example of how AcceptChanges can be used and how it affects a DataSet. If you call AcceptChanges just before calling the Update method of the data adapter, no changes will be written back to the data source because you've just accepted the changes and they are now marked Unchanged! Listing 3B−10: Accepting or Rejecting Changes to the Data in a DataSet Object 1 public void AcceptOrRejectDataSetChanges() { 2 SqlConnection cnnUserMan; 3 SqlCommand cmmUser; 4 SqlDataAdapter dadUser; 5 DataSet dstUser, dstChanges;
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 DataRow drwUser; // Instantiate and open the connection cnnUserMan = new SqlConnection(STR_CONNECTION_STRING); cnnUserMan.Open(); // Instantiate the command and the data set cmmUser = new SqlCommand("SELECT * FROM tblUser", cnnUserMan); dstUser = new DataSet(); // Instantiate and initialize the data adapter dadUser = new SqlDataAdapter("SELECT * FROM tblUser", cnnUserMan); dadUser.SelectCommand = cmmUser; // Fill the data set dadUser.Fill(dstUser, "tblUser"); // Create a new data row with the schema from the user table drwUser = dstUser.Tables["tblUser"].NewRow(); // Enter values in the data row columns drwUser["LoginName"] = "NewUser1"; drwUser["FirstName"] = "New"; drwUser["LastName"] = "User"; // Add the data row to the user table dstUser.Tables["tblUser"].Rows.Add(drwUser); // Check if any data has changed in the data set if (dstUser.HasChanges()) { // Save all changed rows in a new data set dstChanges = dstUser.GetChanges(); // Check if the changed rows contains any errors if (dstChanges.HasErrors) { // Display the row state of all rows before rejecting changes for (int intCounter = 0; intCounter					    

		

            

	        	    
    		
    		    

    		    

    		

		    			
    
		
	    
		
		Database Programming with C#

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Mastering C# Database Programming

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Mastering C# Database Programming

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Mastering C# Database Programming

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Practical Database Programming With Visual C#.NET

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Practical Database Programming with Java

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Elixir Programming with C++

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Programming with C++

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Programming with C++

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Practical Database Programming with Java

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Teach Yourself Database Programming with Visual C++ in 21 Days

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Programming C#: Building .NET Applications with C#

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Windows Forms Programming with C#

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Windows Forms Programming with C#

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Windows Forms Programming with C#

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Programming Microsoft Windows with C#

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		ActiveX Programming with Visual C++

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Programming Microsoft  Windows with C#

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Advanced CORBA Programming with C++

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Windows Forms Programming with C#

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Practical Database Programming with Visual Basic.NET

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Defensive Database Programming with SQL Server

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Database Programming with JDBC and Java

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Database Programming with JDBC and Java

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Programming the Perl DBI: Database Programming with Perl

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Java Database Programming Bible

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Database Programming Languages

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Android Database Programming

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		C# Database Basics

	    
	

	
	    Read more
	

    



		    			
    
		
	    
		
		Android Database Programming

	    
	

	
	    Read more
	

    



		        	    
 
	            

	
	    
		
	    
            
                
                    Recommend Documents

                

		
		    						    
    
	
	    
	
    

    
	
	    
		Database Programming with C#	    
	
	
	    Database Programming with C#

 Database Programming with C#

Table of Contents Database Programming with C#...............

	

    

    

    



						    
    
	
	    
	
    

    
	
	    
		Mastering C# Database Programming	    
	
	
	    Table of Contents

Mastering C# Database Programming by Jason Price

ISBN:0782141838

Sybex © 2003 (665 pages) This gui...

	

    

    

    



						    
    
	
	    
	
    

    
	
	    
		Mastering C# Database Programming	    
	
	
	    Standard print manual template © 2004 ... Your company

 Title page 1 Use this page to introduce the product by 

This i...

	

    

    

    



						    
    
	
	    
	
    

    
	
	    
		Mastering C# Database Programming	    
	
	
	    

	

    

    

    



						    
    
	
	    
	
    

    
	
	    
		Practical Database Programming With Visual C#.NET	    
	
	
	    Practical Database Programming With Visual C#.NET

 IEEE Press 445 Hoes Lane Piscataway, NJ 08854 IEEE Press Editorial ...

	

    

    

    



						    
    
	
	    
	
    

    
	
	    
		Practical Database Programming with Java	    
	
	
	    

	

    

    

    



						    
    
	
	    
	
    

    
	
	    
		Elixir Programming with C++	    
	
	
	         

Elixir

C++

 

ﻛــﺘــــــ...

	

    

    

    



						    
    
	
	    
	
    

    
	
	    
		Programming with C++	    
	
	
	    This page intentionally left blank

 Copyright © 2009, New Age International (P) Ltd., Publishers Published by New Age ...

	

    

    

    



						    
    
	
	    
	
    

    
	
	    
		Programming with C++	    
	
	
	    This page intentionally left blank

 Copyright © 2009, New Age International (P) Ltd., Publishers Published by New Age ...

	

    

    

    



						    
    
	
	    
	
    

    
	
	    
		Practical Database Programming with Java	    
	
	
	    Practical Database Programming with Java

ffirs01.indd i

7/20/2011 11:12:56 AM

 IEEE Press 445 Hoes Lane Piscataway, ...

	

    

    

    



					    		

            

        


    





    
	
	    
		
		    ×
		    Report "Database Programming with C#"

		

		
		    
			Your name
			
		    

		    
			Email
			
		    

		    
			Reason
			-Select Reason-
Pornographic
Defamatory
Illegal/Unlawful
Spam
Other Terms Of Service Violation
File a copyright complaint


		    

		    
			Description
			
		    

		    
			
			    

			

		    

		    
		

		
		    Close
		    Send
		

	    

	

    




	
	    
		Copyright © 2024 EPDF.PUB. All rights reserved.
		
		    About Us | 
		    Privacy Policy |  
		    Terms of Service |  
		    Copyright | 
		    DMCA | 
		    Contact Us | 
		    Cookie Policy 
		

	    

	    

	
	
	    
		
		    
			×
			Sign In

		    

		    
			
			    
				Email
				
			    

			    
				Password
				
			    

			    
				
				    
					
					 Remember me
				    
				    Forgot password?
				


			    

			    Sign In
			

		    

		

	    

	

	
	
	
	

	
	

	

	
	
	    Our partners will collect data and use cookies for ad personalization and measurement. Learn how we and our ad partner Google, collect and use data. Agree & close
	

	
	
    