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 Preface If you are a developer building an application today then you know how important a good search experience is. Apache Solr, built on Apache Lucene, is a wildly popular open source enterprise search server that easily delivers powerful search and faceted navigation features that are elusive with databases. Solr supports complex search criteria, faceting, result highlighting, query-completion, query spellcheck, relevancy tuning, and more. Apache Solr 3 Enterprise Search Server is a comprehensive reference guide for every feature Solr has to offer. It serves the reader right from initiation to development to deployment. It also comes with complete running examples to demonstrate its use and show how to integrate Solr with other languages and frameworks. Through using a large set of metadata about artists, releases, and tracks courtesy of the MusicBrainz.org project, you will have a testing ground for Solr, and will learn how to import this data in various ways. You will then learn how to search this data in different ways, including Solr's rich query syntax and "boosting" match scores based on record data. Finally, we'll cover various deployment considerations to include indexing strategies and performance-oriented configuration that will enable you to scale Solr to meet the needs of a high-volume site.
 
 What this book covers
 
 Chapter 1, Quick Starting Solr, will introduce Solr to you so that you understand its unique role in your application stack. You'll get started quickly by indexing example data and searching it with Solr's sample "/browse" UI. Chapter 2, Schema and Text Analysis, explains that the first step in using Solr is writing a Solr schema for your data. You'll learn how to do this including telling Solr how to analyze the text for tokenization, synonyms, stemming, and more.
 
 Preface
 
 Chapter 3, Indexing Data, will explore all of the options Solr offers for importing data, such as XML, CSV, databases (SQL), and text extraction from common documents. Chapter 4, Searching, you'll learn the basics of searching with Solr in this chapter. Primarily, this covers the query syntax, from the basics to boolean options to more advanced wildcard and fuzzy searches. Chapter 5, Search Relevancy, in this advanced chapter you will learn how Solr scores documents for relevancy ranking. We'll review different options to influence the score, called boosting, and apply it to common examples like boosting recent documents and boosting by a user vote. Chapter 6, Faceting, faceting is Solr's killer feature and this chapter will show you how to use it. You'll learn about the three types of facets and how to build filter queries for a faceted navigation interface. Chapter 7, Search Components, you'll discover how to use a variety of valuable search features implemented as Solr search components. This includes result highlighting, query spell-check, query suggest/complete, result grouping, and more. Chapter 8, Deployment, will guide you through deployment considerations in this chapter to include deploying Solr to Apache Tomcat, to logging, and to security. Chapter 9, Integrating Solr, will explore some external integration options to interface with Solr. This includes some language specific frameworks for Java, Ruby, PHP, and JavaScript, as well as a web crawler, and more. Chapter 10, Scaling Solr, you'll learn how to tune Solr to get the most out of it. Then we'll show you two mechanisms in Solr to scale out to multiple Solr instances when just one instance isn't sufficient. Appendix, Search Quick Reference, is a convenient reference for common search related request parameters.
 
 What you need for this book
 
 In Chapter 1, the Getting Started section explains what you need in detail. In summary, you should obtain: • 
 
 Java 6, a JDK release. Do not use Java 7.
 
 • 
 
 Apache Solr 3.4.
 
 • 
 
 The code supplement to the book at: http://www.solrenterprisesearchserver.com/
 
 [2]
 
 Preface
 
 Who this book is for
 
 This book is for developers who want to learn how to use Apache Solr in their applications. Only basic programming skills are needed.
 
 Conventions
 
 In this book, you will find a number of styles of text that distinguish between different kinds of information. Here are some examples of these styles, and an explanation of their meaning. Code words in text are shown as follows: "You should use LRUCache because the cache is evicting content frequently." A block of code is set as follows: 
 
 Any command-line input or output is written as follows: >>unzip mb_releases.csv.zip
 
 New terms and important words are shown in bold. Words that you see on the screen, in menus or dialog boxes for example, appear in the text like this: "While you can use the Solr Admin statistics page to pull back these results".
 
 Warnings or important notes appear in a box like this.
 
 Tips and tricks appear like this. [3]
 
 Preface
 
 Reader feedback
 
 Feedback from our readers is always welcome. Let us know what you think about this book—what you liked or may have disliked. Reader feedback is important for us to develop titles that you really get the most out of. To send us general feedback, simply send an e-mail to [email protected], and mention the book title via the subject of your message. If there is a book that you need and would like to see us publish, please send us a note in the SUGGEST A TITLE form on www.packtpub.com or e-mail suggest@ packtpub.com. If there is a topic that you have expertise in and you are interested in either writing or contributing to a book, see our author guide on www.packtpub.com/authors.
 
 Customer support
 
 Now that you are the proud owner of a Packt book, we have a number of things to help you to get the most from your purchase.
 
 Downloading the example code
 
 You can download the example code files for all Packt books you have purchased from your account at http://www.PacktPub.com. If you purchased this book elsewhere, you can visit http://www.PacktPub.com/support and register to have the files e-mailed directly to you.
 
 Errata
 
 Although we have taken every care to ensure the accuracy of our content, mistakes do happen. If you find a mistake in one of our books—maybe a mistake in the text or the code—we would be grateful if you would report this to us. By doing so, you can save other readers from frustration and help us improve subsequent versions of this book. If you find any errata, please report them by visiting http://www.packtpub. com/support, selecting your book, clicking on the errata submission form link, and entering the details of your errata. Once your errata are verified, your submission will be accepted and the errata will be uploaded on our website, or added to any list of existing errata, under the Errata section of that title. Any existing errata can be viewed by selecting your title from http://www.packtpub.com/support. The authors are also publishing book errata to include the impact that upcoming Solr releases have on the book. You can find this on their website: http://www.solrenterprisesearchserver.com/ [4]
 
 Preface
 
 Piracy
 
 Piracy of copyright material on the Internet is an ongoing problem across all media. At Packt, we take the protection of our copyright and licenses very seriously. If you come across any illegal copies of our works, in any form, on the Internet, please provide us with the location address or website name immediately so that we can pursue a remedy. Please contact us at [email protected] with a link to the suspected pirated material. We appreciate your help in protecting our authors, and our ability to bring you valuable content.
 
 Questions
 
 You can contact us at [email protected] if you are having a problem with any aspect of the book, and we will do our best to address it.
 
 [5]
 
 Quick Starting Solr Welcome to Solr! You've made an excellent choice in picking a technology to power your search needs. In this chapter, we're going to cover the following topics: • 
 
 An overview of what Solr and Lucene are all about
 
 • 
 
 What makes Solr different from databases
 
 • 
 
 How to get Solr, what's included, and what is where
 
 • 
 
 Running Solr and importing sample data
 
 • 
 
 A quick tour of the admin interface and key configuration files
 
 An introduction to Solr
 
 Solr is an open source enterprise search server. It is a mature product powering search for public sites such as CNET, Zappos, and Netflix, as well as countless other government and corporate intranet sites. It is written in Java, and that language is used to further extend and modify Solr through simple plugin interfaces. However, being a server that communicates using standards such as HTTP and XML and JSON, knowledge of Java is useful but not a requirement. In addition to the standard ability to return a list of search results for some query, Solr has numerous other features such as result highlighting, faceted navigation (as seen on most e-commerce sites), query spell correction, query completion, and a "more like this" feature for finding similar documents. You will see many references in this book to the term faceting, also known as faceted navigation. It's a killer feature of Solr that most people have experienced at major e-commerce sites without realizing it. Faceting enhances search results with aggregated information over all of the documents found in the search. Faceting information is typically used as dynamic navigational filters, such as a product category, date and price groupings, and so on. Chapter 6, Faceting is dedicated to this technology.
 
 Quick Starting Solr
 
 Lucene, the underlying engine
 
 Before describing Solr, it is best to start with Apache Lucene, the core technology underlying it. Lucene is an open source, high-performance text search engine library. Lucene was developed and open sourced by Doug Cutting in 2000 and has evolved and matured since then with a strong online community and is the most widely deployed search technology today. Being just a code library, Lucene is not a server and certainly isn't a web crawler either. This is an important fact. There aren't even any configuration files. In order to use Lucene, you write your own search code using its API, starting with indexing documents: first you supply documents to it. A document in Lucene is merely a collection of fields, which are name-value pairs containing text or numbers. You configure Lucene with a text analyzer that will tokenize a field's text from a single string into a series of tokens (words) and further transform them by chopping off word stems, called stemming, substitute synonyms, and/or perform other processing. The final tokens are said to be the terms. The aforementioned process starting with the analyzer is referred to as text analysis. Lucene indexes each document into its so-called index stored on disk. The index is an inverted index, which means it stores a mapping of a field's terms to associated documents, along with the ordinal word position from the original text. Finally you search for documents with a user-provided query string that Lucene parses according to its syntax. Lucene assigns a numeric relevancy score to each matching document and only the top scoring documents are returned. The brief description just given of how to use Lucene is how Solr works at its core. It contains many important vocabulary words you will see throughout this book—they will be explained further at appropriate times.
 
 The major features found in Lucene are: • 
 
 An inverted index for efficient retrieval of documents by indexed terms. The same technology supports numeric data with range queries too.
 
 • 
 
 A rich set of chainable text analysis components, such as tokenizers and language-specific stemmers that transform a text string into a series of terms (words).
 
 • 
 
 A query syntax with a parser and a variety of query types from a simple term lookup to exotic fuzzy matching.
 
 • 
 
 A good scoring algorithm based on sound Information Retrieval (IR) principles to produce the more likely candidates first, with flexible means to affect the scoring. [8]
 
 Chapter 1
 
 • 
 
 Search enhancing features like: °°
 
 A highlighter feature to show query words found in context.
 
 °°
 
 A query spellchecker based on indexed content or a supplied dictionary.
 
 °°
 
 A "more like this" feature to list documents that are statistically similar to provided text. To learn more about Lucene, read Lucene In Action, 2nd Edition by Michael McCandless, Erik Hatcher, and Otis Gospodnetić.
 
 Solr, a Lucene-based search server
 
 Apache Solr is an enterprise search server based on Lucene. Lucene is such a big part of what defines Solr that you'll see many references to Lucene directly throughout this book. Developing a high-performance, feature-rich application that uses Lucene directly is difficult and it's limited to Java applications. Solr solves this by exposing the wealth of power in Lucene via configuration files and HTTP parameters, while adding some features of its own. Some of Solr's most notable features beyond Lucene are: • 
 
 A server that communicates over HTTP via XML and JSON data formats.
 
 • 
 
 Configuration files, most notably for the index's schema, which defines the fields and configuration of their text analysis.
 
 • 
 
 Several caches for faster search responses.
 
 • 
 
 A web-based administrative interface including: °°
 
 Runtime search and cache performance statistics.
 
 °°
 
 A schema browser with index statistics on each field.
 
 °°
 
 A diagnostic tool for debugging text analysis.
 
 • 
 
 Faceting of search results.
 
 • 
 
 A query parser called dismax that is more usable for parsing end user queries than Lucene's native query parser.
 
 • 
 
 Geospatial search for filtering and sorting by distance.
 
 • 
 
 Distributed-search support and index replication for scaling Solr.
 
 • 
 
 Solritas: A sample generic web search UI demonstrating many of Solr's search features.
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 Also, there are two contrib modules that ship with Solr that really stand out: • 
 
 The DataImportHandler (DIH): A database, e-mail, and file crawling data import capability. It includes a debugger tool.
 
 • 
 
 Solr Cell: An adapter to the Apache Tika open source project, which can extract text from numerous file types. As of the 3.1 release, there is a tight relationship between Solr and Lucene. The source code repository, committers, and developer mailing list are the same, and they release together using the same version number. This gives Solr an edge over other Lucene based competitors.
 
 Comparison to database technology
 
 There's a good chance you are unfamiliar with Lucene or Solr and you might be wondering what the fundamental differences are between it and a database. You might also wonder if you use Solr, whether you need a database. The most important comparison to make is with respect to the data model—that is the organizational structure of the data. The most popular category of databases is a relational database—RDBMS. A defining characteristic of a relational database is a data model based on multiple tables with lookup keys between them and a join capability for querying across them. RDBMSs have a very flexible data model, but this makes it harder to scale them easily. Lucene instead has a more limiting document oriented data model, which is analogous to a single table without join possibilities. Document oriented databases, such as MongoDB are similar in this respect, but their documents can have a rich nested structure similar to XML or JSON, for example. Lucene's document structure is flat, but it does support multivalued fields—that is a field with an array of values. Taking a look at the Solr feature list naturally reveals plenty of search-oriented technology that databases generally either don't have, or don't do well. Notable features are relevancy score ordering, result highlighting, query spellcheck, and query-completion. These features are what drew you to Solr, no doubt.
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 Can Solr be a substitute for your database? You can add data to it and get it back out efficiently with indexes; so on the surface it seems plausible, provided the flat document-oriented data model suffices. The answer is that you are almost always better off using Solr in addition to a database. Databases, particularly RDBMSs, generally excel at ACID transactions, insert/update efficiency, in-place schema changes, multi-user access control, bulk data retrieval, and supporting rich ad-hoc query features. Solr falls short in all of these areas but I want to call attention to these: • 
 
 No updates: If any part of a document in Solr needs to be updated, the entire document must be replaced. Internally, this is a deletion and an addition.
 
 • 
 
 Slow commits: Solr's search performance and certain features are made possible due to extensive caches. When a commit operation is done to finalize recently added documents, the caches are rebuilt. This can take between seconds and a minute or even worse in extreme cases. I wrote more about this subject online: "Text Search, your Database or Solr" at http://bit.ly/uwF1ps
 
 Getting started
 
 We're going to get started by downloading Solr, examine its directory structure, and then finally run it. This sets you up for the next section, which tours a running Solr server. Get Solr: You can download Solr from its website: http://lucene.apache.org/ solr/. The last Solr release this book was written for is version 3.4. Solr has had
 
 several relatively minor point-releases since 3.1 and it will continue. In general I recommend using the latest release since Solr and Lucene's code are extensively tested. For book errata describing how future Solr releases affect the book content, visit our website: http://www.solrenterprisesearchserver.com/. Lucid Imagination also provides a Solr distribution called "LucidWorks for Solr". As of this writing it is Solr 3.2 with some choice patches that came after to ensure its stability and performance. It's completely open source; previous LucidWorks releases were not as they included some extras with use limitations. LucidWorks for Solr is a good choice if maximum stability is your chief concern over newer features. Get Java: The only prerequisite software needed to run Solr is Java 5 (a.k.a. java version 1.5) or later—ideally Java 6. Typing java –version at a command line will tell you exactly which version of Java you are using, if any.
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 Use latest version of Java! The initial release of Java 7 included some serious bugs that were discovered shortly before its release that affect Lucene and Solr. The release of Java 7u1 on October 19th, 2011 resolves these issues. These same bugs occurred with Java 6 under certain JVM switches, and Java 6u29 resolves them. Therefore, I advise you to use the latest Java release.
 
 Java is available on all major platforms including Windows, Solaris, Linux, and Apple. Visit http://www.java.com to download the distribution for your platform. Java always comes with the Java Runtime Environment (JRE) and that's all Solr requires. The Java Development Kit (JDK) includes the JRE plus the Java compiler and various diagnostic utility programs. One such useful program is jconsole, which we'll discuss in Chapter 8, Deployment and Chapter 10, Scaling Solr and so the JDK distribution is recommended. Solr is a Java-based web application, but you don't need to be particularly familiar with Java in order to use it. This book assumes no such knowledge on your part.
 
 Get the book supplement: This book includes a code supplement available at our website: http://www.solrenterprisesearchserver.com/. The software includes a Solr installation configured for data from MusicBrainz.org, a script to download and index that data into Solr—about 8 million documents in total, and of course various sample code and material organized by chapter. This supplement is not required to follow any of the material in the book. It will be useful if you want to experiment with searches using the same data used for the book's searches or if you want to see the code referenced in a chapter. The majority of code is for Chapter 9, Integrating Solr.
 
 Solr's installation directory structure
 
 When you unzip Solr after downloading it, you should find a relatively straightforward directory structure: • 
 
 client: Convenient language-specific client APIs for talking to Solr. Ignore the client directory Most client libraries are maintained by other organizations, except for the Java client SolrJ which lies in the dist/ directory. client/ only contains solr-ruby, which has fallen out of favor compared to rsolr— both of which are Ruby Solr clients. More information on using clients to communicate with Solr is in Chapter 9. [ 12 ]
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 • 
 
 contrib: Solr contrib modules. These are extensions to Solr. The final JAR file for each of these contrib modules is actually in dist/; so the actual files here are mainly the dependent JAR files.
 
 °°
 
 analysis-extras: A few text analysis components that have large dependencies. There are some "ICU" Unicode classes for multilingual support, a Chinese stemmer, and a Polish stemmer. You'll learn more about text analysis in the next chapter.
 
 °°
 
 clustering: A engine for clustering search results. There is a 1-page
 
 overview in Chapter 7, Search Component, referring you to Solr's wiki for further information: http://wiki.apache.org/solr/
 
 ClusteringComponent.
 
 °°
 
 dataimporthandler: The DataImportHandler (DIH)—a very
 
 °°
 
 extraction: Integration with Apache Tika– a framework for
 
 popular contrib module that imports data into Solr from a database and some other sources. See Chapter 3, Indexing Data.
 
 extracting text from common file formats. This module is also called SolrCell and Tika is also used by the DIH's TikaEntityProcessor— both are discussed in Chapter 3, Indexing Data.
 
 °°
 
 uima: Integration with Apache UIMA—a framework for extracting
 
 °°
 
 velocity: Simple Search UI framework based on the Velocity templating language. See Chapter 9, Integrating Solr.
 
 metadata out of text. There are modules that identify proper names in text and identify the language, for example. To learn more, see Solr's wiki: http://wiki.apache.org/solr/SolrUIMA.
 
 • 
 
 dist: Solr's WAR and contrib JAR files. The Solr WAR file is the main artifact
 
 • 
 
 docs: Documentation—the HTML files and related assets for the public Solr
 
 that embodies Solr as a standalone file deployable to a Java web server. The WAR does not include any contrib JARs. You'll also find the core of Solr as a JAR file, which you might use if you are embedding Solr within an application, and Solr's test framework as a JAR file, which is to assist in testing Solr extensions. You'll also see SolrJ's dependent JAR files here.
 
 website, to be precise. It includes a good quick tutorial, and of course Solr's API. Even if you don't plan on extending the API, some parts of it are useful as a reference to certain pluggable Solr configuration elements—see the listing for the Java package org.apache.solr.analysis in particular.
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 • 
 
 example: A complete Solr server, serving as an example. It includes the Jetty servlet engine (a Java web server), Solr, some sample data and sample Solr configurations. The interesting child directories are:
 
 °°
 
 example/etc: Jetty's configuration. Among other things, here you
 
 °°
 
 exampledocs: Sample documents to be indexed into the default Solr configuration, along with the post.jar program for sending the
 
 can change the web port used from the pre-supplied 8983 to 80 (HTTP default).
 
 documents to Solr.
 
 °°
 
 example/solr: The default, sample Solr configuration. This should
 
 °°
 
 example/webapps: Where Jetty expects to deploy Solr from. A copy of Solr's WAR file is here, which contains Solr's compiled code.
 
 serve as a good starting point for new Solr applications. It is used in Solr's tutorial and we'll use it in this chapter too.
 
 Solr's home directory and Solr cores
 
 When Solr starts, the very first thing it does is determine where the Solr home directory is. Chapter 8, Deployment covers the various ways to tell Solr where it is, but by default it's the directory named simply solr relative to the current working directory where Solr is started. You will usually see a solr.xml file in the home directory, which is optional but recommended. It mainly lists Solr cores. For simpler configurations like example/solr, there is just one Solr core, which uses Solr's home directory as its core instance directory. A Solr core holds one Lucene index and the supporting Solr configuration for that index. Nearly all interactions with Solr are targeted at a specific core. If you want to index different types of data separately or shard a large index into multiple ones then Solr can host multiple Solr cores on the same Java server. Chapter 8, Deployment has further details on multi-core configuration. A Solr core's instance directory is laid out like this: • 
 
 conf: Configuration files. The two I mention below are very important, but it will also contain some other .txt and .xml files which are referenced by
 
 these two.
 
 • 
 
 conf/schema.xml: The schema for the index including field type definitions with associated analyzer chains.
 
 • 
 
 conf/solrconfig.xml: The primary Solr configuration file.
 
 • 
 
 conf/xslt: Various XSLT files that can be used to transform Solr's XML query responses into formats such as Atom and RSS. See Chapter 9, Integrating Solr. [ 14 ]
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 • 
 
 • • 
 
 conf/velocity: HTML templates and related web assets for rapid UI
 
 prototyping using Solritas, covered in Chapter 9, Integrating Solr. The soon to be discussed "browse" UI is implemented with these templates. data: Where Lucene's index data lives. It's binary data, so you won't be doing anything with it except perhaps deleting it occasionally to start anew. lib: Where extra Java JAR files can be placed that Solr will load on startup. This is a good place to put contrib JAR files, and their dependencies.
 
 Running Solr
 
 Now we're going to start up Jetty and finally see Solr running albeit without any data to query yet. We're about to run Solr directly from the unzipped installation. This is great for exploring Solr and doing local development, but it's not what you would seriously do in a production scenario. In a production scenario you would have a script or other mechanism to start and stop the servlet engine with the operating system—Solr does not include this. And to keep your system organized, you should keep the example directly as exactly what its name implies—an example. So if you want to use the provided Jetty servlet engine in production, a fine choice then copy the example directory elsewhere and name it something else. Chapter 8, Deployment, covers how to deploy Solr to Apache Tomcat, the most popular Java servlet engine. It also covers other subjects like security, monitoring, and logging.
 
 First go to the example directory, and then run Jetty's start.jar file by typing the following command: >>cd example >>java -jar start.jar
 
 The >> notation is the command prompt. These commands will work across *nix and DOS shells. You'll see about a page of output, including references to Solr. When it is finished, you should see this output at the very end of the command prompt: 2008-08-07 14:10:50.516::INFO: Started SocketConnector @ 0.0.0.0:8983
 
 Downloading the example code You can download the example code files for all Packt books you have purchased from your account at http://www.PacktPub.com (url). If you purchased this book elsewhere, you can visit http://www.PacktPub. com/support (url) and register to have the files e-mailed directly to you. [ 15 ]
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 The 0.0.0.0 means it's listening to connections from any host (not just localhost, notwithstanding potential firewalls) and 8983 is the port. If Jetty reports this, then it doesn't necessarily mean that Solr was deployed successfully. You might see an error such as a stack trace in the output if something went wrong. Even if it did go wrong, you should be able to access the web server: http://localhost:8983. Jetty will give you a 404 page but it will include a list of links to deployed web applications, which will just be Solr for this setup. Solr is accessible at: http://localhost:8983/solr, and if you browse to that page, then you should either see details about an error if Solr wasn't loaded correctly, or a simple page with a link to Solr's admin page, which should be http://localhost:8983/solr/admin/. You'll be visiting that link often. To quit Jetty (and many other command line programs for that matter), press Ctrl+C on the keyboard.
 
 A quick tour of Solr
 
 Start up Jetty if it isn't already running and point your browser to Solr's admin site at: http://localhost:8983/solr/admin/. This tour will help you get your bearings on this interface that is not yet familiar to you. We're not going to discuss it in any depth at this point. This part of Solr will get a dramatic face-lift for Solr 4. The current interface is functional, albeit crude.
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 The top gray area in the preceding screenshot is a header that is on every page of the admin site. When you start dealing with multiple Solr instances—for example, development versus production, multicore, Solr clusters—it is important to know where you are. The IP and port are obvious. The (example) is a reference to the name of the schema—a simple label at the top of the schema file. If you have multiple schemas for different data sets, then this is a useful differentiator. Next is the current working directory cwd, and Solr's home. Arguably the name of the core and the location of the data directory should be on this overview page but they are not. The block below this is a navigation menu to the different admin screens and configuration data. The navigation menu includes the following choices: • 
 
 SCHEMA: This retrieves the schema.xml configuration file directly to the browser. This is an important file which lists the fields in the index and defines their types. Most recent browsers show the XML color-coded and with controls to collapse sections. If you don't see readable results and won't upgrade or switch your browser, you can always use your browser's View source command.
 
 • 
 
 CONFIG: This downloads the solrconfig.xml configuration file directly to the browser. This is also an important file, which serves as the main configuration file.
 
 • 
 
 ANALYSIS: This is used for diagnosing query and indexing problems related to text analysis. This is an advanced screen and will be discussed later.
 
 • 
 
 SCHEMA BROWSER: This is an analytical view of the schema reflecting various heuristics of the actual data in the index. We'll return here later.
 
 • 
 
 REPLICATION: This contains index replication status information. It is only shown when replication is enabled. More information on this is in Chapter 10, Scaling Solr.
 
 • 
 
 STATISTICS: Here you will find stats such as timing and cache hit ratios. In Chapter 10, Scaling Solr we will visit this screen to evaluate Solr's performance.
 
 • 
 
 INFO: This lists static versioning information about internal components to Solr. Frankly, it's not very useful.
 
 • 
 
 DISTRIBUTION: This contains rsync-based index replication status information. This replication approach predates the internal Java based mechanism, and so it is somewhat deprecated. There is a mention in Chapter 10, Scaling Solr of it that ultimately refers you to Solr's wiki for how to use it. [ 17 ]
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 • 
 
 PING: This returns an XML formatted status document. It is designed to fail if Solr can't perform a search query you give it. If you are using a load balancer or some other infrastructure that can check if Solr is operational, configure it to request this URL.
 
 • 
 
 LOGGING: This allows you to adjust the logging levels for different parts of Solr at runtime. For Jetty as we're running it, this output goes to the console and nowhere else. See Chapter 8, Deployment for more information on configuring logging.
 
 • 
 
 JAVA PROPERTIES: This lists Java system properties, which are basically Java oriented global environment variables.
 
 • 
 
 THREAD DUMP: This displays a Java thread dump useful for experienced Java developers in diagnosing problems.
 
 After the main menu is the Make a Query text box where you can type in a simple query. There's no data in Solr yet, so there's no point trying that right now. • 
 
 FULL INTERFACE: This brings you to a search form with more options. The form is still very limited, however, and only allows a fraction of the query options that you can submit to Solr. With or without this search form, you will soon wind up directly manipulating the URL using this book as a reference.
 
 Finally, the bottom Assistance area contains useful information for Solr online. The last section of this chapter has more information on such resources.
 
 Loading sample data
 
 Solr comes with some sample data and a loader script, found in the example/ exampledocs directory. We're going to use that for the remainder of this chapter so that we can explore Solr more without getting into schema design and deeper data loading options. For the rest of the book, we'll base the examples on the digital supplement to the book—more on that later. We're going to invoke the post.jar Java program, officially called SimplePostTool with a list of Solr-formatted XML input files. Most JAR files aren't executable but this one is. This simple program iterates over each argument given, a file reference, and HTTP posts it to Solr running on the current machine at the example server's default configuration—http://localhost:8983/solr/update. Finally, it will send a commit command, which will cause documents that were posted prior to the last commit to be saved and visible. Obviously, Solr must be running for this to work, so ensure that it is first. Here is the command and its output:
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 Chapter 1 >> cd example/exampledocs >>java -jar post.jar *.xml SimplePostTool: version 1.4 SimplePostTool: POSTing files to http://localhost:8983/solr/update.. SimplePostTool: POSTing file gb18030-example.xml SimplePostTool: POSTing file hd.xml SimplePostTool: POSTing file ipod_other.xml … etc. SimplePostTool: COMMITting Solr index changes..
 
 If you are using a Unix-like environment, you have an alternate option of using the post.sh shell script, which behaves similarly by using curl. I recommend examining the contents of the post.sh bash shell script for illustrative purposes, even if you are on Windows—it's very short. The post.sh and post.jar programs could be used in a production scenario, but they are intended just for demonstration of the technology with the example data.
 
 Let's take a look at one of these XML files we just posted to Solr, monitor.xml: 3007WFP Dell Widescreen UltraSharp 3007WFP Dell, Inc. electronics monitor 30" TFT active matrix LCD, 2560 x 1600, .25mm dot pitch, 700:1 contrast USB cable 401.6 2199 6 true 43.17614,-90.57341 
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 The XML schema for XML files that can be posted to Solr is very simple. This file doesn't demonstrate all of the elements and attributes, but it shows most of what matters. Multiple documents, represented by the tag, can be present in series within the tag, which is recommended in bulk data loading scenarios. The other essential tag, not seen here, is which post.jar and post.sh send in a separate post. This syntax and command set may very well be all that you use. More about these options and other data loading choices will be discussed in Chapter 3, Indexing Data.
 
 A simple query
 
 On Solr's main admin page, run a simple query that searches for the word monitor. Simply type this word in and click on the Search button. The resulting URL will be: http://localhost:8983/solr/select/?q=monitor&version=2.2&start=0&rows =10&indent=on
 
 Both this form and the Full Interface one are standard HTML forms; they are as simple as they come. The form inputs become URL parameters to another HTTP GET request which is a Solr search returning XML. The form only controls a basic subset of all possible parameters. The main benefit to the form is that it applies the URL escaping for special characters in the query, and for some basic options, you needn't remember what the parameter names are. It is convenient to use the form as a starting point for developing a search, and then subsequently refine the URL directly in the browser instead of returning to the form. Solr's search results are by default in XML. Most modern browsers, such as Firefox, provide a good XML view with syntax coloring and hierarchical structure collapse controls. Solr can format responses in JSON and other formats but that's a topic for another time. They have the same basic structure as the XML you're about to see, by the way. The XML response consists of a element, which wraps the entire message. The first child element contains request header metadata. Here is the beginning of the response: 0 3 on 10 0 monitor [ 20 ]
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 Here we see: • 
 
 status: Is always zero unless there was a serious problem.
 
 • 
 
 QTime: Is the duration of time in milliseconds that Solr took to process the
 
 • 
 
 params: Lists the request parameters. By default, it only lists
 
 search. It does not include streaming back the response. Due to multiple layers of caching, you will find that your searches will often complete in a millisecond or less if you've run the query before.
 
 parameters explicitly in the URL; there are usually more specified in a
 
 in solrconfig.xml.
 
 More information on these parameters and many more are in Chapter 4, Searching.
 
 Next up is the most important part, the results. 
 
 The numFound number is the number of documents matching the query in the entire index. start is the index offset into those matching documents that are returned in the response below. Notice there is a search parameter by the same name as seen in the response header. There is also a parameter rows which specifies how many matching documents to return—just 10 in this example. Often, you'll want to see the score of each matching document, which is a number assigned to it based on how relevant the document is to the search query. This search response doesn't refer to scores because it needs to be explicitly requested in the fl parameter—a comma separated field list. The full interface form includes the score by default. A search that requests the score will have a maxScore attribute in the element, which is the maximum score of all documents that matched the search. It's independent of the sort order or result paging parameters.
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 The content of the result tag is a list of documents that matched the query. The default sort is by descending score. Later, we'll do some sorting by specified fields. electronics monitor 30" TFT active matrix LCD, 2560 x 1600,.25mm dot pitch, 700:1 contrast 3007WFP true USB cable Dell, Inc. Dell Widescreen UltraSharp 3007WFP 6 2199.0 43.17614,-90.57341 401.6 ... 
 
 The document list is pretty straightforward. By default, Solr will list all of the stored fields. Not all of the fields are necessarily stored—that is, you can query on them but not retrieve their value—an optimization choice. Notice that it uses the basic data types str, bool, date, int, and float. Also note that certain fields are multi-valued, as indicated by an arr tag. This was a basic keyword search. As you start adding more options like faceting and highlighting, you will see additional XML following the result element.
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 Some statistics
 
 Let's take a look at the statistics admin page: http://localhost:8983/solr/ admin/stats.jsp. Before we loaded data into Solr, this page reported that numDocs was 0, but now it should be 17. If you are using a version of Solr other than 3.4, then this number may be different. The astute reader might observe we posted fewer XML files to Solr. The discrepancy is due to some XML files containing multiple Solr documents. maxDocs reports a number that is in some situations higher due to documents that have been deleted but not yet committed. That can happen either due to an explicit delete posted to Solr or by adding a document that replaces another in order to enforce a unique primary key. While you're at this page, notice that the request handler named /update has some stats too: name
 
 /update
 
 class
 
 org.apache.solr.handler.XmlUpdateRequestHandler
 
 version
 
 $Revision: 1165749 $
 
 description
 
 Add documents with XML
 
 stats
 
 handlerStart: 1317530339671 requests: 15 errors: 0 timeouts: 0 totalTime: 5276 avgTimePerRequest: 351.73334 avgRequestsPerSecond: 1.0589994E-4
 
 Another request handler you'll want to examine is named search, which has been processing our search queries. These statistics are calculated only for the current running Solr, they are not stored to disk. As such, you cannot use them for long-term statistics.
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 The sample browse interface
 
 The final destination of our quick Solr tour is to visit the so-called browse interface— available at http://localhost:8983/solr/browse. It's for demonstrating various Solr features: • 
 
 Standard keyword search. You can experiment with Solr's syntax.
 
 • 
 
 Query debugging: You can toggle display of the parsed query and document score explain information.
 
 • 
 
 Query-suggest: Start typing a word like "enco" and suddenly "encoded" will be suggested to you.
 
 • 
 
 Highlighting: The highlighting is in italics, which might not be obvious.
 
 • 
 
 More-Like-This: provides related products.
 
 • 
 
 Faceting: Field value facets, query facets, numeric range facets, and date range facets.
 
 • 
 
 Clustering: You must first start Solr as the on-screen instructions describe.
 
 • 
 
 Query boosting: By price.
 
 • 
 
 Query spellcheck: Using it requires building the spellcheck index and enabling spellcheck with a parameter. Chapter 7, Search Component, describes how to do this.
 
 • 
 
 Geospatial search: You can filter by distance. Click on the spatial link at the top-left to enable this.
 
 This is also a demonstration of Solritas, which formats Solr requests using templates based on Apache Velocity. The templates are VM files in example/solr/conf/ velocity. Solritas is primarily for search UI prototyping. It is not recommended for building anything substantial. See Chapter 9, Integrating Solr for more information. The browse UI as supplied assumes the default example Solr schema. It will not work out of the box against another schema without modification.
 
 Here is a screenshot of the browse interface. Not all of it is captured in this image.
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 Configuration files
 
 The configuration files in example/solr/conf are extremely well documented. We're not going to go over the details here but this should give you a sense of what is where. Unlike typical database software in which the configuration files don't need to be modified much if at all from their defaults, you will modify Solr's extensively—especially the schema. The as-provided state of these files is really just an example to both demonstrate features and document their configuration and should not be taken as the only way of configuring Solr.
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 Solr's schema for the index is defined in schema.xml. It contains field type definitions within the element and then the index's fields within the element. You will observe that the names of the fields in the documents we added to Solr intuitively correspond to the sample schema. Aside from the fundamental parts of defining the fields, you may also notice elements, which copy an input field as provided to another field. There are various reasons for doing this, but they boil down to needing to index data in different ways for specific search purposes. You'll learn all that you could want to know about the schema in the next chapter. Solr's solrconfig.xml file contains lots of parameters that can be tweaked. At the moment, we're just going to take a peak at the request handlers, which are defined with elements. They make up about half of the file. In our first query, we didn't specify any request handler, so we got the default one:					    
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