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 Preface
 
 or the last 10 or so years, I’ve been programming in C++. I really enjoy the language for its power, brevity, and accommodation of three major programming styles—structured programming, object-oriented programming, and generic programming. In addition, C++ has a powerful and concise library that comes with every compiler that conforms to the language standard. Unfortunately, the library is not the easiest thing in the world to learn and use. And, although there are many good C++ textbooks and some very good C++ Standard Library reference books (my copy of Nicolai Josuttis’s excellent The C++ Standard Library is falling apart from use), I haven’t found any works that provide quick, concise, Standard Library solutions to practical programming problems. So, necessity being the mother of invention, I wrote this book to fill that gap. The book’s primary audience is new and intermediate C++ Standard Library programmers. They can be in any application area that uses C++, such as graphics programming, multimedia development, scientific computation, or financial software. They often have titles like Programmer, Software Engineer, Software Developer, or Applications Developer. People in this target audience should have a moderate amount of experience programming C++. This might include a course in the language, studying any of the plethora of C++ textbooks or tutorials, and perhaps even a year or two of actual programming experience. These programmers should also have some experience, even if it is minimal, using the Standard Library. For example, they should be able to call the Standard Library functions and understand the rudiments of templates and Standard Library containers. However, they do not need to know what parts of the Standard Library they should use to solve their programming problems. After all, that’s the point of this book! The book is organized in a way that lets you quickly find the answer to your programming problem. The heart of the book is the 100 tips on using the C++ Standard Library. They’re all short—about two to four pages each. Just look at the
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 tip titles in the table of contents and flip to one you’re interested in. You’ll notice that each tip starts with a short solution. This is a very concise answer to the programming problem. If you’re an experienced Standard Library user or you just need to jog your memory, this short paragraph or two will satisfy you. Following the bare-bones answer is a detailed solution. This is useful if you’ve never used the tip’s technique or if the short solution is just too concise. The detailed answer has a complete C++ program that illustrates the method in the tip. The text discusses the code and gives a thorough explanation of its key points. A few of the programs may seem longer than what is necessary solely to demonstrate a technique. I’ve done this on purpose, though. One of the things that bothers me about many technical books is that the examples are too simplistic to be of much help. Because object-oriented programming is so important to C++, quite a few of the programs use classes, and this causes the code to be longer. However, I find this makes the examples more realistic, helpful, and valuable. Deciding between brevity and practicality is subjective, however, and someone is certainly bound to be disappointed by my choice. Nonetheless, you don’t have to worry about having to slog through endless pages of pontification—the programs are only about a page or two long, and the explanations just slightly longer. You can quickly get a good understanding of your problem’s solution and then get back to the fun stuff—writing code. If you’d like to explore a tip in more detail, you have several options. First, each tip has references to other relevant tips. These tips may contain alternate techniques, related methods, or supplementary material. Second, the tips are grouped according to topic. Thus, for example, if you’re about to start working with vectors and would like some background first, you can leaf through Chapter 4, “Tips on Vectors.” It will give you some tips on the power and pitfalls of this container. Third, Chapter 13 has an application that uses some of the tips in a realistic setting. If the technique you’re interested in is in this chapter, you get to see it in action. Finally, Chapters 1 and 2 contain an overview and review of the Standard Library and its main component, the Standard Template Library. This information helps you see how the tip fits into the general scheme of things and serves as a good review of some basic Standard Library concepts.
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 The C++ Standard Library
 
 INTRODUCTION AND HISTORY The power of modern computer languages lies not as much in the languages themselves as in their accompanying libraries. A library is a collection of software components used to make other pieces of software. Often you use it to make a whole program, but you can also use it to build other components such as functions or classes. Libraries have various advantages over custom code: They may deal with a specialized field such as finance or arcane subjects like non-uniform rational B-splines. Creating these libraries can require subject matter expertise or special programming techniques not available to the typical programmer. They can provide low-level access to the operating system, such as file attributes or the system time and date. They can provide high-level access to the operating system, for example, the encapsulation of detailed GUI (graphical user interface) calls into a more usable GUI framework. They can provide commonly used software. This helps prevent masses of programmers from creating their own versions of the code and thus continually reinventing the wheel. They allow more functionality to be added to a language without changing the core of the language itself. The standard library of a language is a library that comes with the official version of the language. Besides the previously mentioned advantages of libraries, using a standard library can benefit programmers and organizations in the following ways:
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 They will develop programs more quickly. A standard library usually contains a large amount of functionality that is commonly used in programming. This means that software developers won’t have to take time to create this code. They will write programs that are more reliable because standard libraries tend to be extensively tested and used. They will write software that is more portable because a standard library is available on a wide variety of computers and operating systems—after all, it’s the standard. They will have shorter development times because standard libraries are widely used and recognized. Programmers starting on a project with standard library code will not have to spend time learning that part of the software. They will have lower maintenance costs because a standard library is familiar to many programmers and this avoids costly learning time. The C++ Standard Library provides many of these benefits. It has code that deals with specialized applications (complex numbers, numeric computations), low level file information, common functionality (searching, sorting, replacing, counting, etc.), and popular data structures (vector, list, deque, map, set). It also allows the language to change while keeping the core part of C++ the same. For example, many of the modifications currently being proposed to standard C++, such as tuples, special mathematical functions, regular expressions, and an extendable random number facility are purely additions to the Standard Library and not changes in the basic language itself. Just as C++ evolved from C, the C++ Standard Library came from the Standard C Library. The latest version of the C++ Standard Library took ten years to develop and became part of the official, worldwide C++ language standard in 1998. One important design consideration was to specify and standardize the relationship between C++ and the Standard C Library, which was used ubiquitously in the C programming world. The result was that the Standard C Library, with minor changes, actually became part of its C++ counterpart. However, the library also has other goals [Stroustrup94]: It should be affordable and essential to all programmers. It should be efficient enough so that a programmer is not tempted to write his own version because he believes it will be faster. It should be reasonably convenient and safe. Any functionality it has should be reasonably complete. That is, if the library provides services in an area, you should be able to complete basic programs in that field without having to replace the library’s code or create additional core software. Note, however, that the library does not cover some major areas of programming, such as GUI and Internet.
 
 The C++ Standard Library
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 It should be type safe, support common programming styles, and work well with user defined types. Unfortunately, clarity, consistency, and ease of use were not design goals. The library’s style is not consistent because it evolved over time and different people designed different parts. For example, C++ text strings have extensive error checking whereas the Standard Template Library, the major component of the Standard Library, has virtually none. In addition, although the library is very powerful, it can also be cryptic. It’s often not obvious how to accomplish even a routine task. The tips in this book are meant to fix that situation and let you use the C++ Standard Library to its fullest potential.
 
 OVERVIEW The components of the C++ Standard Library fit into a number of general categories, as Figure 1.1 shows. They are as follows: language support, diagnostics, general utilities, strings, locales, containers, iterators, algorithms, numerics, and input/output (I/O). Algorithms, containers, iterators, and numerics are, for historical reasons, often grouped together and referred to as the Standard Template Library (STL). The Standard C Library is also, with minor modifications, part of the C++ Standard Library. The C++ standard incorporates the C library by reference (see Figure 1.1) and doesn’t discuss its details. This book will do the same.
 
 FIGURE 1.1 Components of the C++ Standard Library.
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 Briefly put, the categories provide the following: Language support: Capabilities, such as memory allocation and exception processing, required by some parts of the core language Diagnostics: A framework for reporting errors in C++ programs General utilities: Components called by users and other parts of the Standard Library Strings: Specialized classes for working with small amounts of text Locales: Support for internationalization of text processing Containers: Classic data structures, such as the list, vector, and map Algorithms: Functions for basic processing such as searching, sorting, and replacing Iterators: Generalized pointers that connect containers to algorithms Numerics: Algorithms (functions) useful primarily in numerical computations Input/Output: The primary C++ mechanism for input and output Standard C library: The C-language standard library All elements of the C++ Standard Library are declared or defined in a header. The compiler inserts this code into a translation unit, typically a file. To specify a header, use the preprocessing directive #include 
 
 where header_name is the name of the header that you need. To find what header or headers you need for a particular Standard Library component, check for that component’s description in your compiler documentation or in a reference book. Table 1.1 lists the 32 headers that contain all of the Standard Library component declarations or definitions. TABLE 1.1 The C++ Standard Library Headers <stdexcept> 
 
 <map> <streambuf> 
 
 <memory> <set> <string>
 
 <deque> <sstream> 
 
 exception> <list> <stack> 
 
 The C++ Standard Library
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 The parts of the Standard C Library that C++ uses are in 18 headers. Table 1.2 shows their C++ names. These are the same as the C names except the “.h” is dropped and a “c” prefix is added, for example, becomes , <stdio.h> becomes ; The chief difference between the two is that the C++ headers put all C library elements except macros into the std namespace, whereas the C headers (which can also be used in C++) place their elements in the global namespace. Because of this, unless your program needs strict C-compatibility, you should use the C++ headers. (For more information on namespaces, see “Namespaces” at the end of this chapter.) TABLE 1.2 C++ Header Names for C Headers 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 Language Support The language support section of the library contains headers that let you work with dynamic memory, exception handling, type identification, and some miscellaneous things. Table 1.3 shows how the Standard Library groups the headers. Table 1.4 lists the headers in Table 1.3 alphabetically and briefly describes their contents. TABLE 1.3 Categories of Language Support Header Category
 
 Headers
 
 Dynamic memory management
 
 
 
 Exception handling
 
 <exception>
 
 Implementation properties
 
 , , 
 
 Other runtime support
 
 , , ,, 
 
 Start and termination
 
 
 
 Type identification
 
 
 
 Types
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 TABLE 1.4 Language Support Headers Header
 
 Functionality
 
 
 
 Information about floating point data types, such as their minimum, maximum, number of digits in their exponent and mantissa, and so forth. Use instead
 
 
 
 Minimum and maximum values of all basic data types. Use instead
 
 
 
 Nonlocal jumps. Use <exception> instead
 
 
 
 Signal handling
 
 
 
 Variable arguments
 
 
 
 NULL, offsetof, ptrdiff_t, and size_t
 
 
 
 Exit routines and macros, runtime environment information
 
 
 
 System time and date functions, such as clock and time
 
 <exception>
 
 exception class, bad_exception exception, exception handlers
 
 
 
 Information about properties of basic data types, such as their minimum and maximum, and the maximum amount of numerals in their representation
 
 
 
 Operators new and delete, exceptions for dynamic memory allocation
 
 
 
 Class to hold runtime information about an object’s data type, exceptions for this class
 
 The header expands on and replaces and . It contains a class template that provides information for all built-in data types that can represent numbers. It’s better to use rather than the two older headers because it has the following advantages: Offers more type safety Lets you write templates that can evaluate these limits Contains more information Avoids the use of macros Allows you to easily write limits for your own data types Diagnostics The diagnostics section of the Standard Library describes library components used for detecting and reporting errors. Table 1.5 lists the headers and briefly describes
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 their contents. “Error Handling” later in this chapter has an extensive discussion of error detection and reporting. TABLE 1.5 Diagnostics Headers Header
 
 Functionality
 
 
 
 assert macro
 
 
 
 Global error-number variable, numbers for common errors
 
 <stdexcept>
 
 Predefined exceptions for common errors
 
 General Utilities This section of the Standard Library contains utility components used by other parts of the library. C++ programs may use them also. Table 1.6 lists the headers and briefly describes their contents. TABLE 1.6 General Utilities Headers Header
 
 Functionality
 
 
 
 System time and date functions, such as clock and time
 
 
 
 Function objects (see “Functors” in Chapter 2)
 
 <memory>
 
 Allocators, raw memory, and autopointers
 
 
 
 Generic relational operators, pair data structure
 
 Strings The Strings section of the library contains headers that let you work with C-style strings (null-terminated character arrays) and the new C++ text strings. The latter are far superior, so you should use them if you can. Chapter 10 explains their advantages and shows you the C++ equivalents for the common C-string functions, such as strlen and toupper. Table 1.7 shows how the Standard groups the headers. Table 1.8 lists the headers in Table 1.7 alphabetically and briefly describes their contents.
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 TABLE 1.7 Categories of String Headers Category
 
 Headers
 
 C-string utilities
 
 , , , , 
 
 Character traits
 
 <string>
 
 String classes
 
 <string>
 
 TABLE 1.8 String Headers Header
 
 Functionality
 
 
 
 Test characteristics of single characters, convert C-string characters to upper or lower case
 
 
 
 Conversion between numbers and C-strings
 
 
 
 Functions to work on C-strings (null-terminated strings)
 
 
 
 Functions for working with multibyte characters
 
 
 
 Similar to but operates on multibyte characters
 
 <string>
 
 Character traits and requirements, C++ string classes and functions
 
 Locales The locales section of the Standard Library has components that encapsulate cultural information and so make it easier to create international versions of C++ programs. Facilities include support for character classification and string collation of different languages; formatting and parsing of numbers, monetary amounts, and dates and times; and message retrieval. Table 1.9 lists the headers and briefly describes their contents. TABLE 1.9 Locales Headers Header
 
 Functionality
 
 
 
 Formatting of times, dates, monetary amounts, and numbers using the Standard C Library facilities
 
 
 
 Formatting of times, dates, monetary amounts, numbers, single characters, and message catalogs
 
 The C++ Standard Library
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 Containers This part of the library provides you with containers, that is, objects that hold other objects. The containers include a number of classic data structures such as the vector, list, and stack. Table 1.10 shows how the Standard Library groups the headers. Table 1.11 lists the headers in Table 1.10 alphabetically and briefly describes their contents. Containers are part of the STL and are intimately linked to algorithms and iterators. “Containers” in Chapter 2 reviews these objects. Chapters 3 through 8 have many tips on using containers. TABLE 1.10 Categories of Container Headers Category
 
 Headers
 
 Associative containers
 
 <map>, <set>
 
 Bitset
 
 
 
 Sequence containers
 
 <deque>, <list>, , <stack>, 
 
 TABLE 1.11 Container Headers Header
 
 Functionality
 
 
 
 Fixed size container of Booleans
 
 <deque>
 
 Double-ended queue
 
 <list>
 
 Doubly linked list
 
 <map>
 
 Map and multimap
 
 
 
 Queue and priority queue
 
 <set>
 
 Set and multiset
 
 <stack>
 
 Stack
 
 
 
 Vector
 
 Iterators Iterators let you move among the elements of containers. They serve as the interface between containers and STL algorithms. The building blocks of iterators are in the header . Table 1.12 lists the specific components that the header defines. You don’t have to explicitly include as often as you would think because
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 container and algorithm headers include it. “Iterators” in Chapter 2 discusses these objects. TABLE 1.12 Iterator Headers Header
 
 Functionality
 
 
 
 Iterator tags, traits, operations (advance and distance), and base class, predefined iterators, reverse iterators, insert iterators, stream, and stream buffer iterators
 
 Algorithms The Standard Library algorithms are function templates that do common types of processing such as sorting, searching, copying, and removing. Although all algorithms are in the header , the Standard Library divides them into three groups, as Table 1.13 shows. (The Standard Library also includes the functions bsearch and qsort in the header from the Standard C Library, but these aren’t used very much in C++.) Algorithms are part of the STL and typically operate on containers via iterators. For a review of algorithms, see “Algorithms” in Chapter 2. Chapter 9 is filled with tips on using algorithms. TABLE 1.13 Categories of Algorithms Category
 
 Operations
 
 Mutating
 
 Copying, exchanging, replacing, removing, filling, removing duplicates, reversing, rotating, shuffling
 
 Nonmodifying
 
 Finding first, last, adjacent match, and first mismatch. Testing for equality, reading each element of a container
 
 Sorting and searching
 
 Partial, stable, and copy sorting, binary searches, merging, set and heap operations, finding minimum and maximum, permuting
 
 Numerics This part of the library has components that are specially designed for numerical work. Table 1.14 shows how the Standard Library groups the headers. Table 1.15 lists the headers in Table 1.14 alphabetically and briefly describes their contents. Be careful about using valarrays. They are not well designed or tested and may be re-
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 placed by better methods. This book does not discuss them any further. Chapter 11, however, does provide several examples of using the numeric algorithms. TABLE 1.14 Categories of Numerics Headers Category
 
 Headers
 
 C library
 
 , 
 
 Complex numbers
 
 
 
 Numeric arrays
 
 
 
 Numeric operations
 
 
 
 TABLE 1.15 Numerics Headers Header
 
 Functionality
 
 
 
 Common mathematical functions (trigonometric, exponential, power, rounding, etc.), common numerical constants
 
 
 
 Floating-point complex numbers
 
 
 
 Random number generator, conversion between numbers and C-strings
 
 
 
 Inner product, sum of elements, running sum, adjacent difference
 
 
 
 Arrays of numerical values
 
 Input/Output This part of the library provides the fundamental I/O system for the language, such as the standard input and output streams cin and cout. Because the stream system is so well designed, virtually identical code produces formatted input and output regardless of the source and destination of a stream. In other words, you read and write the same way with the standard output, a file, a memory stream, or a userdefined stream. Table 1.16 shows how the Standard Library groups the headers. Table 1.17 lists the headers in Table 1.16 alphabetically and briefly describes their contents. Chapter 11 has a number of tips on I/O.
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 TABLE 1.16 Categories of I/O Headers Category
 
 Headers
 
 File streams
 
 , , 
 
 Formatting and manipulators
 
 , , 
 
 Forward declarations
 
 
 
 Iostreams base classes
 
 
 
 Standard iostream objects
 
 
 
 Stream buffers
 
 <streambuf>
 
 String streams
 
 <sstream>, 
 
 TABLE 1.17 I/O Headers Header
 
 Functionality
 
 
 
 C-style I/O
 
 
 
 Conversion between numbers and C-strings
 
 
 
 Multibyte character functions
 
 
 
 File streams
 
 
 
 Manipulators with arguments
 
 
 
 I/O stream base classes, manipulators with no arguments, format flags, failure bits, open modes
 
 
 
 Forward declarations for all stream classes
 
 
 
 Standard I/O stream objects, such as cin, cout
 
 
 
 Basic input stream, input formatting
 
 
 
 Basic output stream, output formatting
 
 <sstream>
 
 String based streams
 
 <streambuf>
 
 Stream buffers
 
 ERROR HANDLING Real-life programs are, or should be, composed of modules. In such programs, especially when different people write the modules, it’s good to think of error handling as being divided into two major actions. One action is to report errors that cannot be handled locally to other parts of the program. The other action is to deal
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 with those errors, that is, for a module to handle errors that occurred in other modules. For example, if you write a function that is to be used by others, your function can detect errors while it is running, but it wouldn’t know what to do about them. This is because it doesn’t know how, or in what context, it is being used. On the other hand, the calling code may know how to handle errors, but it can’t reach down into your function to detect them. In C and simple uses of C++, programmers typically report errors by returning an error object. This object can be a struct or a class, perhaps with detailed information on the error. However, it often is just an integer. The integer can simply relay binary information; for example, zero means failure and nonzero means success. Alternatively, the integer can represent success or types of failure. For example, zero may mean success and each number greater than zero represents a different kind of error. There can be even more information packed in the integer, such as groups of bits that represent the level of failure or success or a bit that indicates whether the returned error is from the operating system or the user. There are a number of problems with this system of handling errors: Interfaces get cluttered because they have to report the error, either as a return value or as a reference. There is no standard representation of the error. It can be an integer with lots of different interpretations, a struct, or a class. These last two can of course have widely varying formats. The code must check every function call for errors. This can easily make the program much bigger. The most important deficiency of handling errors by returning error codes is that nothing forces the calling code to do something about a returned error. Too often, the caller doesn’t process the returned value or, worse, doesn’t even accept it. Unfortunately, in these cases, the program can often continue limping along, slowly deteriorating or suddenly crashing. It’s very hard to debug problems like this because the symptoms occur much later than the cause.
 
 Exception Handling C++ provides an alternate method for dealing with errors called the exception handling system. It is a facility for transferring information and flow of control from the point where an error occurs to a place in the program that can respond to it. When using the exception handling system, you should restrict the errors you manipulate with it to those that are truly exceptional (hence, the name of the system). Often things that go wrong can be expected to go wrong and so should be handled locally. For example, your application might try to open a nonexistent file because the user
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 may have misspelled the file name or entered the path incorrectly. If this is likely to happen, it would not be an exceptional event if it occurred, so using the exception handling system would not be appropriate in this case. Exception handling returns errors in a separate path from the normal program execution flow. Its advantages are that it does the following: Provides a framework for using consistent error types Is used almost everywhere by the Standard Library Allows constructors (which can’t return values) to signal an error Makes programs crash if the errors aren’t handled Although this last action may sound draconian, it’s a clear and insistent reminder during development that errors should not be ignored. In the C++ exception handling system, when a piece of code encounters a problem, the code reports it by throwing an exception. It does that by using the throw keyword followed by an object, for example, integer, literal constant, class, struct, and so on. Throwing an exception transfers control to an exception handler (described later). As an example of throwing an exception, suppose you have a class called Port that lets you work with an I/O port. It has a constructor that accepts a port number. It also has the member function ready that tells whether the port can be used. The function void activate_minicam_port() { const int minicam_port_number = 54; Port minicam_port( minicam_port_number ); //... if( !minicam_port.ready() ) throw string( "Timeout on minicam port" ); //... }
 
 attempts to activate a particular port, say one connected to a miniature camera (minicam). It makes a Port instance, does some processing (perhaps waiting a set amount of time to ensure that the port is active) and tests the port to see if it’s ready. If it’s not, the function throws an exception. In this case, the data type of the exception is a C++ text string. The thrown exception starts a process called stack unwinding. First, C++ calls all the destructors of class instances that are in the same scope as the throw statement. Then, until the exception is handled (as described shortly), C++ calls all the
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 destructors in the surrounding scope, then in the scope surrounding that, and so on. When the exception gets to the function (if any) that called the code with the throw statement, C++ executes all its destructors. C++ keeps the chain of calling functions on a call stack—hence, the term “unwinding the stack.” Note that stack unwinding is separate and different from the normal execution of nested functions. If the program has not handled the exception by the time the stack unwinding is through with the main program (function main), C++ shuts the program down by calling the predefined function terminate. This function then calls another builtin function, abort, which ends the program Robust programs will not let an exception go far enough to crash the program. They will try to respond to all exceptions. To handle a thrown exception, the receiving code must first wrap the sending code in a try block. This is the keyword try followed by a pair of braces with the sending code in it. For example, suppose the function take_pictures calls activate_minicam_port. The coder knows that activate_minicam_port can throw an exception, so it puts the call of that function in a try block, that is, void take_pictures( int frame_rate ) { try { activate_minicam_port(); } //... }
 
 Immediately following the try block, you must put at least one catch block, also called an exception handler. (The only intervening lines must be comments or all whitespace.) The catch block is the keyword catch followed by a pair of parentheses with an argument and then followed by a pair of braces with statements. The argument specifies the data type that the exception handler can catch and optionally provides the name of a variable to which the thrown object is assigned. If there are no catch blocks that can accept the object thrown, C++ continues unwinding the stack until it gets to an enclosing catch block that can accept the exception’s data type or it reaches main. The only way for a program to enter a catch block is if the code in the immediately preceding try block throws an exception that the catch block can accept. If the catch block can’t receive the exception, C++ continues unwinding the stack. If the try block doesn’t throw an exception, the execution flow skips all immediately following catch blocks and continues at the code after them.
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 The statements in a catch block are the code that deals with the exception. For example, void take_pictures( int frame_rate ) { try { activate_minicam_port(); } catch( const string& error ) { cycle_minicam_power(); } }
 
 In this case, the code cycles the minicam’s power, that is, turns it off and back on. Sometimes an exception handler may do something with an exception (perhaps write it to an error log) but needs to pass it on to other code to actually resolve it. In other words, the catch block only partially handles the exception. To forward a caught exception, use a throw statement with no argument. For example, void take_pictures(int frame_rate) { try { activate_minicam_port(); } catch( const string& error ) { cerr #include #include "tips.hpp" using namespace std; int main( ) { const double data[] = { 3.14, 2.78, 1.51, 7.66, 9.65 }; list<double> original( data, data + sizeof( data ) / sizeof( data[0] ) ); // make a vector and list with data different from above vector<double> vector_data( 3, 3.33 );
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 list<double> list_data( 4, 4.44 ); // show results tips::print( original, "Original data" ); tips::print( vector_data, "Original vector" ); tips::print( list_data, "Original list" ); // assign a list to a list list_data = original; // assign a list to a vector vector_data.assign( original.begin(), original.end() ); // create an empty vector of int's and assign // a list of doubles to it vector v; v.assign( original.begin(), original.end() ); // show results tips::print( list_data, "\nList after assignment" ); tips::print( vector_data, "Vector after assignment" ); tips::print( v, "Vector of int from list of double" ); }
 
 The output is Original data: 3.14 2.78 1.51 7.66 9.65 Original vector: 3.33 3.33 3.33 Original list: 4.44 4.44 4.44 4.44 List after assignment: 3.14 2.78 1.51 7.66 9.65 Vector after assignment: 3.14 2.78 1.51 7.66 9.65 Vector of int from list of double: 3 2 1 7 9
 
 The code starts by declaring a list of doubles and storing five floating-point numbers in it. (Tip 5 describes the technique for creating a container from an array.) Then it creates a list and vector with different sets of floating-point numbers (see Tip 4) and displays all three containers. Next, the program makes one list become the same as another by using the assignment operator. This operator is available to all the standard containers, but the two containers it uses have to be the same kind and have the same data type.
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 The program continues by showing how to make one container have the contents of a different container. It does this by using the version of the assign member function that takes an iterator range. All standard sequence containers have this function. The data types of the source and destination can be different as long as the former can be converted to the latter. The end of the program demonstrates this by assigning a list of double precision values to a vector of integers. The first part of the output shows that initially the three containers have different contents and sizes. After assigning the first container to the other two, they contain the same numbers. Finally, the last line illustrates the conversion of data types described previously.
 
 TIP 10
 
 APPEND ONE CONTAINER TO ANOTHER Applies to: Sequence containers, string See also: Tip 5, Tip 61 Quick Solution list l; vector v; // ... l.insert( l.end(), v.begin(), v.end() ); // append v to l
 
 Detailed Solution
 
 It’s common to want to append one container to another. For example, data may be stored in various containers because it arises at different times or different places. These containers may then need to be “pasted together” so that all the data can be processed as a single collection. Another example is when the same data is copied into different containers for different processing and these containers are then reunited. Finally, appending can occur when different containers are to be processed in order. If the computations are the same for all containers, it may be convenient to put them into one container in the desired order (by appending them to each other) and then process the big container. The way to append one container to another is to use the member function insert, which all standard sequence containers and the string have. (Actually, the associative containers have this member function too, but because they don’t order by location, this tip doesn’t apply to them.) The signature of insert is insert( iterator position, InputIterator start, InputIterator stop )
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 The first argument is the position at which the following range should be inserted. For appending, this is the end iterator of the container into which elements are being inserted. The last two arguments are the beginning and end iterators of the container being inserted. The code in Listing 3.9 illustrates the call to insert. By the way, although you may often see appending done by using the copy algorithm with a back inserter, insert can be more efficient. If you want to put elements into a container and are not appending them, definitely use insert instead of copy. It is likely to be much more efficient. You can use the technique with insert to append characters to a string. However, for strings it is much more natural to use the “+=” operator, as Tip 61 shows. The program in Listing 3.9 demonstrates the method on a sequence container. LISTING 3.9
 
 Appending Containers
 
 // general_append.cpp #include #include #include "tips.hpp" using namespace std; int main( ) { const char* names1[] = { "Smith", "Jones", "Bradbury" }; const char* names2[] = { "Kelvin", "Ostrowski", "Lane", "Lord" }; // create and initialize vectors with the above names vector<string> squad1( names1, names1 + sizeof( names1 ) / sizeof( names1[0] ) ); vector<string> squad2( names2, names2 + sizeof( names2 ) / sizeof( names2[0] ) ); // sort and print the separate squads sort( squad1.begin(), squad1.end() ); tips::print( squad1, "Squad 1" ); sort( squad2.begin(), squad2.end() ); tips::print( squad2, "Squad 2" ); // append the second squad to the first and print squad1.insert( squad1.end(), squad2.begin(), squad2.end() ); tips::print( squad1, "Both squads" );
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 // sort and print the merged squads sort( squad1.begin(), squad1.end() ); tips::print( squad1, "Both squads sorted" ); }
 
 The output is Squad 1: Bradbury Jones Smith Squad 2: Kelvin Lane Lord Ostrowski Both squads: Bradbury Jones Smith Kelvin Lane Lord Ostrowski Both squads sorted: Bradbury Jones Kelvin Lane Lord Ostrowski Smith
 
 The program starts by creating two vectors of strings initialized with names of squad members (see Tip 5). It processes each vector by sorting it. The first two lines of the output show the result. Next, the code appends the second vector to the first and prints the large vector. Then it sorts the vector to get an alphabetical listing of all squad members.
 
 TIP 11
 
 EXCHANGE CONTAINERS Applies to: Standard containers, string, swap, swap_ranges See also: Tip 1, Tip 6, Tip 9, Tip 79, Tip 81 Quick Solution list l; vector v1, v2; // ... v1.swap( v2 ); // swap contents – same container and data type // swap contents – different container, same data type swap_ranges( l.begin(), l.end(), v1.begin() );
 
 Detailed Solution
 
 Tip 9 shows you how to put the contents of one container into another. However, there’s a much faster way of doing this as long as (1) the two containers are the same kind, (2) their data types are the same, and (3) you don’t mind the source container being changed. If this is your situation, you can swap (exchange) the containers’ contents. Swapping is more efficient than using the assignment opera-
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 tor or the assign member function because swapping just resets some pointers inside the container and doesn’t move or copy elements. To swap containers that are the same kind and have the same data type, use the swap member function. Alternatively, you can pass both containers to the swap global function. Both ways are equivalent and both ways are very safe. The only time they can throw an exception is if associative containers are involved and copying or assigning the comparison criterion throws an exception. Because swapping the same kind of container is so safe, a good use of swap is to work on a temporary copy of a container and if the processing completes successfully, swap the temporary and original containers. If the processing fails, the original container is untouched. This avoids the often-arduous task of trying to recreate the elements in a container that only made it partway through a computation. To swap elements that have the same data type but reside in different containers, use the STL algorithm swap_ranges. This might occur if data has to undergo different kinds of processing and is stored in different containers to optimize the computations. For example, half the data might be in a list and half in a vector. The list processing might have numerous insertions and deletions and the vector processing might need nonsequential data access. After each half is processed, the data could be swapped and the remaining processing performed. swap_ranges is not fast like swap, but it does let you exchange the contents of different types of containers. The program in Listing 3.10 demonstrates swapping between the same or different type of container. LISTING 3.10
 
 Swapping Containers
 
 // general_swap.cpp #include #include #include #include #include #include
 
 <list> 
 
 #include "tips.hpp" using namespace std; int main( ) { // make a vector with the sequence 1.5, 3.0, 4.5 ... vector v( 7, 1.5 );
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 partial_sum( v.begin(), v.end(), v.begin() ); cout temporary; temporary.swap( v ); } */ cout 
 
 using namespace std; class Judge { public: Judge( int id = 1, int panel = 1, int score = 1, bool award = false ); // id >= 1, ID number of judge // 1 message; message.push_back( make_pair( 40449, message.push_back( make_pair( 40443, message.push_back( make_pair( 40443, message.push_back( make_pair( 40444, message.push_back( make_pair( 40448, message.push_back( make_pair( 40443,
 
 "Shift "Mouse "Mouse "Mouse "Mouse "Mouse
 
 key down" ) ); key down" ) ); key down" ) ); key up" ) ); move" ) ); key down" ) );
 
 cout spot = mismatch( short_begin, short_end, long_begin, equal_to_insensitive ); int result; // if all characters of shorter string matched corresponding // characters of longer string... if( spot.first == short_end ) // if at end of longer string both strings are same length so // both strings are the same if( spot.second == long_end ) result = 0; // s1 == s2 // not at end of longer string so shorter string is less than // longer one else result = -1; // s1 < s2
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 // mismatch in short string - examine characters to decide result else { // convert characters to lower case int first = tolower( static_cast( *spot.first ) ); int second = tolower( static_cast( *spot.second ) ); // result of routine based on case-insensitive character // comparison if( first < second ) result = -1; else if( first > second ) result = 1; else result = 0; } // if long string was first string passed, result is opposite of // that computed if( long_begin == s1.begin() ) result *= -1; return result; } // return true if c1 < c2 (ignoring case), false otherwise bool less_than_insensitive( char c1, char c2 ) { return tolower( static_cast( c1 ) ) < tolower( static_cast( c2 ) ); } int main( { string string string
 
 ) s1( "Fate casts its baleful eye" ); s2( "FATE CASTS ITS BALEFUL EYE" ); s3( "FaTe CaStS iTs BaLeFuL eYe On Ye" );
 
 cout >), exactly as it would read from cin. The first two lines of output show the result. A more sophisticated program would verify that the reading succeeded. It can do this by checking the status of the stream after reading, as the second section of the program demonstrates. The code stores the textual representation of two numbers in the input string stream by calling the stream’s str member function. This overwrites the previous contents of the stream. The program then tries to read three numbers from a stream that has only two. It checks the result of reading by testing the stream as if it were a Boolean. If the result is true, the read was successful. If it is false, there is an error and you must clear the stream’s state as shown before reading from it again. If you’re reading formatted strings, you’re probably interested in writing them, too. Tip 70 tells you all about that.
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 WRITE FORMATTED STRINGS Applies to: Strings, ostringstream See also: Tip 69 Quick Solution int port = 10; int value = 0X24AEF; string message( "Incomplete packet" ); ostringstream out; // make a formatted string out image( 10, 40 ) ) image( 10, 20 ) = 100;
 
 shows individual pixels being read from and written to. Note that you can’t access pixels using double brackets as you do for 2D C++ arrays; for example, image[10][20] is not allowed. Line 36 defines an assignment operator that accepts a value and sets all pixels equal to that value, for example, image = 50 makes all pixels in image be 50. Be aware that when using an unsigned char image and assigning it an integer constant, you may get a warning from the compiler about losing precision or significant digits. This is because C++ assumes the constant is an int and you’re trying to assign it to an unsigned char. As long as the value of the constant is within the range of an unsigned char (typically 0–255 inclusive), you’ll be all right. Next comes a slew of member functions that return iterators or row iterators. They can all be used in STL algorithms that require forward iterators. (It turns out that they are actually random iterators, but because none of the code in this application requires that an iterator be that versatile , being a forward iterator is sufficient.) When specifying the end column for the row_end member functions in lines 68–69, the user should make the column number inclusive, that is, that column is to be included in a range. (Image processing users typically think in closed ranges, not the half-open ranges of the STL.) The row_end member functions will actually return an iterator to one pixel past that column, which enables you to use row_begin and row_end with STL algorithms. Finally, the class template declares a few additional member functions. These let you get the number of rows and columns in the image, determine whether the image is empty, and resize the image. The last function, declared on line 102, deletes the pixels in the current image and replaces them by an image of the specified dimensions filled with pixels that are 0. If, however, the number of rows and number of columns are the same as those in the image, the function does nothing. The rest of Image is declared private. It contains variables for the pixels and the number of rows and columns. A member function (convert) converts a two-dimensional pixel location to an index into the pixel vector using Equation 13.1.
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 The member function definitions start on line 127. Most are straightforward. On line 143, the operator that sets each pixel to the specified value uses the vector’s assign member function. The first argument is the number of elements in the vector that are to be assigned, and the second argument is the assigned value. By using the total number of elements in the vector as the first argument, the code changes all elements. Tip 47, Tip 50, and Tip 79 demonstrate this technique more fully. Line 151 is the start of the iterator function definitions. Image’s beginning and end iterators are simply those of its vector data member. Line 175 illustrates that the beginning iterator for a row is an iterator pointing to column 0 of that row. The pixel vector’s iterators are random iterators; Tip 20 explains that you can add integers to them. Thus, the returned iterator is the sum of the vector’s beginning iterator and the number of elements to the first column of the desired row. The end iterator is just the start of the next row, as line 185 shows. Note that the element for the end iterator of the last row doesn’t exist. This is why Image specifies that its end iterators can’t be dereferenced. The clear member function starts on line 215. It calls the pixel vector’s clear function and takes the necessary step of setting the dimensions of the image to 0. Another member function, resize, starts on line 236. The routine first checks the desired dimensions; if they’re the same as the current ones, the routine returns without doing anything. If the dimensions aren’t the same, the code clears the vector, resizes it (which automatically fills the vector with zeros), and sets the new dimensions. The function clears the vector because if it is resized to a smaller size, the vector won’t set all the elements to 0. (An alternative would be to skip the clearing and set all elements to 0 after resizing.) The remainder of this chapter demonstrates various image processing techniques and how they use the tips in this book. Most of the code is made up of global functions, though there are some member functions, too. Many of the routines are template functions, but sometimes it’s more practical to make them only run on unsigned char images.
 
 IMAGE CREATION Not all images are captured by cameras—some are created on the computer. These artificial images are useful for a variety of reasons: To test image processing software. If the images are simple, you can compute the output of a process by hand and compare it to the results of the software. To make images for vision research. Because it can be easier than making a physical object to view, the pixel values in the artificial image can be set more precisely, or the object may not exist (random patterns of bright and dark).
 
 Image Processing
 
 473
 
 To make images of objects that are infeasible for most people to photograph, for example, planes in flight.
 
 Block The first image to create is a block, that is, a rectangle of one pixel value. Blocks are useful for providing uniform backgrounds for other objects, for testing other image enhancement code such as edge enhancement, and even for research in human vision, including illusions. For example, which of the blocks in the middle of Figure 13.4(a) and Figure 13.4(b) is lighter? The code in Listing 13.2 produces a uniform, rectangular block anywhere in an image.
 
 FIGURE 13.4(a) LISTING 13.2
 
 One block.
 
 FIGURE 13.4(b) Another block.
 
 Make a Block
 
 // ip_block.hpp template void block( Image& image, int top, int left, int bottom, int right, T value ) // draw a rectangle of one value in the image // INPUT: top - top row of block left - left column of block // bottom - bottom row of block right - right column of block // REQUIRE: both rows and columns must be in the image and // top					    
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